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Mainframe I/O and  
Storage Basics

PART 1:

CHAPTER 2

The primary purpose of any computing system is to 
process data obtained from Input/Output devices. 
Input and Output are terms used to describe the 
transfer of data between devices such as Direct 
Access Storage Device (DASD) arrays and main 
storage in a mainframe. Input and Output operations 
are typically referred to as I/O operations, abbreviated 
as I/O. The facilities that control I/O operations are 
collectively referred to as the mainframe’s channel 
subsystem. This chapter provides a description of 
the components, functionality, and operations of 
the channel subsystem, mainframe I/O operations, 
mainframe storage basics, and the IBM System z 
FICON qualification process.

BROCADE
MAINFRAME
CONNECTIVITY
SOLUTIONS

STEVE GUENDERT
DAVE LYTLE
FRED SMIT

Brocade Bookshelf
www.brocade.com/bookshelf

The modern IBM mainframe, also known as IBM zEnterprise, has a distinguished 50-year history 

as the leading platform for reliability, availability, serviceability, and scalability. It has transformed 

business and delivered innovative, game-changing technology that makes the extraordinary 

possible, and has improved the way the world works. For over 25 of those years, Brocade, 

the leading networking company in the IBM mainframe ecosystem, has provided non-stop 

networks for IBM mainframe customers. From parallel channel extension to ESCON, FICON, 

long-distance FCIP connectivity, SNA/IP, and IP connectivity, Brocade has been there with IBM 

and our mutual customers.

This book, written by leading mainframe industry and technology experts from Brocade, discusses 

mainframe SAN and network technology, best practices, and how to apply this technology in your 

mainframe environment.

BROCADE MAINFRAME
CONNECTIVITY SOLUTIONS 



ii

 

BROCADE MAINFRAME CONNECTIVITY SOLUTIONS

BROCADE
MAINFRAME
CONNECTIVITY
SOLUTIONS

STEVE GUENDERT
DAVE LYTLE
FRED SMIT



iii

 

BROCADE MAINFRAME CONNECTIVITY SOLUTIONS

© 2014 Brocade Communications Systems, Inc. All Rights Reserved. 06/14

ADX, AnyIO, Brocade, Brocade Assurance, the B-wing symbol, DCX, Fabric OS, HyperEdge, ICX, MLX, 
MyBrocade, OpenScript, VCS, VDX, and Vyatta are registered trademarks, and The Effortless Network 
and The On-Demand Data Center are trademarks of Brocade Communications Systems, Inc., in the 
United States and/or in other countries. Other brands, products, or service names mentioned may be 
trademarks of others.

Notice: This document is for informational purposes only and does not set forth any warranty, 
expressed or implied, concerning any equipment, equipment feature, or service offered or to be offered 
by Brocade. Brocade reserves the right to make changes to this document at any time, without notice, 
and assumes no responsibility for its use. This informational document describes features that may not 
be currently available. Contact a Brocade sales office for information on feature and product availability. 
Export of technical data contained in this document may require an export license from the United 
States government.

Brocade Mainframe Connectivity Solutions
Written by Steve Guendert, Dave Lytle, Fred Smit
Project Managed by Diane Andrada
Edited by Jan Richardson
Design and Production by Diane Andrada and Malika Henderson
Illustrated by Diane Andrada and David Lehmann

IMPORTANT NOTICE
Use of this book constitutes consent to the following conditions. This book is supplied “AS IS” for 
informational purposes only, without warranty of any kind, expressed or implied, concerning any 
equipment, equipment feature, or service offered or to be offered by Brocade. Brocade reserves the 
right to make changes to this book at any time, without notice, and assumes no responsibility for 
its use. This informational document describes features that may not be currently available. Contact 
a Brocade sales office for information on feature and product availability. Export of technical data 
contained in this book may require an export license from the United States government.

Corporate Headquarters 
San Jose, CA USA
T: +1-408-333-8000
info@brocade.com

European Headquarters 
Geneva, Switzerland
T: +41-22-799-56-40 
emea-info@brocade.com

Asia Pacific Headquarters 
Singapore
T: +65-6538-4700 
apac-info@brocade.com

mailto: info@brocade.com
mailto: emea-info@brocade.com
mailto: apac-info@brocade.com


iv

 

BROCADE MAINFRAME CONNECTIVITY SOLUTIONS

ACKNOWLEDGEMENTS
A project such as this requires a great deal of help and support from many people, and I would like to 
express my thanks here. If I have inadvertently forgotten someone, I apologize, as it was unintentional.

First of all, and most importantly, thank you to our customers for the trust and faith you place in 
Brocade and our equipment. If not for you, this book would not be written.

Thanks go to my co-authors and Brocade colleagues Dave Lytle and Fred Smit for their chapter 
contributions and help in editing and reviewing. I’d also like to thank Dave for being such a great 
colleague and friend for many years and for teaching me a lot.

Brocade is blessed to have some of the best mainframe talented people in the industry, who deserve 
some recognition: Howard Johnson, Jack Consoli, Jon Fonseca, Bill Bolton, Mark Detrick, Brian Larsen, 
Ben Hart, Gordy Flam, Paul Wolaver, Don Martinelli, Stu Heath, Jeff Jordan, Tim Jobe, John Bowlby, Lee 
Steichen, Dirk Hampel, Emerson Blue, and Brian Steffler. 

Thanks also to the great team at Content Rules—Diane Andrada, Jan Richardson, Malika Henderson, 
and David Lehmann—for their outstanding work in project management, editing, layout, and illustration, 
and to Jennifer Ferguson at Brocade for overseeing the project.

I’ve had the good fortune of having some outstanding managers during my time at CNT, McDATA, and 
Brocade who have all been very supportive. Thanks to Randy Morris, Sean Seitz, Jonathan Jeans, Jon 
Verdonik, Kent Hanson (RIP), Ron Totah, Jim Jones, Ulrich Plechschmidt, John Noh, Duke Butler, and 
David Schmeichel.

To Dennis Ng, Scott Drummond, Harv Emery, Ray Newsome, Harry Yudenfriend, Connie Beuselinck, 
Patty Driever, Iain Neville, and Frank Kyne at IBM: A big thanks for working with me and putting up with 
me and my questions for many years!

Last but not least: Thank you to my friends and mentors Pat Artis and Gilbert Houtekamer. Dr. Pat has 
been a wonderful mentor and influence on me and my career, and convinced me to complete the PhD.

And finally, thanks to my wonderful wife Melinda and our two children, Steve, Jr. and Sarah. You put up 
with my travel, long hours, and constant reading—not to mention actually riding in a vehicle with the 
license plate “FICON.” 

Steve Guendert, “Dr. Steve” 
June 2014 



v

 

BROCADE MAINFRAME CONNECTIVITY SOLUTIONS

ABOUT THE AUTHORS
Steve Guendert is a Principal Global Solutions Architect at Brocade Communications, focused on all 
aspects of mainframe connectivity. He has worked with customers globally in the mainframe industry 
for many years, including time with Brocade, McDATA, CNT, and IBM. Steve has written over 50 papers 
on a variety of mainframe I/O performance topics and has been published in numerous industry 
journals and conference proceedings. Steve is a Senior Member of both IEEE and ACM. He is also 
active in the Computer Measurement Group and SHARE. Steve wrote his Doctoral Dissertation on 
ESCON to FICON migration. In addition to holding a PhD in MIS and Computer Science, Steve holds 
Bachelor’s, MBA, and Master’s degrees in MIS from Northwestern and Auburn Universities, respectively.

David Lytle is a System z Principal Engineer and Global Solutions Specialist for Brocade 
Communications, Inc. in the United States. He is a 43-year veteran of the IT industry and has held 
positions such as District SE Manager, FICON Solutions Architect, Consulting Systems Engineer, 
SAN Sales Specialist, Storage Sales Specialist, Post Sales SE, Senior MVS Systems Programmer, 
and Senior Applications Programmer. He holds a Bachelor of Science degree from Jones College 
in Jacksonville, Florida. His areas of expertise include ESCON and FICON Mainframe I/O. He has 
written extensively on FICON I/O and has published papers which have appeared in z/Journal and in 
The Journal of Computer Resource Management.

Fred Smit has been in the computer industry since 1976, with a wide range of experience in 
programming, analysis, consulting, education, and management Since 1996 he has, as a part-time 
instructor for IBM Netherlands, taught IBM mainframe courses and has focused exclusively on the 
storage and storage networking industry since 2000. Fred joined Brocade in 2008 as a Sales Engineer 
(SE) Subject Matter Expert (SME) on FICON and represented Brocade in this role at many European 
IBM conferences. In 2010 he moved to the U.S. to become a Brocade Support Account Manager for 
one of the large financial companies. Currently his role is OEM Partner Service Manager. In addition 
to this role, he participates in writing white papers, writing best practices, and writing exam items for 
FICON training.



vi

 

BROCADE MAINFRAME CONNECTIVITY SOLUTIONS

CONTENTS
Important Notice ......................................................................................................................iii

Acknowledgements .................................................................................................................. iv

About the Authors .....................................................................................................................v

Introduction ............................................................................................................................ vii

MVS and z/OS Servers: Fibre Channel Pioneers .................................................................................................. 1

Introduction ............................................................................................................................. 2

Three Fundamental Concepts .................................................................................................... 2

System/360  ........................................................................................................................... 2

System/370 XA (MVS/XA) ........................................................................................................ 5

System/390, zSeries, System Z and Beyond .............................................................................. 6

ESCON Directors ...................................................................................................................... 8

Fiber or Fibre? ......................................................................................................................... 9

The Evolved Fibre Channel Protocol and the Mainframe............................................................... 9

The FICON Bridge Card  .......................................................................................................... 10

Native FICON Directors ........................................................................................................... 12

Innovations Resulting from Mainframe Server Requirements ..................................................... 13

Brocade and the Modern System z .......................................................................................... 15

Summary: Mainframe Servers as a Window into Fibre Channel Functionality ............................... 17

References ............................................................................................................................ 18

Mainframe I/O and Storage Basics ......................................................................................................................19

The z/OS I/O Supervisor and Channel Subsystem Basics ......................................................... 20

Channel Programs and Executing I/O Operations ...................................................................... 25

Brocade-IBM Relationship and FICON Qualification Process ....................................................... 29

References ............................................................................................................................ 31

Protocols and Standards .......................................................................................................................................32

The Fibre Channel Protocol Stack/Structure ............................................................................. 33

Fibre Channel Protocol Levels ................................................................................................. 33

Fibre Channel and FICON Standards ........................................................................................ 34

Topology Considerations  .......................................................................................................................................37

Introduction ........................................................................................................................... 38

Three FICON Topologies .......................................................................................................... 38



vii

 

BROCADE MAINFRAME CONNECTIVITY SOLUTIONS

Why Switched FICON?............................................................................................................. 46

Considerations for 8 Gbps or 16 Gbps Topologies .................................................................... 54

Creating Five 9’s Availability FICON Fabrics ............................................................................... 59

Chapter Summary .................................................................................................................. 63

References ............................................................................................................................ 64

Protocol Intermix Mode  .........................................................................................................................................65

Introduction ........................................................................................................................... 66

Understanding Intermix Concepts ............................................................................................ 66

Why Intermix FICON and FCP? ................................................................................................. 67

Customer Intermix Solutions ................................................................................................... 69

Integrating System z Hosts and Open Systems ......................................................................... 69

Integrating System z Hosts Using Z/OS Linux on System z ........................................................ 70

Virtual Fabrics Enable PIM ...................................................................................................... 74

Conclusion ............................................................................................................................ 77

Brocade FICON Solutions  ......................................................................................................................................78

Introduction ........................................................................................................................... 79

Gen 5 Brocade 8510 Backbone Family .................................................................................... 79

Gen 5 Brocade 6510 Edge Switch ........................................................................................... 81

Brocade DCX Backbones ........................................................................................................ 83

Brocade 7800 Extension Switch .............................................................................................. 85

8 Gbps Brocade FX8-24 Extension Blade ................................................................................. 86

8 Gbps Brocade 5300 Switch ................................................................................................. 87

OEM Product Naming ............................................................................................................. 89

OEM Product Availability ......................................................................................................... 89

FICON/FMS/CUP ................................................................................................................... 89

Fabric OS CLI ......................................................................................................................... 90

Web Tools .............................................................................................................................. 90

Fabric Watch .......................................................................................................................... 90

Brocade Network Advisor ........................................................................................................ 91

Fabric Vision .......................................................................................................................... 92

Brocade SAN Health ............................................................................................................... 93



viii

 

BROCADE MAINFRAME CONNECTIVITY SOLUTIONS

Best Practices  ........................................................................................................................................................95

Introduction ........................................................................................................................... 96

FICON Best Practices ............................................................................................................. 96

Overview of Gen 5 Brocade Switching Platforms  ...................................................................... 96

Addressing ............................................................................................................................ 97

Autonegotiation ..................................................................................................................... 97

Buffer Credits  ....................................................................................................................... 98

Buffer Credit Recovery ............................................................................................................ 98

Cabling ................................................................................................................................. 99

Channel Path Performance  ................................................................................................... 100

Connectivity Blades .............................................................................................................. 101

Creating Five-9s High Availability Fabrics ................................................................................ 101

Diagnostic Port (D_Port) ....................................................................................................... 101

Domain ID ........................................................................................................................... 102

FICON Hops ......................................................................................................................... 102

Fillwords: An 8 Gbps Concern  .............................................................................................. 102

Forward Error Correction ....................................................................................................... 103

Integrated ISL Compression and Encryption ........................................................................... 103

Inter-Chassis Links (ICLs)  .................................................................................................... 105

Inter-Switch Links (ISLs) ....................................................................................................... 105

Local Switching .................................................................................................................... 107

Node Port Identification Virtualization (NPIV) .......................................................................... 107

Operating Mode (Interop Mode) ............................................................................................. 108

Optics (SFPs) ....................................................................................................................... 108

Port Decommissioning.......................................................................................................... 109

Prohibit Dynamic Connectivity Mask (PDCM) and Port Blocking ................................................ 110

Protocol Intermix Mode (PIM) ................................................................................................ 111

Resource Management Facility (RMF), Systems Automation (SA),  
and Control Unit Port (CUP) ................................................................................................... 111

Switch ID ............................................................................................................................. 112

Switch ID and Switch Address ............................................................................................... 112

Switch Software ................................................................................................................... 113



ix

 

BROCADE MAINFRAME CONNECTIVITY SOLUTIONS

Trunking ISL Links into Larger Logical Connections ................................................................. 114

Two-Byte Link Addressing ...................................................................................................... 115

Virtual Fabrics...................................................................................................................... 115

Conclusion .......................................................................................................................... 116

Introduction to Networking on the Modern Mainframe  ................................................................................. 117

Introduction ......................................................................................................................... 118

Background: Mainframes and Modern Networks ..................................................................... 118

The Importance of Networks to the Enterprise ........................................................................ 119

Mainframe-Based OLTP Networks .......................................................................................... 119

Transactions, Transaction Programs, and Transaction Systems ................................................ 120

Brief History of Data Networks and Mainframes ..................................................................... 122

The Basic Elements of a Mainframe Network ......................................................................... 123

Mainframe Network Capabilities Overview .............................................................................. 125

z/OS Communications Server (Comm Server) ........................................................................ 126

z/OS Communications Server Protocols: SNA and TCP/IP on z/OS .......................................... 127

Brocade and z/OS Networking .............................................................................................. 130

Brocade MLX Series Multiservice Ethernet Routers ................................................................ 131

Conclusion .......................................................................................................................... 140

References .......................................................................................................................... 141

The Modern Mainframe as an IP Server: SNA/IP, Enterprise Extender, and OSA Channels.  .................... 142

Introduction ......................................................................................................................... 143

Overview ............................................................................................................................. 143

Background ......................................................................................................................... 143

Factors Contributing to the Continued Use of SNA .................................................................. 144

Modernizing SNA to SNA/IP .................................................................................................. 145

The Evolution of SNA: From Subarea Networks to Enterprise Extender ...................................... 145

SNA over IP Networks ........................................................................................................... 148

Solutions ............................................................................................................................. 151

Methodology ........................................................................................................................ 151

Infrastructure ....................................................................................................................... 152

Terminals ............................................................................................................................ 153

Applications and Devices ...................................................................................................... 154



x

 

BROCADE MAINFRAME CONNECTIVITY SOLUTIONS

The Modern OSA-Express Channel ......................................................................................... 155

Conclusion .......................................................................................................................... 162

References .......................................................................................................................... 163

Ethernet Fabrics, SDN, Cloud Computing, and Mainframes  .......................................................................... 164

Introduction ......................................................................................................................... 165

Ethernet Fabrics ................................................................................................................... 165

Software Defined Networking ................................................................................................ 178

Conclusion: How Does the Mainframe Fit In? ......................................................................... 184

References .......................................................................................................................... 185

BC/DR/CA Basics and Distance Extension Methodologies  ........................................................................... 186

Introduction ......................................................................................................................... 187

BC/DR/CA Basic Concepts ................................................................................................... 187

SAN Distance Extension Solutions and Methodologies ............................................................ 197

References .......................................................................................................................... 205

Fibre Channel over IP (FCIP)  ............................................................................................................................. 206

Introduction ......................................................................................................................... 207

FCIP Basics ......................................................................................................................... 208

FCIP and Brocade: Fundamental Concepts ............................................................................. 213

FCIP Advanced Topics ........................................................................................................... 225

Brocade FCIP Trunking .......................................................................................................... 232

Virtual Fabrics and FCIP ........................................................................................................ 243

FICON Protocol Emulation ..................................................................................................... 244

Conclusion .......................................................................................................................... 248

References .......................................................................................................................... 249

Remote Data Replication for DASD  ................................................................................................................. 250

Introduction ......................................................................................................................... 251

Basic Methods of DASD RDR ................................................................................................ 251

Remote Replication Basic Technologies ................................................................................. 253

Basic Principles of DASD Remote Replication ......................................................................... 256

DASD Vendor Remote Replication Specifics ............................................................................ 258

Extended Distance FICON and Brocade Emulation for XRC ...................................................... 266



xi

 

BROCADE MAINFRAME CONNECTIVITY SOLUTIONS

Conclusion .......................................................................................................................... 276

References .......................................................................................................................... 277

Remote Data Replication for Tape  ................................................................................................................... 278

Introduction ......................................................................................................................... 279

Using Tape in a Remote Storage Solution .............................................................................. 280

Storage Vendor Mainframe Native Tape Offerings .................................................................... 286

Storage Vendor Mainframe Virtual Tape Offerings ................................................................... 287

Conclusion .......................................................................................................................... 299

References .......................................................................................................................... 300

Multi-site and Automated Remote Data Replication  ..................................................................................... 301

Introduction ......................................................................................................................... 302

Three-Site Replication .......................................................................................................... 302

Automated Business Continuity and Disaster Recovery Solutions ............................................ 312

Conclusion .......................................................................................................................... 317

References .......................................................................................................................... 318



xii

 

BROCADE MAINFRAME CONNECTIVITY SOLUTIONS

INTRODUCTION
This year, 7 April 2014 marks the 50th anniversary of IBM’s announcement of the IBM System/360.  
Fifty years later, the IBM mainframe is still going strong in the form of zEnterprise. Few products in 
American history have had the profound impact of the IBM mainframe computing family on technology 
and how the world works. S/360 has been ranked as one of the all-time top three business 
accomplishments along with the Ford Model T and the Boeing 707 jetliner, according to Jim Collins, 
noted author of Good to Great. A 50th anniversary of anything is a big deal, but in the world of modern 
information technology, it truly is monumental. 

It is fitting that this book is tied closely to the 50th birthday of the IBM mainframe. Brocade 
Communications Systems is very proud to have been a part of the IBM mainframe ecosphere for nearly 
30 of those 50 years. The roots of the Brocade “family tree” are closely tied to the IBM mainframe 
in the form of companies acquired by Brocade over the past three decades. This history goes back 
to parallel channel extension with companies such as Data Switch and General Signal Networks; 
ESCON channel extension/switching with InRange and CNT; ESCON and FICON directors/extension 
with McDATA; to IP based networks with Foundry. The Brocade of today is the world leader in network 
connectivity solutions for the modern IBM mainframe, aka zEnterprise. 

This book takes a brief look back at some of this history to set the stage for the more detailed 
discussion of modern technology. The book is sectioned into four parts. Part 1 focuses on the history 
and basics of mainframe storage and mainframe I/O. Part 2 is a detailed discussion on all aspects 
of FICON Storage Area Networking (SAN). Part 3 brings the conversation around to the traditional 
networking side of the mainframe (SNA and SNA/IP), along with a look at what the future holds in 
store in the form of Ethernet fabrics and Software Defined Networking (SDN). Part 4 looks at Business 
Continuity and Disaster Recovery (BC/DR) solutions: Fibre Channel over IP (FCIP), remote replication 
for disk and tape, and geographically dispersed solutions such as IBM’s GDPS and EMC’s GDDR. 



PART 1:

CHAPTER 1

1

MVS and z/OS Servers:  
Fibre Channel Pioneers

This chapter highlights the advances that have come 
about in Input/Output (I/O) connectivity as a result 
of mainframe requirements and needs. Most of the 
companies that were initially involved with IBM in 
bringing these new and innovative technologies into the 
data center have since been acquired by Brocade. CNT, 
InRange, and McDATA are the three primary companies 
acquired by Brocade that were pioneers and leaders in 
Fibre Channel connectivity in the data center. For the 
sake of history and clarity for knowledgeable readers, 
we refer to those legacy companies in this chapter, even 
though they no longer separately exist.
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INTRODUCTION
It may seem strange that “Big Iron” has a long and innovative history in the development of Fibre 
Channel (FC), but it is nonetheless true. Although Enterprise Systems Connection (ESCON) was initially 
deployed in 1990 with ES/3090 mainframe processors, it was the introduction in 1991 of ESCON—
along with a mainframe computer called the ES/9000—that created a great demand for Fibre Channel 
as storage connection media. When contrasting the early mainframe ESCON deployments to the first 
Fibre Channel switch for open systems connectivity in 1997 (the Brocade® Silkworm 1000), you can 
see just how innovative ESCON was during the early days of Fibre Channel products.

THREE FUNDAMENTAL CONCEPTS
Contemporary mainframe z/OS computer systems are products of the evolution of the hardware 
and software of the IBM System/360 architecture, originally introduced in 1964. The System/360 
introduced three fundamental concepts of large systems computing that are still in use today. 

The first and most basic fundamental concept the System/360 introduced was system architecture. 
Prior to the IBM System/360, each new computer introduced to the market presented a different 
instruction set and programming interface. These changes often required end users to extensively 
redesign or rewrite programs each time they acquired a new computer. The System/360 architecture 
defined a common set of programming interfaces for a broad set of machines. This allowed software 
(SW) to be completely independent of a specific computer system (Artis & Houtekamer, 1993, 2006). 
This still holds true nearly fifty years after the System/360 was introduced: Mainframe installations in 
2013 often run programs that were initially coded in the late 1960s.

The second fundamental concept the IBM System/360 introduced was device independence. Prior to 
the System/360, each application program was required to directly support each device it managed. 
The System/360 specified a logical boundary between the end-user program and the device support 
facilities provided by the computer’s operating system. This innovation allowed for easy introduction of 
new device technologies into the architecture (Guendert, 2007). 

Third, and possibly most important, was the concept of channels. Prior computing architectures 
required the central processor itself to manage the actual interfaces with attached devices. The 
channel concept changed this. A channel is a specialized microprocessor that manages the interface 
between the processor and devices. The channel provides a boundary between the central processor’s 
request for an I/O and the physical implementation of the process that actually performs the I/O 
operation. The channel executes its functions under the control of a channel program and connects the 
processor complex with the input and output control units (Guendert & Lytle, MVS and z/OS Servers 
Were Pioneers in the Fibre Channel World, 2007). 

Over the past 49 years, the fundamental philosophy of I/O control transitioned from a strategy of 
centralized control to one of distributed operation, which incorporates more intelligent devices. 
Simultaneously, the evolution of the System/360 architecture into the modern System Z significantly 
increased the power of the channel subsystem and transferred more of the responsibility for managing 
the I/O operation to the channel side of the I/O boundary. It is important to understand this evolution.

SYSTEM/360 
Many factors influenced the original System/360 design. However, the critical factor in the design of 
the IBM System/360 I/O subsystem was IBM’s experience with the IBM 709 and IBM 7090 processors 
in the early 1960s. While the IBM 704 and other contemporary processors of the early 1960s had 
specific processor operation codes for reading, writing, backspacing, or rewinding a tape, the IBM 7090 
relied on a channel to provide the instructions for executing the processors’ I/O requests (Artis & 
Houtekamer, 1993, 2006). 
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The function of a channel is to perform all control and data transfer operations that arise during an I/O 
operation. The channel interacts with the CPU, main storage, and central units for devices. The CPU 
initiates an I/O operation via an I/O instruction, and the channel functions independently from that 
point onward. An I/O operation involves control operations, such as positioning the read/write head of 
a disk unit on a specific track, as well as data transfer operations, such as reading a record from a disk 
(IBM, 1966).  

A device is a peripheral unit that transmits, stores, or receives data and connects to a channel via 
a control unit. Some examples of devices are disks, terminals, tape drives, printers, and similar 
peripheral equipment used in data storage and transfer. Typically, several devices connect to a control 
unit, which in turn connects to a channel. A control unit functions as an intermediary between device 
and channel. Usually, several devices connect to a control unit, and several control units connect to a 
channel. The interactions between channel and control unit and between control unit and device vary 
greatly, according to the type of device.

The System/360 architecture defined two types of channels: the selector and byte multiplexer 
channels (Guendert, A Comprehensive Justifcation For Migrating from ESCON to FICON, 2007). While 
contemporary System Z systems still include byte multiplexer channels, selector channels had 
fundamental performance limitations. A selector channel performed only one I/O operation at a time 
and was dedicated to the device for the duration of the I/O. The System/360 architecture used selector 
channels for high-speed data transfer from devices such as tapes and disk drives. Several devices can 
connect to a selector channel. However, the selector channel dedicates itself to a device from start to 
end of the channel program. This is true even during the execution of channel commands that do not 
result in data transfer. While this design was adequate for the relatively small processors comprising 
the System/360 series, it provided a fundamental limit on achievable I/O throughput (Prasad, 1989). 
The block multiplexer channel introduced in the System/370 architecture replaced the selector channel 
(Johnson, 1989).

Byte multiplexer channels connect low-speed devices such as printers, cardpunches, and card 
readers. Unlike the selector channel, byte multiplexer channels do not dedicate to a single device 
while performing an I/O operation (Artis & Houtekamer, 1993, 2006). The byte multiplexer channel 
adequately supported multiple low-speed devices at one time by interleaving bytes from different 
devices during data transfer. 

The I/O generation process describes the topology of the System/360 I/O configuration to the 
System/360 operating system. This system generation process was commonly (and still is) referred 
to as an I/O Gen by the systems programmers responsible for it (Artis & Houtekamer, 1993, 2006). 
Utilizing the information provided in the I/O Gen, the System/360 operating system selected the path 
for each I/O. It and also selected the alternate path, in case the primary path was busy servicing 
another device or control unit. 

In addition to path selection, the System/360 operating system was responsible for some additional 
tasks in the I/O process. One of these tasks was supervising I/O operation during its execution and 
dealing with any exceptional conditions through I/O interrupt handling. A restriction of the System/360 
was that the I/O interrupt that notified the processor of the completion of an I/O had to return over 
the same channel path used by the initial start I/O to reach the control unit and devices. With the 
increasing complexity of I/O configurations, and more shared components, the probability of some 
part of the originating path being busy when the I/O attempted to complete substantially increased 
(Guendert, A Comprehensive Justifcation For Migrating from ESCON to FICON, 2007). This was one of 
several issues that led to the development of the System/370 architecture.

SYSTEM/370
The System/370 architecture was a natural extension of the System/360 architecture. The 
System/370 design addressed many of the architectural limitations encountered with end-user 
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implementations of larger System/360 class systems. The architecture of the System/370 is 
evolutionary, in the sense that it was based on IBM’s decade of experience with the System/360 
architecture. IBM’s experience demonstrated that the storage architecture of the System/360 needed 
significant changes in order to function in an on-line multiprogramming environment. Its architects 
viewed the System/370 architecture as an extension of the System/360 architecture, necessitated 
by technological growth and operating system demands (Case & Padegs, 1978). The System/370 
architecture introduced the concepts of virtual storage and multiprocessing. The redesigned I/O 
subsystem enhanced parallelism and throughput; IBM further enhanced the I/O addressing scheme 
to support virtual storage, while the architecture was extended to encompass the multiprocessing 
capability (Lorin, 1971). 

The System/370 included the IBM 370/xxx, the 303x, and the initial 308x series of processors. It 
also supported several major operating systems, including the first versions of IBM’s Multiple Virtual 
Storage (MVS) operating system. MVS, in the form of z/OS, is the primary IBM mainframe operating 
system in use around the world. The System/370 architecture defined a new type of channel, the block 
multiplexer channel. Block multiplexer channels connect high-speed devices. The block multiplexer 
channel is part of a complex processor channel subsystem that can keep track of more than one device 
that is transferring blocks and can interleave blocks on the channel to different devices (Johnson, 
1989). Similar to the System/360 selector channels, block multiplexer channels have a high data 
transfer rate. Unlike selector channels, block multiplexer channels are capable of disconnecting from 
a device during portions of an operation when no data transfer is occurring (for example, when the 
device is performing a central operation to position the read/write head.) During such periods, a block 
multiplexer channel is free to execute another channel program pertaining to a different device that 
is connected to it. During actual data transfer, the device stays connected to the channel until data 
transfer is complete (Prasad, 1989). Block multiplexer channels therefore could perform overlapping 
I/O operations to multiple high-speed devices. The block multiplexer channel is dedicated to the device 
for the duration of data transfer, and it does not interleave bytes from several devices, like a byte 
multiplexer channel (Artis & Houtekamer, 1993, 2006).

Block multiplexer channels are ideally suited for use with Direct Access Storage Devices (DASD) with 
Rotational Position Sensing (RPS). RPS is the ability of a DASD device to disconnect from the channel 
while certain Channel Command Words (CCWs) in a channel program execute. IBM originally introduced 
RPS for the 3330 set sector command. The 3330 released the channel that started the I/O request 
until the disk reached the sector/angular position specified in the CCW (Johnson, 1989). The device then 
attempted to reconnect to the channel, so it could execute the next CCW (which was usually a search) 
in the channel program under execution. In simpler terms, the channel disconnected from the device 
during the rotational delay that was necessary before an addressed sector appeared under the read/
write head. During this time it could service another device. When the addressed sector on the first device 
approached, it reconnected with the channel, and a data transfer took place. If the channel was busy 
with the second device, the first device would try to reconnect after another rotation of the platter (disk) 
(Prasad, 1989). 

To facilitate the parallelism brought about by the block multiplexer channel, IBM logically divided the 
channel itself into a number of subchannels. A subchannel is the memory within a channel for recording 
byte count, addresses, and status and control information for each unique I/O operation that the channel 
is executing at any given time (Artis & Houtekamer, 1993, 2006). A single device can exclusively use each 
subchannel, or multiple devices can share the subchannel. However, only one of the devices on a shared 
subchannel can transfer data at any one time. A selector channel has only one subchannel, since it can 
store only data elements and execute operations for one I/O at a time, and thus it has to remain busy for 
the entire duration of the I/O operation. Both byte multiplexer and block multiplexer channels can have 
several subchannels, because they can execute several I/O operations concurrently. 

While selector channels were still present in the System/370 architecture, they were included simply 
for the purpose of providing transitional support for existing devices incapable of attachment to the 
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newer block multiplexer channels. The System/370 architecture completely retained the byte multiplexer 
channels for low-speed devices. The block multiplexer channels on the System/370 resulted in the 
realization of a substantial increase in I/O throughput for a given level of channel utilization. The utilization 
of a block multiplexer channel was less than one-sixth that of a System/360 selector channel for the 
same level of I/O traffic (Artis & Houtekamer, 1993, 2006).

The System/370 architecture was not flawless, and it, too, eventually ran into problems and limitations, 
as had the System/360. Chief among these were device-addressing problems in multiprocessor (MP) 
environments. The other processor could not easily access channels owned by one processor in a MP 
configuration. This resulted in having to mirror the I/O configurations of both sides of a multiprocessor 
so that each processor could issue I/O requests using its own channels. This resulted in complex and 
redundant cabling, and also consumed extra channel attach points to the configurations shared storage 
control units. This in turn resulted in the limitation of the overall size of large multisystem configurations 
due to the cabling requirements of multiprocessor systems. This subsequently led to the System/370 
extended architecture (System/370 XA) (Guendert, A Comprehensive Justifcation For Migrating from 
ESCON to FICON, 2007).

SYSTEM/370 XA (MVS/XA)
The System/370 Extended Architecture (XA) and the MVS/XA operating system introduced the ability 
to address two gigabytes (via 31-byte addressing) of virtual and central storage and improved I/O 
processing. It improved the Reliability, Availability, and Serviceability (RAS) of the operating system 
(Johnson, 1989). These changes evolved from IBM’s experience with the System/370 architecture. 
IBM’s experience addressed several major end-user issues with the System/370 architecture, including 
the extension of real and virtual storage and the expansion of the system address space from 16 to 
26 megabytes (MB). IBM also relocated the device control blocks from low storage, added substantial 
new hardware elements to facilitate the management of multiple processes, and streamlined 
multiprocessing operations. Finally, I/O performance was improved and better operating efficiency 
realized on I/O operations with the introduction of the channel subsystem (Cormier, 1983). 

The I/O architecture of the 370 XA differed from the System/370 in several respects. First, while the 
System/370 supported 4K devices, the 370 XA supported up to 64K. Second, an I/O processor, called 
the channel subsystem, performed many of the functions previously performed by the CPU (that is, 
by the operation system) in the System/360 and System/370. The most substantial change was the 
assignment of all of the channels to a new element called the External Data Controller (EXDC). Unlike 
the System/370 architecture, where subchannels could be dedicated or shared, every device in a 
System/370 XA configuration was assigned its own subchannel by the EXDC. Every device now had an 
associated subchannel, and there was a one-to-one correspondence between device and subchannel. 
Fourth, rather than each processor owning a set of channels that it used almost exclusively, the 
processors shared all of the channels. What this did was completely eliminate the redundant channel 
assignment and cabling problems for MP processors. 

At the time, many of these changes were radically new developments. A set of rules for optimization of 
CPU time in I/O processing, operational ease, reduction of delays, and maximization of data transfer 
rates led to these innovations. The rules resulted from many years of observation of the System/360 
and System/370 I/O architectures in end-user environments. The System/370 XA architecture 
addressed the I/O throughput problems that had developed with a variety of hardware and software 
innovations. In particular, with the System/370 XA and MVS/XA, IBM enhanced the channel subsystem 
and operating system to support the dynamic reconnection of channel programs. Previously, the 
System/370 architecture required each I/O completion to return to the processor via the same path on 
which it originated. As configurations grew larger and more complex, the overall probability of finding all 
path elements used to originate an I/O that was free at the time of its completion lowered significantly. 
This resulted in poor I/O performance: if all possible paths are busy, dynamic reconnections fail. New 
disk technologies also evolved to exploit the dynamic reconnection feature (Artis & Houtekamer, 1993, 
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2006). Examples of such technologies were Device Level Selection (DLS) and Device Level Selection 
Enhanced (DLSE). 

The IBM 3380 disk drive was an example of a device with dynamic reconnection capability. The 3380 
could connect to a channel other than the channel that initiated the I/O operation when it was ready 
to proceed with data transfer. A block multiplexer channel works with a disk drive that has rotational 
position-sensing (RPS) capability: The channel disconnects from the device once it has issued a search 
ID equal command prior to the read command. When the addressed sector is approaching the read/
write head, the device attempts to reconnect with the channel. If the channel is not ready, it attempts to 
reconnect at the end of the next revolution (hence a delay). With the capability for dynamic reconnect, 
the disk can reconnect to any available channel defined as a path, thus minimizing delays in the 
completion of I/O (Cormier, 1983). 

 Under the System/370 architecture, the CPU (operating system) was responsible for channel path 
management, which consisted of testing the availability of channel paths associated with the device. 
Obviously, this involved substantial overhead for the CPU. Also, under the System/370 architecture, the 
CPU was interrupted at the end of various phases of execution of the I/O operation. In contrast, IBM 
enhanced the System/370 XA operating system (MVS/XA) to allow any processor to service an I/O 
interrupt, rather than the I/O being serviced only by the issuing processor. Although the channel passed 
an interrupt to notify the processor of an I/O completion, the EXDC handled most of the interactions 
with the devices and other control functions (Johnson, 1989).

The MVS/XA operating system no longer required knowledge of the configuration topology for path 
selections. Thus, the majority of information in the I/O Gen in prior architectures, such as System/360 
and System/370, was migrated to a new procedure in System/370 XA. This new procedure was the 
I/O Configuration Program generation (IOCP Gen). The IOCP Gen produced a data set processed by the 
EXDC at initialization time to provide the EXDC with knowledge of the configuration. Since the EXDC now 
selected the path and dealt with intermediate results and/or interrupts, the processor’s view of I/O was 
far more logical than physical. To initiate an I/O under System/370 XA, the processor merely executed 
a Start Subchannel (SSCH) command to pass the I/O to the EXDC (Artis & Houtekamer, 1993, 2006). 
The EXDC was then responsible for device path selection and I/O completion.

While the System/370 XA architecture addressed most of the I/O subsystem performance issues with 
the System/360 and System/370, the complexity and size of the I/O configuration continued to grow. 
Some issues caused by this growth included cable length restrictions, the bandwidth capacity of the I/O 
subsystem, and the continued requirement for non-disruptive installation, to facilitate the end user’s 
response to the increasing availability demands of critical online systems (Guendert, A Comprehensive 
Justifcation For Migrating from ESCON to FICON, 2007).

SYSTEM/390, ZSERIES, SYSTEM Z AND BEYOND
IBM introduced the System/390 architecture in September 1990. The primary I/O objective of 
the System/390 architecture was to address the restrictions encountered during the end of life 
of the System/370 XA architecture. Most of these restrictions involved the old parallel channel 
implementation. From the System/360 through System/370 and then System/370 XA/EXA, IBM 
implemented selector, byte multiplexer, and block multiplexer channels with what were known as parallel 
channels (also known as bus and tag channels). The parallel channel structure was originally introduced 
with the System/360 architecture and has remained in use (with some modifications) ever since. Many 
mainframe users still run some devices on parallel channels (though they may hide them in a hidden 
corner of the data center). 

Parallel (bus and tag) channels are also known as copper channels, since they consist of two cables 
with multiple copper coaxial carriers. These copper cables connect to both the channel (mainframe) 
and I/O devices using 132-pin connectors. The cables themselves weigh approximately one pound 
per linear foot (1.5 kg/meter), and due to their size and bulk they require a considerable amount of 
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under-raised-floor space. The term “bus and tag” derives from the fact that one of the two cables is 
the bus cable, which contains the signal lines for transporting the data. Separate lines (copper wires) 
are provided for eight inbound signals and eight outbound signals (1 byte in, 1 byte out). The second 
cable is the tag cable, which controls the data traffic on the bus cable (Guendert & Lytle, MVS and z/OS 
Servers Were Pioneers in the Fibre Channel World, 2007).

Despite all of the historical improvements in the implementation of parallel channels, three 
fundamental problems remained (Guendert, A Comprehensive Justifcation For Migrating from ESCON to 
FICON, 2007):

1. The maximum data rate could not exceed 6 MB/sec without a major interface and cabling redesign.

2. Parallel cables were extremely heavy and bulky, requiring a large amount of space below the 
computer room floor.

3. The maximum cable length of 400 ft (122 m) presented physical constraints to large installations. 
Although channel extenders allowed for longer connections, due to protocol conversion they typically 
lowered the maximum data rate below 6 MB/sec. Also, at distances greater than 400 ft, the signal 
skew of parallel cables became intolerable (Artis & Houtekamer, 1993, 2006).

These three fundamental issues were the driving force behind the introduction of fiber optic serial 
channels in the System/390 architecture. These special channels are formally called the ESA/390 
Enterprise Systems Connection (ESCON) architecture I/O interface by IBM (IBM, 1990) (IBM decided 
that serial transmission cables were to be the next generation of interconnection links for mainframe 
channel connectivity. Serial transmission cables could provide much improved data throughput (12 
to 20 MB/sec sustained data rates), in addition to other benefits, such as a significant reduction in 
cabling bulk. The ESCON architecture was based on a 200 megabit (Mbit) (20 MB)/sec fiber optic 
channel technology that addressed both the cable length and bandwidth restrictions that hampered 
large mainframe installations. 

As a pioneering technology, ESCON was architected differently than today’s modern FICON (FIber 
CONnection) or open systems Fibre Channel Protocol (FCP). With ESCON, the fiber optic link consisted 
of a pair of single fibers, with one fiber pair supporting the unidirectional transmission of data and 
the other used for control and status communication. The two fibers comprising an optical link were 
packaged in a single multimode, 62.5 micron cable, using newly developed connectors on each end. 
This functionally replaced two parallel cables, each of which were approximately one inch in diameter, 
which significantly reduced both weight and physical bulk. 

All of the ESCON system elements were provided with the newly developed ESCON connectors or 
sockets, which were very different than the Small Form-factor Plugs (SFPs) used today for link cable 
attachment to the mainframe, storage, or director. For the very first time, I/O link cables could be 
connected and disconnected while mainframe and storage elements remained in an operational 
state. This innovation was the first implementation of non-disruptive “hot pluggability” of I/O and 
storage components. Other advantages afforded by fiber optic technology included improved security—
because the cable did not radiate signals—and insensitivity to external electrical noise, which provided 
enhanced data integrity. 

Another “first” for ESCON was its innovative use of a point-to-point switched topology in 1991. This 
point-to-point switched topology resulted in the creation of a “storage network,” the world’s first 
deployment of Storage Area Networking (SAN). With a point-to-point switched topology, all elements 
were connected by point-to-point links, in a star fashion, to a central switching element (an ESCON 
Director). In contrast, the older IBM parallel data streaming I/O connectivity used a multidrop topology 
of “daisy-chained” cables that had no switching capability (Guendert & Lytle, MVS and z/OS Servers 
Were Pioneers in the Fibre Channel World, 2007).
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ESCON DIRECTORS
At the beginning of the ESCON phase, IBM developed its own central dynamic crossbar switching 
technology, called an ESCON Director. These first storage switching devices, announced in late 1990 
and enhanced over the years, provided many benefits:

• ESCON I/O channel ports that could dynamically connect to 15 storage control units, as compared to 
a maximum of 8 static storage control units with the older data streaming protocol

• Allowing devices on a control unit to be shared by any system’s ESCON I/O channels that were also 
attached to that director

• Customizing the any-to-any connectivity characteristics of the ESCON Director at an installation—by 
means of an operator interface provided by a standard PS/2 workstation or by means of an in-band 
connection to a host running the ESCON Manager application program

• The use of high-availability (HA) redundant directors to create an HA storage network (five-nines) by 
providing alternate pathing with automatic failover

• Common pathing for Channel-to-Channel (CTC) I/O operations between mainframe systems

• Non-disruptive addition or removal of connections while the installed equipment continued  
to be operational

• An internal port (the Control Unit Port [CUP]) that could connect to a host channel via internal ESCON 
Director switching, and a physical director port genned for that connectivity. When the mainframe and 
CUP were connected in this manner, the host channel communicated with the ESCON Director just as 
it would with any other control unit.

• An ability to “fence” and/or block/unblock ports to isolate problems, perform maintenance, and 
control the flow of traffic across the director ports 
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Figure 1. 9032-5 ESCON Director and connector.

From the beginning, mainframes led the way in making Fibre Channel media a commonplace 
connectivity solution in the enterprise data center. The enterprise mainframe products from both 
McDATA and InRange became widely known and respected for their high-availability characteristics. 
Today, many of the characteristics that are standard for both z/OS servers and open systems servers 
were initially developed specifically to meet the demanding requirements of the MVS and z/OS 
enterprise computing platforms. The strict requirements of providing a high-availability, 7x24 enterprise 
computing data center drove many of the technical initiatives to which McDATA responded with vision 
and innovation. 
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Interestingly, among the many accomplishments in the mainframe arena, it was McDATA and not IBM 
that engineered and produced the first high-availability ESCON Director. IBM OEM’d the ESCON Director 
(produced it using parts from the Original Equipment Manufacturer [OEM], which was McDATA) and 
then deployed it as their 9032 model 3 (28-124 ports), announced in September 1994. Previously, 
IBM had produced their two original, non-HA versions of the ESCON Director, the 9032 model 2 (28-60 
ports) and 9033 model 1 (8-16 ports). After the release of the 9032-3 ESCON Director, McDATA then 
went on to engineer, on behalf of IBM, two additional HA versions of this product line: the 9033 model 
4 (4-16 ports) and the 9032-5 model (24-248 ports). InRange also directly sold their high-availability 
CD/9000 (256 port) ESCON Director to customers. Between 2003 and 2007, numerous mergers and 
acquisitions occurred in the storage networking industry. In 2003 Computer Network Technology (CNT) 
acquired InRange. In 2005 McDATA acquired CNT, and in 2007 Brocade acquired McDATA. In essence, 
Brocade, as it is currently organized, has provided the world with 100 percent of the switched ESCON 
capability in use today (Guendert & Lytle, MVS and z/OS Servers Were Pioneers in the Fibre Channel 
World, 2007).

There were a number of features that allowed the ESCON Director 9032 model 3 and model 5 to be 
highly available. High on the list of those HA features was the ability to non-disruptively activate new 
microcode. McDATA first developed this capability in 1990 when it engineered the 9037 model 1 
Sysplex Timer for IBM. The Sysplex Timer was a mandatory hardware requirement for a Parallel Sysplex, 
consisting of more than one mainframe server. It provided the synchronization for the Time-of-Day 
(TOD) clocks of multiple servers, and thereby allowed events started by different servers to be properly 
sequenced in time. If the Sysplex Timer went down, then all of the servers in the Parallel Sysplex were 
at risk for going into a hard wait state. So the Sysplex Timer that was built by McDATA to do non-
disruptive firmware code loads was then available to be used by McDATA when it created its ESCON 
(and later FICON) Directors.

Over time, ESCON deployments grew rapidly, as did optical fiber deployments. As discussed above, 
ESCON was by necessity developed as a proprietary protocol by IBM, as there were no Fibre Channel 
(FC) standards to fall back on at that time. Very little FC storage connectivity development was underway 
until IBM took on that challenge and created ESCON. So as ESCON was pushed towards its limits, it 
began to show its weaknesses and disadvantages, in particular, performance limitations, addressing 
limitations, and scalability limitations. And while IBM mainframe customers deployed ESCON in data 
centers worldwide, Fibre Channel matured as standards and best practices were developed and published 
(Guendert, A Comprehensive Justifcation For Migrating from ESCON to FICON, 2007).

FIBER OR FIBRE?
The question of whether to use the spelling “Fibre Channel” or “Fiber Channel” occurs frequently. 
There are two ways to explain this difference in usage. The typical British spelling is “fibre” (based 
on French—that is, Latin—word origins), while the typical American spelling of “fiber” has Germanic 
origins. The two different spellings, then, reflect the difference between Germanic  
and Latin-based words.

However, the usage of this term in the technology industry was determined by the T11 standards 
committee, which decided to use “fiber” for the physical elements (cable, switch, and so forth) and 
to use “fibre” when discussing the architecture of a fabric or the protocol itself (for example, Fibre 
Channel Protocol) (Guendert, A Comprehensive Justifcation For Migrating from ESCON to FICON, 2007).

THE EVOLVED FIBRE CHANNEL PROTOCOL AND THE MAINFRAME
All of the infrastructure vendors noted above played a pivotal role in the various communications 
protocol standards organizations, especially with regard to Fibre Channel standards. The premier 
positions that these vendors held in many of the standards committees allowed them to voice 
customer concerns and requirements and help tailor standards that influenced the deployment of FC in 
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data centers. Among the many successes in this area were the open systems vendor interoperability 
initiatives and the 2 Gbps and 4 Gbps link speed initiatives.

Brocade was among the first vendors to provide Fibre Channel switching devices. InRange and McDATA 
became best known for their director-class switching devices and CNT for its distance extension 
devices. However, it is the director-class switch that is at the heart of switch architectures in the MVS 
and z/OS data centers. As a result of the visionary work done by McDATA with the ESCON Director, and 
because of their track record of working closely and successfully together, IBM asked McDATA to help 
create the follow-on mainframe protocol to ESCON—the FIber CONnection, or FICON.

IBM wanted FICON to be its new high-performance I/O interface for “Big Iron” that would support 
the characteristics of existing and evolving higher-speed access and storage devices. To that end, 
IBM wanted the design of its new FC-based protocol to be based on currently existing Fibre Channel 
standards, so that it would provide mobility and investment protection for customers in the future. In 
other words, IBM wanted the new FICON protocol to use the protocol mapping layer based on the ANSI 
standard Fibre Channel-Physical and Signaling Interface (FC-PH). FC-PH specifies the physical signaling, 
cabling, and transmission speeds for Fibre Channel. In pursuit of that goal, IBM and McDATA engineers 
wrote the initial FICON specifications, co-authored the FICON program interface specifications, and 
pushed the FICON protocol through the standards committees until it became an accepted part of the 
FC standards. In the course of this work, McDATA became the only infrastructure vendor to hold FICON 
co-patents with IBM (Guendert & Lytle, MVS and z/OS Servers Were Pioneers in the Fibre Channel World, 
2007). McDATA and InRange then turned their attention to providing FICON connectivity solutions. This 
actually occurred in two parts. Part one was providing a bridge for ESCON storage users to test and use 
the new FICON protocol, and part two was creating native FICON switching devices.

THE FICON BRIDGE CARD 
IBM announced FICON channels for use with IBM’s 9672-G5 line of System/390 mainframe servers on 
May 7th, 1998. Native point-to-point FICON attachment was supported, as well as a FICON-to-ESCON 
bridging function. With a bridge, the customer could connect up to eight ESCON storage control units, 
via a FICON bridge feature card in the ESCON Director, which then multiplexed back to the System/390 
mainframe server using a FICON Channel Path ID (CHPID) link. In bridge mode, the ESCON protocols 
limited activities to one operation per storage control unit, but multiple storage control units could 
be active across the FICON channel. Similarly, there was no increase in bandwidth for any individual 
storage control unit because the control units were still on ESCON links; however, there was an 
increase in device addressability (for example, the number of storage devices). 

There were several good reasons for creating a FICON bridged environment. First of all, this was a great 
way for customers to begin testing FICON without having to upgrade much of their existing ESCON 
infrastructure. A FICON bridge card feature allowed for the early deployment of FICON while keeping the 
I/O configuration simple, so that users could exploit the greater bandwidth and distance capabilities of a 
FICON mainframe channel in conjunction with their existing ESCON storage devices. Another advantage of 
the FICON bridge feature was the fact that IBM was late to deliver FICON-capable DASD storage products. 
Only the IBM Magstar 3590 A60 tape control unit supported FICON, though not until December 2000, 
over two years after FICON was introduced on the mainframe (Guendert, A Comprehensive Justifcation For 
Migrating from ESCON to FICON, 2007).

The history behind FICON’s development on the mainframe and the delay in getting FICON capable 
storage from IBM is interesting. The fundamental force driving many of the FICON decisions was that at 
this time, IBM was shifting from a hardware company that also sold software and services to a services 
and software company that sold hardware. This shift in emphasis, of course, created some roadmap 
discrepancies between the various entities within IBM. The IBM mainframe team was well aware of 
the various limitations of ESCON and wanted FICON to be offered on storage as soon as possible. 
However, the IBM storage team had embraced Fibre Channel in the form of FCP and had prioritized 
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FCP development over FICON development. Undaunted, the IBM mainframe team needed to provide 
customers with a migration path to FICON without causing the customer to upgrade both sides of the 
ESCON fabric simultaneously. Their innovative solution was the FICON Bridge feature for the 9032-5, 
which gave the mainframe team a method of introducing the FICON channel without causing customers 
to replace their storage at the same time. Once the bridge feature was brought to market, the pressure 
to produce FICON-attachable storage increased. 

Even though customer interest in FICON DASD had increased significantly, the IBM storage team had 
already prioritized FCP-attached storage and could not immediately begin the FICON-attached storage 
development. The importance of the hardware pull model was too great to limit the production of FICON-
attached storage devices, and IBM ultimately provided the FICON specification to competitive storage 
vendors. As expected, this spurred on the IBM storage group; they were the first to deliver FICON DASD 
at the end of July 2001 (Guendert & Houtekamer, 2005).

From 1998 until 2001, not much native FICON storage was available. This was finally resolved in July 
2001, with the IBM announcement of FICON support for its TotalStorage Enterprise Storage Server 
(code-named Shark) as well as for two models of its TotalStorage Virtual Tape Server (VTS). These 
were the very first DASD and virtual tape systems that were natively compatible with FICON. After those 
announcements, other storage vendors began releasing their own versions of FICON-capable storage. 
Between May 1998 and July 2001 and later, FICON bridging was in wide use in data centers that were 
ready to start deploying FICON. In fact, manufacture of the FICON bridge card feature continued until 
December 31, 2004. This feature was long-lasting, and it continues to be supported and used in some 
data centers even today. 

Where did the FICON bridging card feature originate? IBM once again approached McDATA when IBM 
needed a 9032 ESCON Director internal bridge feature (a card) built in order to translate between FICON 
and ESCON protocols. The new FICON bridge feature, engineered and manufactured only by McDATA, 
would manage the optoelectronics, framing, and format conversion from the newer 1 Gbps FICON channel 
paths (CHPIDs) back to ESCON storage devices (Guendert & Lytle, MVS and z/OS Servers Were Pioneers in 
the Fibre Channel World, 2007).

The functions of the bridge involved two components: one residing in the mainframe channel and the 
other on the bridge card. IBM actually developed both of these , which required the IBM developers 
to split the necessary code between the mainframe channel and the FICON bridge card. The actual 
conversion between ESCON and FICON could then remain the intellectual property of IBM, and McDATA 
could concentrate its development effort on Fibre Channel. This was important to the joint effort, 
because it allowed the two companies to develop a customer solution without encountering problems 
with intellectual property rights exchange.

The developmental effort on the FICON-to-ESCON bridge feature allowed the 9032 ESCON Director 
to become the first-ever IBM switch to support FICON. Each of the bridge features could perform the 
work of up to eight ESCON channels. Up to 16 FICON bridge features (equivalent to 128 ESCON ports 
or one half of the Model 5 capacity) were supported in a single 9032 Model 5 ESCON Director. The 
FICON bridge feature handled multiplexing (1 FICON port fed up to 8 ESCON ports) and protocol format 
conversion. IBM took the responsibility of performing protocol conversion in the mainframe. The 1 
Gbps optical input was steered to an optoelectronic converter, and from there to a 32-bit, 26-megahertz 
(MHz) parallel bus. Next followed a framer, then a Fibre Channel high-level protocol converter, followed 
by eight IBM-supplied ESCON engines—the output of which connected to the 9032 ESCON Director’s 
backplane and thence outbound to ESCON storage devices. Except for the costs associated with 
the bridge feature itself, upgrading the ESCON Director was nearly painless and helped to conserve 
customer investment in the 9032 Model 5 ESCON Director. This very first implementation of FICON on 
the mainframe helped to allow customers to protect their investment in ESCON control units, ESCON 
Directors, and other infrastructure, while migrating to the new FICON channels and storage control units 
(Guendert S., A Comprehensive Justifcation For Migrating from ESCON to FICON, 2007). 
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The 9032-5 ESCON Director has the distinction of being the first switch that was able to connect up to 
both FICON and ESCON protocols in a single switching unit chassis—and it was the McDATA exclusive 
FICON bridge card that allowed that connectivity to take place. In December 2000, InRange announced 
the ability for Fibre Channel and FICON storage networks to coexist with legacy ESCON storage through 
a single SAN director. InRange’s unique storage networking capability was provided through the release 
of a Fibre Channel Port Adapter (FCPA) for the CD/9000 ESCON Director. For the first time, ESCON, FC, 
and FICON could coexist within the same director-class switch footprint (Guendert S., Proper Sizing and 
Modeling of ESCON to FICON Migrations, 2005). 
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Figure 2. Example of 9032-5 ESCON Director with bridge card.

NATIVE FICON DIRECTORS
The FICON Director solves the same problem for the customer as the ESCON Director solved. It 
provides any-to-any connectivity between hosts and devices that use FICON connections. The backbone 
of an open systems SAN or mainframe FICON infrastructure consists of one or more Fibre Channel 
switching devices. Over the past decade, as the rise of Fibre Channel based storage networking 
occurred, two entirely different classes of FC switching devices evolved into usefulness in today’s 
market— traditional motherboard-based switches (switches) and redundant component-based director-
class switches (directors). The category of switching device deployed in any specific situation has 
a significant impact on the availability, scalability, security, performance, and manageability of the 
networked storage architecture. 

Both InRange and McDATA developed FC-based directors to support the high end of the expanding 
and important open systems server market. In the early 2000s, Brocade was developing and shipping 
motherboard-based switches into the small- to medium-size customer segment of the open systems 
server market. However, InRange and McDATA were the early pioneers in switched-FICON technology.

Because of their many years of experience in the mainframe data center, both InRange and McDATA 
knew that only a director-class switch would be welcomed as the backbone in demanding customer 
infrastructures. A director-class switch is populated with redundant components, provided with non-
disruptive firmware activation, and engineered to be fault-tolerant to 99.999 percent availability if 
deployed in redundant fabrics. These switches typically have a high port count and can serve as a central 
switch to other fabrics. These high-end switches and features are also what IBM wanted to certify for 
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its initial switched-FICON implementations. Therefore, each of these rival vendors engineered, certified, 
and sold a series of products to meet the growing needs of this segment of the storage interconnect 
marketplace (Guendert & Lytle, MVS and z/OS Servers Were Pioneers in the Fibre Channel World, 2007).

A FICON director is simply a Fibre Channel director that also supports the FICON protocol and certain 
FICON management software. Customers usually demand that the backbone of a FICON infrastructure 
is based on director-class switches that can provide five-nines of availability (Guendert S., Next 
Generation Directors, DASD Arrays and Multi-Service, Multi-Protocol Storage Networks, 2005).

fig
04

_M
ai

nf
ra

m
e_

P
1C

1

DASD

Site 1

Site 2

Tape &
Tape Libraries

DASD

Tape &
Tape Libraries

FICON
Directorz-Series and z9 Servers

FICON Directors, FICON Fabrics, FICON Cascading
Five-9’s of Availability Infrastructure

FICON
Director
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Beyond what is available for open system SAN, the most significant enhancements to a FICON switching 
device are the FICON Management Server—an ability to enable Control Unit Port (CUP) and have 
management views with hexadecimal port numbers—and an ability to have switch wide connection 
control by manipulating the Prohibit Dynamic Connectivity Mask (PDCM, a port connectivity matrix 
table). PDCM is a hardware feature of a FICON switching device that provides extra security in FICON 
networks. Essentially, PDCM is hardware zoning, which allows the blocking and unblocking of ports 
which provides switch-wide port-to-port connection control.

FICON Management Server (FMS), an optional feature, integrates a FICON switching device with IBM’s 
System Automation OS/390 (SA OS/390) or SA z/OS management software and RMF. It enables CUP 
on the FICON switching device and provides an in-band management capability for mainframe users. This 
means that customers with IBM’s SA OS/390 or SA z/OS software on their mainframe host can manage 
a FICON switch over a FICON connection in the same way they always managed their 9032 ESCON 
Directors. It also allows RMF to directly draw performance statistics out of the FICON switching device 
(Guendert S., A Comprehensive Justifcation For Migrating from ESCON to FICON, 2007).

INNOVATIONS RESULTING FROM MAINFRAME SERVER REQUIREMENTS

Download and Activation of FICON Switching Device Microcode
In 1998, when FICON was first introduced, no motherboard-based FC switch could activate new firmware 
on the fly non-disruptively. In 2001, McDATA introduced the first motherboard-based switches that 
could non-disruptively activate firmware, and they also supported FICON. Of the director-class switches, 
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every McDATA director ever built provided this capability, in keeping with the need to provide five-nines 
of availability to mainframe customers. InRange also had directors that would provide this capability 
and fully support a five-nines environment. Now FC storage networks of any kind or variety can take 
advantage of the heavy duty capabilities of director-class switches.

Non-Disruptive Hot Pluggability and Hot Swappability 
Like firmware, adding or removing components of the switching device should be as non-disruptive as 
possible. Where very few components are redundant on a switch (power supplies, SFPs, or maybe a 
fan) a true director product is engineered with completely redundant components, except for port cards. 
This includes control processor cards, power supplies, serial crossbars, port cards, fan trays, and SFPs. 
And these components can be plugged in or swapped out as the need arises, without disrupting the 
fabric. These features were developed for mainframe users to create a five-nines environment, but they 
are now available to all users of FC fabrics.

Non-Disruptive Failover to a Redundant Component 
It is important that a switching device is very fast in switching over from a failed component to a 
standby. If it takes too long, then devices in the fabric might get logged out and have to be logged back 
in. Although the fabric might not go down, fabric disruption still occurs. FICON requires that director 
failover must occur without taking down or disrupting a fabric. Now all FC fabrics can enjoy this benefit.

Online Diagnostic and Health-Checking Capability
InRange and McDATA pioneered the ability to check on the status of their directors without having 
to disrupt the flow of data across the fabric. In order to support the high-availability demands of 
a mainframe shop, this was a significant technical requirement. And if any suspicious indications 
occurred, online diagnostics had to be capable of doing fault detection and isolation while the unit 
remained online. Now both switches and directors are engineered for this functionality, first required by 
mainframe users, but now available to FC fabric users worldwide.

In-Band Management
InRange and McDATA, once again, pioneered the ability to allow an embedded port in a director to 
communicate with MVS or z/OS through one or more FICON channel paths. These companies also were 
the first to provide out-of-band FICON management through the use of a separate laptop or server and 
proprietary management code and functions (Guendert & Lytle, MVS and z/OS Servers Were Pioneers in 
the Fibre Channel World, 2007). 

This in-band functionality has been expanded and refined over the years, and now there are many 
applications and programs that can do in-band discovery, monitoring, and management of FC fabrics 
and switching devices.

Automatic “Call Home” Capability 
McDATA perfected this technology using Enterprise Fabric Connectivity Manager (EFCM). This was a 
server whose only job was to configure, monitor, and report on the switching fabric and its switching 
devices. It was—and remains—the only way to maintain a five-nines environment over the long 
term. Required by IBM for the early ESCON mainframe environment, and later applied to the FICON 
environment, SAN users worldwide now have access to the benefits of this functionality.

FC Security
FC Security was a direct requirement of IBM for FICON cascading. FICON had to maintain a high-
integrity fabric that would be very difficult to configure into a failure. Every vendor supplying FICON 
switching devices had to create processes and functions that met stringent IBM requirements. Security 
Authorization, designed specifically for FICON, soon found its way into the open systems SAN world, 
which was in desperate need of security enhancements.
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Preferred Pathing
Several years ago, IBM suggested to McDATA that having a method to “prefer” an E_Port FICON 
cascaded connection to a specific F_Port would be very valuable. McDATA created this method in 
just a few months and incorporated it into a release of its firmware. Other vendors then provided the 
same functionality in one way or another. This feature then became popular in open system SANs for 
separating workloads onto unique Inter-Switch Links (ISLs).

Physical Partitioning
First requested by IBM IGS for FICON implementations, this became a reality when McDATA released 
its I10K 256-port director, now known as the Brocade Mi10K Director. Very similar in nature to Logical 
Partitions (LPARs) on a z9 server, director physical partitioning is especially relevant for environments 
that need to make use of the same director chassis for both FICON and SAN. These are now run 
in separate partitions, for the strongest port isolation possible within the same chassis. Physical 
partitioning is the capability to run a separate and distinct firmware load in each partition. If the 
firmware in a partition has a problem, then only that partition is affected. This is unlike logical partitions 
(Virtual Fabrics, Administrative Domains, OpenVSAN, or VSAN) where all occurrences of the partitions 
run on a single firmware base.

Node Point ID Virtualization 
The IBM System z processors can run multiple Linux images. Those images can share (interleave) the 
same CHPID port. This allows managers to add Linux images without impacting hardware.

Using the same physical port for multiple Linux images is called Node Port ID Virtualization (NPIV). A 
server port that supports node port virtualization is referred to as an NV_Port. An NV_Port has all the 
same characteristics as an N_Port, except that it logically looks like several N_Ports. This was the first 
time that Fibre Channel paths had been virtualized. 

Each virtualized N_Port has a unique World Wide Name (WWN). In other words, virtualization is 
accomplished by establishing a separate WWN for each Linux image sharing the NV_Port. The WWN is 
used to keep track of which conversations on that physical port are associated with which Linux image. 
Fabric switch ports must understand that an NV_Port has multiple WWNs and must be able to manage 
the WWNs independently (in other words, zoning).

So it was through the innovative use of NPIV that IBM was able to provide acceptable I/O performance 
to thousands of Linux images running on a System z server. Only in this way could they convince so 
many users to move Linux onto System z and away from more inefficient open systems servers.

Once NPIV became available with the IBM System z9, development began on ways to use this 
technology in a SAN. For example, Brocade announced the availability of the Brocade Access Gateway. 
The Brocade Access Gateway is a powerful Brocade Fabric OS (FOS) feature for Brocade blade server 
SAN switches, enabling seamless connectivity to any SAN fabric, enhanced scalability, and simplified 
manageability. Utilizing NPIV standards, the Brocade Access Gateway connects server blades to any 
SAN fabric. With blade servers connecting directly to the fabric, the Brocade Access Gateway eliminates 
switch/domain considerations while improving SAN scalability.

Thus, again it was the mainframes that led the way to the use of a promising technology.

BROCADE AND THE MODERN SYSTEM Z
Since its 2007 acquisition of McDATA, Brocade has continued the tradition of innovation, leadership, 
and close collaboration with IBM in the mainframe/System z space. The remaining chapters of this 
book discuss these recent developments and technologies in more detail. Highlights include:

1. The first 8 Gbps FICON directors (Brocade DCX® Backbones) were introduced in 2008 with  
IBM System z10.
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2. The first 16 Gbps FICON director (the Brocade DCX 8510 Backbone) was introduced in 2011.

3. The first and only industry FICON architect certification program (Brocade Certified Architect for 
FICON [BCAF]) and training course were introduced in 2008.

4. Enhancements to FCIP extension technologies for IBM System z environments, including blades and 
standalone switches, were introduced.

Local switching to minimize latency compared with older central/backplane-based switching technology 
was developed. 
 

Figure 4. The Brocade Family Tree.
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Figure 5. History of Brocade Mainframe Connectivity products.

SUMMARY: MAINFRAME SERVERS AS A WINDOW  
INTO FIBRE CHANNEL FUNCTIONALITY
Regardless of what you might have heard, mainframes are not dead; they are not even a “dying” 
technology. IBM recently confirmed the relevance of mainframes by announcing that it is rolling out a 
number of programs to address the perceived lack of software, third-party support, and skills bases in 
the mainframe space.

The first and possibly largest IBM user group organization, SHARE Inc., has created a growing initiative 
to seek out and educate the next generation of mainframers in anticipation of a robust growth in 
the mainframe computing space. Called zNextGen, this creative initiative will positively impact future 
generations of mainframe shops. To find out more about this innovative project, visit the SHARE website 
at www.share.org.

Yet by observing customers, it is clear that mainframes are actually a window indicating where other 
vendor platforms are heading. Director-class switches, non-disruptive firmware loads, hot pluggability 
and swappability, fabric security, and channel virtualization are just a few of the many innovations 
available to systems running Fibre Channel fabrics. These innovations exist because the mainframe 
drove their creation. All of the major storage and server vendors, and even the other IBM server 
lines, observe developments in mainframes and then build those technologies and features into their 
products for both mainframe and open systems consumption.

So, if you want to predict future developments in Fibre Channel, watch what is happening with 
mainframes. You are likely to find that the mainframe marketplace provides a window into the future of 
Fibre Channel functionality. The past is prologue. 
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The primary purpose of any computing system is to 
process data obtained from Input/Output devices. 
Input and Output are terms used to describe the 
transfer of data between devices such as Direct 
Access Storage Device (DASD) arrays and main 
storage in a mainframe. Input and Output operations 
are typically referred to as I/O operations, abbreviated 
as I/O. The facilities that control I/O operations are 
collectively referred to as the mainframe’s channel 
subsystem. This chapter provides a description of 
the components, functionality, and operations of 
the channel subsystem, mainframe I/O operations, 
mainframe storage basics, and the IBM System z 
FICON qualification process.

Mainframe I/O and  
Storage Basics
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THE Z/OS I/O SUPERVISOR AND CHANNEL SUBSYSTEM BASICS
The Channel Subsystem (CSS) directs the flow of information between I/O devices and main storage on 
an IBM mainframe and is the key to moving data into and out of a mainframe. When an I/O operation 
is required, the CSS is passed the request from a CPU to manage. While awaiting completion of an I/O 
request from the CSS, the CPU can continue processing other data. This process supports concurrent 
transactions because of the interaction between the host processor and the CSS. (IBM, 2012)

The System z channel subsystem contains the following components:

• One or more specialty Process Units (PUs), called Systems Assist Processors (SAPs). 

• Channels communicate with I/O Control Units (CUs) and manage the movement of data between 
processor storage and the control units. Channels perform four primary functions:

 – Transfer data during read and write operations

 – Send channel commands from the processor to a control unit

 – Receive sense information from control units, for example, detailed information on any errors

 – Receive status at the end of operations

• I/O devices attached through control units

• Up to 64 K subchannels, also known as Unit Control Words (UCWs).

The channel subsystem relieves the mainframe’s CPUs from the task of communicating directly with the 
I/O devices and main storage. In other words, it permits data processing to proceed concurrently with 
I/O processing. The CSS uses one or more channel paths as the communications link to manage the 
flow of information to and from I/O devices. The CSS also performs path management operations by 
testing for channel path availability; it chooses a channel path from those available and then initiates 
the performance of an I/O operation by a device. (IBM, 2012)

The design of System z systems offers considerable processing power, memory size, and 
I/O connectivity. In support of the larger I/O capability, the CSS concept has been scaled up 
correspondingly to provide relief for the number of supported logical partitions, channels, and devices 
available to the system. A single channel subsystem allows the definition of up to 256 channel paths. 
To overcome this limit, the multiple channel subsystems concept was introduced. The System z 
architecture provides for up to four channel subsystems. The structure of the multiple CSSs provides 
channel connectivity to the defined logical partitions in a manner that is transparent to subsystems 
and application programs, enabling the definition of a balanced configuration for the processor and I/O 
capabilities. Each CSS can have from 1 to 256 channels and can be configured to between 1 and 15 
logical partitions. Therefore, four CSSs support a maximum of 60 logical partitions. CSSs are numbered 
from 0 to 3 and are sometimes referred to as the CSS image ID (CSSID 0, 1, 2 or 3). These CSSs are 
also referred to as Logical Channel Subsystems (LCSSs). (Dobos, Hamid, Fries, & Nogal, 2013)

I/O Supervisor and CSS Elements

SAPs
A Systems Assist Processor (SAP) runs specialized Licensed Internal Code (LIC) to control I/O operations. 
The SAP takes responsibility for a portion of the processing during the execution of an I/O operation, 
thus freeing up the operating system central processor PUs to perform other work. All SAPs perform 
I/O operations for all Logical Partitions (LPARs). Functions performed by the SAP include scheduling 
I/O operations, checking for path availability, and providing a queuing mechanism if an I/O path is not 
available. All System z models have standard SAP configurations, which provide very well balanced 
systems for the vast majority of System z environments. Some highly I/O intensive environments, such 
as Transaction Processing Facility (z/TPF), might require additional SAPs. Additional SAPs can be ordered 
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or configured as an option to increase the capability of the CSS to perform I/O operations. Table 1 shows 
standard and optional SAP configurations for five different System zEC12 models.

Table 1. SAP Configurations for System zEC12 Models

zEC12 Model H20 H43 H66 H89 HA1

Standard SAPs 4 8 12 16 16

Optional SAPs 0–4 0–8 0–12 0–16 0–16

 
Depending on the processor model, a channel subsystem has one or more SAPs. The SAP finds the 
subchannel in the initiative queue and then attempts to find a channel that succeeds in initial selection 
(in other words, a channel that connects to the control unit and starts the I/O operation). The SAP 
uses information in the subchannel to determine which channels and control units can be used to 
reach the target device for an I/O operation. There are four reasons why this initial selection might be 
delayed. During these delays the request is still serviced by a SAP without the need for z/OS to become 
involved. These four reasons are (IBM, 2012):

• The device is busy (because of activity from another system).

• The control unit is busy.

• The switch/director port connecting the control unit is busy.

• One or more channels serving the device are busy.

Once the I/O operation completes, the SAP queues the subchannel containing all of the I/O operation 
final status information in the I/O interrupt queue.

Subchannels
The subchannel number identifies a device during execution of Start Subchannel (SSCH) instructions 
and the I/O interrupt processing. Every device defined through Hardware Configuration Definition 
(HCD) in the I/O Configuration Data Set (IOCDS) is assigned a subchannel number, or UCW.  
A subchannel provides the logical representation and appearance of a device to a program within 
the channel subsystem. One subchannel is provided for, and dedicated to, each I/O device that is 
accessible to a program through the channel subsystem. Individual subchannels provide information 
concerning the associated I/O devices and their attachment to the channel subsystem (Singh, 
Dobos, Fries, & Hamid, 2013). The subchannels are the means by which the channel subsystem 
then provides information and details about the associated I/O device to the individual CPUs on the 
mainframe. The actual number of subchannels provided by a mainframe depends on the System z 
model and configuration: the maximum addressability available ranges from 0 to 65,535 addresses 
per subchannel set (a 16-bit value is used to address a subchannel). One subchannel is assigned 
per each device that is defined to the logical partition. Three subchannel sets each are available to 
zEC12 and z196. Two subchannel sets each are available on z114 and System z10.

A subchannel contains the information required for sustaining a single I/O operation. This information 
consists of internal storage that contains information in the form of the following:

• Channel program designation

• Channel-path identifier

• Device number

• Count

• Status indications
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• I/O interruption subclass code

• Path availability information

• Additional information on functions pending or currently being performed

An I/O operation is initiated with a device through the execution of I/O-specific instructions that 
designate the subchannel associated with that device (Dobos, Hamid, Fries, & Nogal, 2013). 

Multiple Subchannel Sets 
In most cases, a subchannel represents an addressable device; for example, a disk control unit with  
20 drives uses 20 subchannels. An addressable device is associated with a device number. 
Subchannel numbers, including their implied path information to a device, are limited to four 
hexadecimal digits by hardware and software architectures. Four hexadecimal digits provide 64 K 
addresses, known as a set. IBM reserved 256 subchannels, leaving 63.75 K subchannels for general 
use with the System z systems. Parallel Access Volumes (PAVs) made this limitation a challenge for 
larger installations; a single disk drive (with PAV) often consumes at least four subchannels. (Four is a 
widely used number for PAV. It represents the base address and three alias addresses.) (Dobos, Hamid, 
Fries, & Nogal, 2013)

It was difficult for IBM to remove this constraint, because the use of four hexadecimal digits for 
subchannels—and device numbers corresponding to subchannels—is architected in a number of 
places; simply expanding the field would break too many programs. The solution developed by IBM 
allows sets of subchannels (addresses) with a current implementation of three sets. When the 
multiple subchannel set facility is installed, subchannels are partitioned into multiple subchannel 
sets. There can be up to four subchannel sets, each identified by a Subchannel Set Identifier (SSID). 
Each set provides 64 K addresses. Subchannel set 0, the first set, reserves 256 subchannels for 
IBM use. Subchannel set 1 provides a full range of 64 K subchannels on zEC12, z196, z114, and 
System z10. Subchannel set 2 provides another full range of 64 K subchannels on zEC12 and z196 
systems only. The first subchannel set (SS0) allows definitions of any type of device allowed today, 
for example, bases, aliases, secondaries, and devices other than disk that do not implement the 
concept of associated aliases or secondaries. The second and third subchannel sets (SS1 and SS2) 
are designated for use for disk alias devices of both primary and secondary devices, and Metro Mirror 
Peer-to-Peer Remote Copy (PPRC) secondary devices only. The appropriate subchannel set number must 
be included in IOCP definitions or in the HCD definitions that produce the IOCDS. The subchannel set 
number defaults to zero, and IOCP changes are needed only when using subchannel sets 1 or 2. When 
the multiple subchannel set facility is not installed, there is only one subchannel set, which has an 
SSID of zero.

Channels, Channel Paths, CHPIDs, and PCHIDs
I/O devices are attached through control units to the channel subsystem by means of channels and 
channel paths. A channel is defined as a piece of hardware with logic in the Central Processor Complex 
(CPC), to which you connect a cable in order to communicate with an outboard device. A Channel Path 
Identifier (CHPID) is a 2-byte identifier for a channel, used to identify a channel to the hardware and 
software in the HCD. Channels in use until now include ESCON, FICON bridge (FICON Converted, or 
FCV), and FICON channels. ESCON and FCV channels are becoming increasingly rare (ESCON channels 
are no longer supported starting with the zEC12). 

Control units can be attached to the channel subsystem by more than one channel path, and an I/O 
device can be attached to more than one control unit. A path is simply a route to a device. From the 
perspective of the operating system, a path flows in this way: from the Unit Control Block (UCB) (which 
represents the device to z/OS), through a subchannel (which represents the device in the channel 
subsystem), over a channel, possibly through a FICON director/switch, through the CU, and on to the 
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device itself. From a hardware perspective, a path runs from the System z channel subsystem, through 
the FICON director, to the control unit, and on to the device.

Each of these components along the path must physically exist and be connected correctly so that 
the path can exist. The IOCDS also must accurately reflect the actual physical connectivity, to avoid 
problems. The paths to a device are initialized during an Initial Program Load (IPL) via a process known 
as path validation. During the path validation process, the state of each path is determined. If one 
component of the hardware supporting the path is unavailable, that path is not brought online. There 
are three requirements for z/OS to be able to access a device through a given path. First, the hardware 
must be configured so that physical connectivity exists between the device and the CPC. Second, the 
configuration must have been correctly defined using HCD. Finally, the software involved must be aware 
of the paths and also must have varied the paths online.

Individual I/O devices are accessible to the channel subsystem by up to eight different channel paths 
via a subchannel. The total number of channel paths provided by a single CSS depends on the model 
and configuration of the IBM mainframe. The addressability range is 0–255. The CHPID is a system-
unique value assigned to each installed channel path of a System z that is used to address a channel 
path. The z/OS operating system is limited to a maximum of 256 channel paths for use within an 
LPAR. To facilitate the use of additional CHPIDs, the mainframe architecture supports a Logical Channel 
Subsystem (LCSS). The structure of the multiple LCSSs provides channel connectivity to the defined 
logical partitions in a manner that is transparent to subsystems and application programs, enabling the 
definition of a balanced configuration for the processor and I/O capabilities. Each LCSS can have from 
1 to 256 channels and can be configured to 1 to 15 logical partitions. Therefore, four LCSSs support 
a maximum of 60 logical partitions. LCSSs are numbered from 0 to 3 and are sometimes referred to 
as the CSS image ID (CSSID 0, 1, 2 or 3). The LCSS is functionally identical to the channel subsystem; 
however, up to four LCSSs can be defined within a central processor complex. CHPIDs are unique within 
the LCSS only; consequently, the limitation of 256 CHPIDs can be overcome. To do so, the concept 
of the Physical Channel Identifier (PCHID) was introduced. The PCHID reflects the physical location of 
a channel type interface. Now, CHPIDs no longer correspond directly to a hardware channel part but 
are assigned to a PCHID in HCD or IOCP via a specialized software application known as the CHPID 
Mapping Tool (Singh, Dobos, Fries, & Hamid, 2013). 

The Multiple Image Facility (MIF) enables channel sharing across logical partitions within a single CSS 
on System z servers. Channel spanning extends the MIF concept of sharing channels across logical 
partitions to sharing physical channels across logical partitions and channel subsystems. Channel 
spanning is the ability to configure channels to multiple Logical Channel Subsystems. This way the 
channels can be transparently shared by any or all of the configured logical partitions, regardless of 
the channel subsystem to which the logical partition is configured. In other words, channel spanning 
is the ability for a physical channel (a PCHID) to be mapped to the CHPIDs that are defined in multiple 
Channel Subsystems. When defined that way, the channels can be transparently shared by any or all 
of the configured logical partitions, regardless of the channel subsystem to which the logical partition 
is configured. A channel is considered a spanned channel if the same CHPID number in different CSSs 
is assigned to the same PCHID in IOCP, or if it is defined as spanned in HCD. FICON channels can be 
spanned across multiple LCSSs in zEC12, z196, z114, and z10—and the CHPID number is the same 
on all logical CSSs that include that CHPID.

Control Units
A CU provides the logical capabilities necessary to operate and control an I/O device. In all cases, an 
I/O device operation is regulated by a control unit that provides the functions necessary to operate 
the associated device. The control unit is also responsible for interfacing with the FICON channel. 
Control units adopt the characteristics of each device so that the device can respond to the standard 
form of control provided by the channel subsystem. Communication between the control unit and 
the channel subsystem takes place over a channel path (Dobos, Hamid, Fries, & Nogal, 2013). The  
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control unit accepts control signals from the channel subsystem, controls the timing of data transfer 
over the channel path, and provides indications about the status of the device. A control unit can be 
housed separately, or it can be physically and logically integrated with the I/O device, the channel 
subsystem, or in the system itself. From the modern System z systems programmers’ perspective, 
most of the functions performed by the control unit can be merged with those performed by the I/O 
device in question. The term control unit is often used to refer either to a physical control unit, a logical 
control unit, or a logical control unit image. The term physical control unit is synonymous with the 
terms controller and DASD subsystem (in other words, it is the piece of hardware that sits on the data 
center floor). A Logical Control Unit (LCU) is a channel subsystem concept, intended primarily for device 
definitions in HCD/IOCP, which represents a set of control units that attach to common I/O devices.

I/O Devices
A modern System z I/O device provides external storage, a means of communication between a 
system and its environment, or a means of communication between data processing systems. In the 
simplest case, an I/O device is attached to one CU and is accessible from one channel path. Switching 
equipment, such as the Brocade® DCX® Backbone family of FICON directors, is available to make 
some devices accessible from two or more channel paths—by switching devices among CUs and by 
switching CUs among channel paths. This switching provides multiple paths by which an I/O device 
can be accessed. Such multiple channel paths to an I/O device are provided to improve performance, 
availability, or both. 

A device number is a 16-bit value assigned as one of the parameters of the subchannel at the time 
a specific device is assigned to a specific subchannel. The device number is like a nickname; it is 
used to identify a device in interactions between the user and the system. Device numbers are used 
in error recording, console commands, console messages, and in Job Control Language (JCL). Every 
channel-attached device in a z/OS configuration is assigned a unique device number when the systems 
programmer defines the device to the channel subsystem and HCD. It is a 16-bit number in the range of 
0000–FFFF, which allows for a maximum of 64 K devices available per channel subsystem. In addition, 
there is also another addressing element known as a device identifier. A device identifier is an address 
that is not readily apparent to the application program, and it is used by the CSS to communicate with 
I/O devices. For a FICON I/O interface, the device identifier consists of an 8-bit control unit image ID 
and an 8-bit device address.

Unit Control Blocks 
z/OS uses a Unit Control Block (UCB) to represent a device and its state. System z systems 
programmers use HCD to define I/O devices in an I/O Definition File (IODF), and to connect the devices 
to an operating system configuration. The UCB contains all of the information necessary for z/OS to 
use the device for performing I/O requests. The UCB also records the last known status of the physical 
I/O device and describes the characteristics of a device to the operating system. The UCB is used 
by the System z job scheduler during data set allocation, and also by the I/O Supervisor (IOS) when 
performing I/O requests. During the IPL, the IODF is read, and one UCB is built for each I/O device 
definition found in the IODF. If a device physically exists, but is not defined in the IODF, a UCB is not 
built, and applications are not able to access the device.

FICON Directors and Switches
A FICON director, such as the Brocade DCX 8510 Backbone, provides a means of attaching multiple 
physical control units to a single channel. The director also allows for the effective attachment of 
multiple channels to a single control unit port. You can also use a FICON director to connect a channel 
to another channel (Channel-to-Channel, or CTC) or a control unit to another control unit—for example, 
in a DASD remote data replication configuration. Simply stated, FICON directors are high-speed 
switching devices that can dynamically connect two or more ports. When a FICON director is defined 
in HCD, it is given a 2-byte ID, which is used to tell HCD which director a given channel or control unit 
is attached to. When HCS is used to define a control unit that is connected through a FICON director, 
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the end user must inform HCD—for each path on the control unit—which channels, which directors 
(switches, in HCD terminology), and which ports (links) on the FICON director the control unit is 
attached to. The channel uses this information to build the address it uses for communication with the 
device. This is typically done in the following format: LINK.CUADD.UA.

LINK is the FICON director port address that the control unit is connected to. The CUADD parameter 
identifies the LCU image that contains the requested I/O device. The Unit Address (UA) is the name 
by which a channel knows a device that is attached to one of the control units. The UA consists of two 
hexadecimal digits in the range of 00–FF. There is not a requirement to have the UA match any portion 
of the device number. However, the end user must be careful during HCD device definition, because the 
UA defaults to the last two digits of the device number if it is not otherwise explicitly specified. 

CHANNEL PROGRAMS AND EXECUTING I/O OPERATIONS
System z I/O operations are initiated and controlled by information with four types of formats. These 
are: Start Subchannel (SSCH), orders, transport command words, and I/O command words.

An I/O command word specifies a command and contains information associated with the command. 
When the Fibre-Channel-Extensions (FCX) facility is “installed”, there are two elemental forms of I/O 
command words: Channel Command Words (CCWs) and Device Command Words (DCWs). A CCW is 
8 bytes in length and specifies the command to be executed. For commands that are used to initiate 
certain types of operations, the CCW also designates the storage area associated with the I/O operation, 
the count of data (bytes), and the action to be taken when the command is completed. All I/O devices 
recognize CCWs. A DCW is 8 bytes in length and specifies the command to be executed and the count of 
data (bytes). Only I/O devices that support the FCX facility recognize DCWs (IBM, 2012).

The FCX facility is an optional facility that provides for the formation of a transport mode channel 
program composed of DCWs, a Transport Control Word (TCW), Transport Command Control blocks 
(TCCB), and Transport Status Blocks (TSB). If the FCX facility is not installed, a single form of channel 
program (command mode) is utilized using CCWs. A CCW channel program is a channel program 
composed of one or more CCWs. The CCWs are logically linked and arranged for execution by the 
Channel Subsystem (IBM, 2012). The remainder of this chapter focuses on Command Mode FICON 
(CCW channel program) operations. Transport Mode FICON—also known as System z High Performance 
FICON (zHPF)—is covered in detail in a later chapter. 
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Figure 1. Command mode FICON CCW channel program.
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Figure 2. Transport mode (zHPF) channel program.

Execution of I/O Operations (Singh, Grau, Hoyle, & Kim, 2012)
Before the actual I/O operation starts and FC frames are transmitted over the fiber cable, the 
channel program must be created and passed to the CSS. The I/O Supervisor (IOS) is a z/OS 
component between the CSS and the application program, which issues the SSCH command. The 
application program uses an access method that calls the I/O driver to build the channel program. 
The channel program uses transport commands when operating in transport mode or channel 
commands when operating in command mode. Figure 3 serves as a reference to the detailed 
discussion that follows about the workflow of a System z I/O operation. This diagram shows the flow 
of an I/O operation, starting with the request from an application until the I/O operation completes. 
(Key: DB2 = IBM DB2, PDSE = Partitioned Data Set Extended, zFS = zSeries File System, EF SAM DS 
= Extended Format Sequential Access Method Data Set, BSAM = Basic Sequential Access Method)
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Step 1. The end-user application program begins an I/O operation by allocating a data set. The 
application program uses an I/O macro instruction (for instance, GET, READ, WRITE, PUT) that invokes 
an access method through a branch instruction. The access method interprets the I/O request and 
determines which system resources are necessary to satisfy the request.

Step 2. The access method performs the following four functions:

1. It creates the channel program (with virtual addresses) that knows the physical organization  
of the data.

2. It implements any required buffering.

3. It guarantees synchronization.

4. It automatically redrives the I/O request following a failure.

Although the application program might bypass the access method, many details of the I/O operations 
must first be considered (for example, device physical characteristics). Then, the application program 
must also create a channel program consisting of the instructions for the CSS. It also must invoke 
an IOS driver (the Execute Channel Program [EXCP] processor) to handle the next phase of the I/O 
process. z/OS has several access methods, each of which provides various functions to the user 
application program. Some of these access methods are: Virtual Storage Access Method (VSAM), 
Queued Sequential Access Method (QSAM), and Basic Partitioned Access Method (BPAM). The 
access method you use depends on whether the application program accesses the data randomly or 
sequentially, and on the data set organization (sequential, partitioned, and so forth). The application 
or access method provides CCWs or TCWs and additional parameters, all of which are in the Operation 
Request Block (ORB).

Step 3. To request the actual movement of data, either the access method or the application program 
presents information about the I/O operation to an I/O driver routine (EXCP or Media Manager) via a 
macro instruction. The I/O driver routine is now in supervisor mode, and it translates the virtual storage 
addresses in the channel program to real storage addresses that are in a format acceptable to the 
channel subsystem. In addition, the I/O driver routine fixes the pages containing the CCWs and data 
buffers, guarantees the data set extents, and invokes the IOS. 

Step 4. The IOS places the I/O request in the queue for the chosen I/O device in the UCB. The 
IOS services the request from the UCB on a priority basis. The IOS issues an SSCH instruction to 
send the request to the channel subsystem. The SSCH is sent with the Subsystem Identification 
word (SSID) representing the device and ORB as operands. The ORB contains start-specific control 
information and information about “what to do” during the I/O operation. The ORB indicates whether 
the channel is operating in transport mode (zHPF support) or command mode, and also indicates 
the starting address of the Channel Programs (CPA) Channel Command. The SSCH moves the ORB 
contents into the respective subchannel and places the subchannel in a specific Hardware System 
Area (HAS), called the initiative queue. Generally, at this point the task that initiated the I/O request 
is placed in a wait state, and the CPU continues processing other tasks until the channel subsystem 
indicates via an I/O interrupt that the I/O operation has completed. 

Step 5. The CSS selects the most appropriate channel or channel path to initiate the I/O operation 
between the channel and control unit or device. The channel fetches from storage the Channel CCWs 
or TCWs and associated data (for write operations). The channel assembles the required parameters 
and fields of the FC-2 and FC-SB-3 or FC-SB-4 for the I/O request and passes them to the Fibre Channel 
adapter (which is part of the FICON channel). Device-level information is transferred between a channel 
and a control unit in SB-3 or SB-4 Information Units (IUs). Information units are transferred using both 
link-level and device-level functions and protocols. For example, when the channel receives an initiative 
to start an I/O operation, the device-level functions and protocols obtain the command and other 
parameters from the current CCW or TCW and insert them into the appropriate fields within a command 
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IU. When the command IU is ready for transmission, link-level functions and protocols provide additional 
information (for example, address identifiers and exchange ID in the frame header) and then coordinate 
the actual transmission of the frame on the channel path. The CSS controls the movement of the data 
between the channel and processor storage. 

Step 6. The Fibre Channel adapter builds the complete FC-FS FC-2 serial frame and transmits it into the 
Fibre Channel link. As part of building the FC-FS FC-2 frame for the I/O request, the FICON channel in 
FICON native (FC) mode constructs the 24-bit FC port address of the destination N_Port of the control 
unit, and the control unit image and device address within the physical CU.

Step 7. When the I/O operation is complete, the CSS signals completion by generating an I/O interrupt. 
The IOS processes the interruption by determining the status of the I/O operation (successful or 
otherwise) from the channel subsystem, using a Test Subchannel (TSCH) instruction. 

Step 8. The I/O driver routine (EXCP or Media Manager) macro indicates that the I/O process is 
complete by posting the access method and calling the dispatcher. At this point, the dispatcher 
reactivates the access method, which then returns control to the user application program so it can 
continue with its normal processing. 

These steps describe a high-level summary of an I/O operation. A more detailed description of the SSCH, 
path management process, channel program execution process, and I/O operation conclusion follows.

Start Subchannel 
The SSCH instruction is executed by a CPU and is part of the CPU program that supervises the flow of 
requests for I/O operations from other programs that manage or process the I/O data. When a SSCH 
is executed, the parameters are passed to the target subchannel, requesting that the CSS perform a 
start function with the I/O device associated with the subchannel. The CSS performs this start function 
by using information at the subchannel, including the information passed during the SSCH execution, 
to find an accessible channel path to the device. Once the device is selected, the execution of an I/O 
operation is accomplished by decoding and executing a CCW by the CSS and the I/O device for CCW 
channel programs. A SSCH passes the contents of an ORB to the subchannel. If the ORB specifies a 
CCW channel program, the contents of the ORB include (IBM, 2012):

1. Subchannel key

2. Address of the first CCW to be executed

3. A specification of the format of the CCWs

4. The command to be executed and the storage area (if any) to be used

Path Management
If an ORB specifies a CCW channel program, and the first CCW passes certain validity testing (and does 
not have the suspend flag specified), the channel subsystem attempts device selection by choosing a 
channel path from the group of channel paths available for selection. A CU that recognizes the device 
identifier connects itself logically to the channel path and responds to its selection. If the ORB specifies 
a CCW channel program, the CSS sends the command-code part of the CCW over the channel path, and 
the device responds with a status byte indicating whether or not the command can be executed. The CU 
might logically disconnect from the channel path at this time, or it might remain connected, to initiate 
data transfer (IBM, 2012). 

If the attempted path selection does not occur—as a result of either a busy indication or a path not-
operational condition—the CSS attempts to select the device by an alternate channel path, if one 
is available. When path selection has been attempted on all available paths, and the busy condition 
persists, the I/O operation remains pending until a path becomes free. If a path not-operational 
condition is detected on one or more of the channel paths on which device selection was attempted, 
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the program is alerted by a subsequent I/O interruption. This I/O interruption occurs either upon 
execution of the channel program (indicating that the device was selected on an alternate channel 
path) or as a result of the execution being abandoned—because a path not operational condition was 
detected in all of the channel paths on which device selection was attempted. 

Channel Program Execution (Chaining)
A list of CCWs is used for the execution of an I/O operation. When an ORB specifies a CCW channel 
program, facilities are provided for the program to initiate the execution of a chain of I/O operations 
with a single SSCH instruction. When the current CCW specifies command chaining, and no unusual 
conditions have been detected during the I/O operation, the receipt of a Device End (DE) causes the 
CSS to fetch a new CCW. If this CCW passes a validity test, and the suspend flag is not specified, 
execution of a new command is initiated at the device. 

When the ORB contents have been passed to the subchannel, the execution of the SSCH command 
is formally complete. An I/O operation can involve the transfer of data to/from one storage area 
designated by a single CCW or to/from a number of non-contiguous storage areas. When each CCW 
designates a contiguous storage area, the CCWs are coupled by data chaining. Data chaining is 
specified by a flag in the CCW, and it causes the CSS to fetch another CCW upon the exhaustion or 
filling of the storage area designated by the current CCW. The storage area designated by a CCW that is 
fetched on the data chaining pertains to the I/O operation already in progress at the I/O device (the I/O 
device is not notified when a new CCW is fetched) (IBM, 2012). 

To complement Dynamic Address Translation (DAT) in CPUs, CCW indirect data addressing and CCW 
modified indirect data addressing are provided. Both of these techniques permit the same—or 
essentially the same—CCW sequences to be used for a program running with DAT active in the CPU, as 
would be used if the CPU operated with the equivalent contiguous real storage. 

Conclusion of the I/O Operation-Interrupt Processing
System z processing is an interrupt-driven architecture, as opposed to a polling architecture, with one 
exception: Handling z/OS and coupling facility communication uses polling. When a System z CPU is 
enabled for I/O interrupts, and it detects a UCW from the subchannel in the interrupt queue, the I/O 
interrupt is accepted and control is passed back to the IOS. Also, an Interrupt Response Block (IRB) 
describing the final status of the I/O operation is moved to storage. There are some error situations 
when the I/O interrupt is not generated within an expected time frame. In these situations, the Missing 
Interrupt Handler (MIH), a timer-driven routine, alerts the IOS about this condition occurring.

The conclusion of an I/O operation is normally indicated by two status conditions: Channel End (CE) 
and Device End (DE). A Channel End, also known as the primary interrupt condition, occurs when an 
I/O device has received or provided all data associated with the operation and no longer needs the 
channel subsystem facilities. A Device End, also known as the secondary interrupt condition, occurs 
when the I/O device has concluded execution and is ready to perform another operation. When the 
primary interrupt condition (CE) is recognized, the channel subsystem attempts to notify the application 
program, via an interruption request, that a subchannel contains information describing the conclusion 
of an I/O operation at the subchannel (Singh, Grau, Hoyle, & Kim, 2012).

BROCADE-IBM RELATIONSHIP AND FICON QUALIFICATION PROCESS
The engagement of IBM and Brocade FICON has a long history of research, co-development, and delivery 
of features and functions to the System z markets. Efforts include looking at how a FICON fabric can 
enhance the user experience with a System z processor, can provide additional value and flexibility to 
infrastructure design, and can promote the highest levels of uptime for the most critical applications in 
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the world. The business and development process are “separate but cohesive” efforts that help define 
near- and long-term objectives that IBM and Brocade can achieve. This open level of communication and 
planning has helped both companies provide the results that mainframe clients expect. 

To offer insight into the collaborative efforts of IBM and Brocade, there are advanced researchers within 
the standards bodies making sure that new innovations do not exclude some of the unique characteristics 
needed for a System z (FICON) environment. There are also regular technical interlocks that highlight 
future development plans from both companies. As joint efforts align into a specific release stream, the 
Brocade Quality Assurance teams test and validate hardware and firmware within Brocade System z labs. 
Once Brocade finishes the Systems Quality Assurance test cycle, those deliverables are set up at the 
IBM labs in Poughkeepsie, NY and Tucson, AZ. The next round of testing is a rigorous set of defined steps 
to help identify any issues. This is done by driving the highest throughput possible into a mix of current 
and new platforms being readied for the market. The testing also includes commonly used configurations 
and setups to insure that end-user use cases, are covered. In addition, some unique functions for long-
distance extension within the FICON environments are tested for disaster recovery and high-availability 
solutions (for instance, Geographically Dispersed Parallel Sysplex [GDPS]). Global Mirroring with eXtended 
Remote Copy (XRC), along with high-end enterprise tape extension, are tested to make sure these fit the 
critical environments they are destined for.

Overall, IBM and Brocade execute a defined set of steps to ensure the provision of the most reliable 
and enterprise-ready solutions available in a System z FICON environment.
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This chapter is a brief introduction to the protocols 
and standards relevant for FICON technology. Many 
of these standards apply equally to both a FICON 
Storage Area Network (SAN) and to the open systems 
SAN. Any differences are noted in this chapter in the 
discussion on a specific standard. The governing body 
for Fibre Channel standards is the NCITS/ANSI T11X3 
committee. For detailed treatment of each standard, it is 
recommended to read the documentation on that specific 
standard. (A list is provided at the end of the chapter). 
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PART 2 CHAPTER 1: PROTOCOLS AND STANDARDS

THE FIBRE CHANNEL PROTOCOL STACK/STRUCTURE
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Figure 1. Fibre Channel structure.

Figure 1 represents the Fibre Channel architectural structure. Fibre Channel is based on a structured 
architecture with hierarchical functions, providing specifications from the physical interface through 
the mapping and transport of multiple upper-level protocols. Unlike the OSI Reference Model, the 
divisions in Fibre Channel are usually referred to as levels rather than layers. The levels are labeled 
Fibre Channel level-0 (FC-0) through Fibre Channel level-4 (FC-4), as shown in Figure 1. Each level 
defines a specific set of instructions. This structured approach to the Fibre Channel architecture 
allows the functionality at one level to be insulated from the functionality of other levels. This 
modular and expandable approach to the architecture allows for enhancements to be made to 
parts of the Fibre Channel architecture with a minimal impact on other parts. It also allows for 
enhancement activities at the different levels to proceed in parallel with each other. Some of the FC-4 
layer upper-level protocols are listed at the bottom of Figure 1. (Note: In the figure, HIPPI = High-
Performance Parallel Interface and zHPF = z High- Performance FICON.)

FIBRE CHANNEL PROTOCOL LEVELS
FC-0 level: Physical Interface. The FC-0 level describes the link between two ports. This link consists of 
a pair of optical fiber cables, along with transmitter and receiver circuitry. These individual components 
work together to convert a stream of bits at one end of the link to a stream of bits at the other end of 
the link. The FC-0 level specifies physical interface characteristics, such as data rates, that are defined 
by the standard. The FC-0 level describes the various types of media allowed, such as single-mode and 
multimode cabling. It also describes the transmitters and receivers used for interfacing to the media, 
maximum distance capabilities, and other characteristics, such as wavelengths and signal levels. The 
FC-0 level is designed for maximum flexibility, allowing the use of a wide variety of technologies to meet 
a range of system requirements. 

FC-1 level: Encoding/decoding and link-level protocols. Fibre Channel is a serial interface. Therefore, it 
does not provide a separate clock to indicate the validity of individual bits. This makes it necessary to 
encode the clocking information within the data stream itself. Fibre Channel uses two different encoding/
decoding schemes. 1, 2, 4, and 8 Gbps Fibre Channel uses 8 b/10 b encoding/decoding, while 10 and 
16 Gbps Fibre Channel use 64 b/66 b encoding/decoding. The FC-1 level also specifies/defines link-level 
protocols. These are used to initialize or reset the link or to indicate that the link or port has failed. Link-
level protocols are implemented by a Port State Machine (PSM). 
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FC-2 level: Fibre Channel Transport. The FC-2 level is the most complex level of Fibre Channel. It 
includes most of the Fibre Channel specific constructs, procedures, and operations. It provides 
the facilities to identify and manage operations between node ports, as well as services to deliver 
information units. The elements of the FC-2 level include:

a. Physical model (nodes, ports, topologies)

b. Bandwidth/communication overhead

c. Building blocks and their hierarchy (frames, sequences, exchanges)

d. Link control frames used to indicate successful or unsuccessful reception of each data frame  
(class 1 and class 2 frames only)

e. Classes of service

i. Class 1 (dedicated connection)

ii. Class 2 (multiplex)

iii. Class 3 (datagram)

iv. Class 4

v. Class 6

f. Basic and extended link service commands (abort sequence, Fabric Login, N_Port Login, and so on)

g. Data compression

h. Error detection and recovery

i. Segmentation and reassembly

FC-3 level: Common Services. The FC-3 level provides a “placeholder” for possible future Fibre 
Channel functions. 

FC-4 level: Protocol Mapping. The FC-4 level defines the mapping of Fibre Channel constructs to Upper 
Layer Protocols (ULPs). Before a protocol can be transported via Fibre Channel, it is first necessary 
to specify how that protocol will operate in a Fibre Channel environment. This is known as protocol 
mapping. A protocol mapping specifies both the content and structure of the information sent between 
nodes by that protocol. These protocol-specific structures are called Information Units (IUs). The 
number of IUs, their usage, and their structure are specified by each protocol mapping. For command 
type protocols, the IUs consist of command information, data transfer controls, data, and status or 
completion information. While the processes in individual nodes understand the structure and content 
of the IUs, the actual Fibre Channel port does not. The port simply delivers the IUs without regard for 
their structure, function, or content. 

The FC-0 through FC-3 levels are common for FICON and open systems Fibre Channel Protocol (FCP) 
Storage Area Networks (SANs). This is what allows for Protocol Intermix Mode (PIM) to be supported. 
PIM refers to the use of a common SAN for both the FICON and open systems environments. A frequent 
implementation of PIM is when an end user is running Linux for System z on the mainframe. The only 
differences between FCP and FICON occur at the FC-4 level. 

FIBRE CHANNEL AND FICON STANDARDS
Fibre Channel is not a single standard; rather, it is a family of standards with a broad scope. Because 
of this breadth of scope, it was not at the outset practical to specify the entire structure of Fibre 
Channel and all of its functionality in a single document. Instead, a family of standards was created. 
Each standard in the family defines a specific aspect of the Fibre Channel architecture. 
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The American National Standards Institute (ANSI) led the development efforts for the earlier Fibre Channel 
standards. There was a subsequent restructuring of standards organizations, resulting in the more 
recent Fibre Channel standards being developed by the National Committee for Information Technology 
Standards (NCITS). There are also several available supporting documents (not developed by NCITS) and 
technical reports. These are in addition to the official ANSI- and NCITS-approved standards. The structure 
and relationships of the primary Fibre Channel standards are shown in Figure 2. 
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Figure 2. Fibre Channel standards structural relationship.

Fibre Channel Physical and Signaling Standards 
The Fibre Channel Physical and Signaling Interface (FC-PH) standard is the foundation of the Fibre 
Channel architecture. Since its original approval (October 1994) and subsequent adoption, two 
supplementary standards that enhance functionality beyond the original standard have been approved 
and adopted. They are the Fibre Channel Physical and Signaling Interface-2 (FC-PH2) and Fibre Channel 
Physical and Signaling Interface-3 (FC-PH3). These three standards define the FC-0, FC-1, and FC-2 
levels discussed in the previous section. 

It was recognized that having three standards presented challenges to end users, so the committee 
launched a project to merge these standards into a single new document, Fibre Channel Framing and 
Signaling (FC-FS). Simultaneously, the FC-O physical interface definition and information was moved to a 
new separate standard, Fibre Channel Physical Interface (FC-PI). FC-PI contains the FC-0 specifications 
that were separated out of the FC-FS. Separating the physical interface specifications from the protocol 
levels simplified and expedited the overall standardization process. Merging the three FC-PH documents 
into the new FC-FS standard helped end-user understanding of the complete framing and signaling 
standard. It also removed inconsistencies and redundant information. Finally, the FC-FS standard 
consolidated the definitions for Extended Link Services (ELS) that was scattered among various other 
standards documents and technical reports. 

Fibre Channel Services Standards
The standards documents described above define the three categories of services that have been defined 
to this point. These include Basic and Extended Link Services (FC-LS), Fibre Channel Generic Services (FC-
GS), and Fibre Channel Security Protocols (FC-SP). 

Fibre Channel Topology Related Standards
The FC-PH and FC-PS documents focus on describing the behavior of a Node Port (N_Port) when 
communicating in a point-to-point or fabric environment. The documents do not describe how other Fibre 
Channel topologies behave. This is done via these standards:
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1. Fibre Channel Switched Fabric (FC-SW). This series of standards (FC-SW through FC-SW-5) specifies 
switch behavior and inter-switch communications.

2. Fibre Channel Backbone (FC-BB). This series of standards focuses on defining how to use bridge 
devices to enable Fibre Channel devices to communicate through intermediate, non-Fibre Channel 
networks, such as an IP network or a Synchronous Optical Network (SONET). 

3. Fibre Channel Inter-Fabric Routing (FC-IFR). This is a relatively new project (started in 2005) to provide 
a standard specifying how frames can be routed from one fabric to another while potentially traveling 
through intermediate fabrics.

FC-4 Level Protocol Mapping Standards
Multiple protocols have been mapped to Fibre Channel. Protocol mappings may be done either as 
a standards project or a proprietary activity. Here are the primary mappings of interest in an IBM 
System z environment.

Fibre Channel Single-Byte Command Code Sets (FC-SB) 
This family of protocol mappings specifies how the ESCON command protocol is transported via  
Fibre Channel. 

• FC-SB: Approved in 1996 as the original mapping of the ESCON protocol to Fibre Channel. FC-SB 
provided a one-to-one mapping of ESCON frames to Fibre Channel frames. Due to low performance 
of the native ESCON frame protocol, the FC-SB mapping did not provide adequate performance over 
long-distance links. Therefore, it was never implemented.

• FC-SB-2: This protocol mapping was an entirely new mapping of the ESCON command protocol for 
transport via Fibre Channel. It is known as the IBM Fibre Connection architecture, or FICON. FC-
SB-2 was approved in 2001, and it specifies a much more efficient mapping than that provided by 
the original FC-SB standard. The FC-SB standard has since been withdrawn.

• FC-SB-3: Approved in 2003. FC-SB-3 extends the functionality provided by FC-SB-2. It also streamlines 
several operations to improve efficiency on extended-distance links. A subsequent amendment 
introduced Persistent IU Pacing, more commonly known as the IBM Extended Distance FICON. 

• FC-SB-4: Defines a new mode of operation that significantly improves the performance of certain 
types of data transfer operations, as compared to the existing FC-SB-3 protocol. The new mode 
of operation is referred to as transport mode, more commonly known as z High-Performance 
FICON (zHPF). Transport mode allows you to send multiple device commands to a control unit in 
a single IU. Transport-mode operations utilize link-level protocols as described by the FC-4 FCP 
specification. In transport mode, communication between the channel and control unit takes place 
using a single bidirectional exchange. It utilizes fewer handshakes to close exchanges, transmit 
device commands, and provide device status as compared with the FC-SB-3 protocol. Performance 
improvement is most significant with I/O operations that are performing small block data transfers, 
because of the reduction in overhead relative to transfer size. Certain types of complex I/O 
operations are still required to use the existing FC-SB-3 protocol.

Fibre Channel Protocol for SCSI (SCSI-FCP)
The mapping of the SCSI protocol was done by the INCITS T10 SCSI standards committee as part of the 
overall SCSI standards activity. SCSI-FCP defines how SCSI Command Descriptor Block (CDB), Logical Unit 
Number (LUN), data, status, and sense information are structured and transported via the Fibre Channel 
interface. This is most relevant in a System z environment implementing Linux on System z.
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This chapter discusses how to connect a host with 

its storage in a mainframe environment using direct-

attached and SAN-attached storage. A FICON SAN 

design comprises the following: devices at the core 

and/or on the edge of the storage network, switches 

used in the network, and the cabling that connects it 

all together. 

A FICON SAN can be a single switch/director, a 

cluster of inter-chassis linked (ICL) directors, or a 

core-edge design that uses FICON cascading to 

connect two fabrics together through a single hop. 

If you understand how FICON utilizes topologies, 

you can consolidate resources and optimize 

performance, management, and scalability within  

a FICON infrastructure.

Topology Considerations 

PART 2:

CHAPTER 2



BROCADE MAINFRAME CONNECTIVITY SOLUTIONS 38

PART 2 CHAPTER 2: TOPOLOGY CONSIDERATIONS 

INTRODUCTION
This chapter has four sections. The first section introduces the three primary topologies for FICON: 
direct-attached, single-switch, and cascaded switched FICON. The second section discusses the 
advantages to using a switched FICON architecture. The third section discusses considerations for 
choosing to deploy 8 Gbps or 16 Gbps FICON switching technologies. The final section in this chapter 
discusses the creation of FICON fabrics at five-9s of availability.

THREE FICON TOPOLOGIES
There are three primary topologies currently used with FICON today: Direct-Attached Storage (DAS) and 
two variants of switched FICON (single-switch and cascaded). This section covers all three topologies. 
The following section discusses the technical and business advantages of the two switched FICON 
topologies as compared to DAS (Guendert, A Comprehensive Justifcation For Migrating from ESCON to 
FICON, 2007).

Direct-Attached FICON (DAS)
In the distributed/open systems world, what is called point-to-point FICON is known as Direct-Attached 
Storage. A direct-attached or point-to-point configuration forms when a channel path consists of a 
single link connecting a FICON channel to one or more FICON control unit images (logical control units). 
Such a configuration is allowed only when a single control unit is defined on the channel path or when 
multiple control unit images (logical control units) share the same Node Port (N_Port) in the control 
unit. In such direct-attached configurations, a maximum of one link attaches to the channel. Since the 
maximum number of control unit images that are supported by the FICON architecture over the FC link 
to a control unit is 256, the maximum number of devices that are addressable over a channel path 
configured point-to-point is 65,536 (256 × 256). 

The FICON channel itself determines whether the link that connects to it is a direct-attached/point-
to-point topology, or if it is a switched topology. The FICON channel does this by logging into the 
fabric via the fabric login process (FLOGI ELS) and checking the accept response to the fabric login 
(ACC ELS). The accept response indicates what type of topology exists. Figure 1 illustrates a direct-
attached FICON topology. ELS = Extended Link Service.
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Figure 1. Direct-attached FICON topology.

Switched FICON (Single-Switch)
A switched point-to-point configuration forms when a FICON channel in FC mode connects one or more 
processor images to a Fibre Channel link connected to a FICON switch/director. The FICON switch/
director then dynamically connects to one or more other ports on itself (internally within the switch), and 
on to FICON control unit ports. The links to the control unit ports interconnect with one or more control 
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units or images (logical control units). Channels and control units may attach to the FICON switch/director 
in any combination. The exact combination depends on configuration requirements and on available 
resources in the switch/director. The sharing of a control unit through a Fibre Channel switch means that 
communication from a number of channels to a control unit may occur either over one switch to control 
unit link (for cases where a control unit only has one link to the switch/director) or over multiple link 
interfaces (for cases where a control unit has more than one link to the switch/director).

Although only one Fibre Channel link attaches to the FICON channel in a FICON switched point-to-point 
configuration, from the switch the FICON channel can address and communicate with many FICON 
control units on different switch ports. At the control unit, the same addressing capabilities exist as for 
direct-attached configurations. Switched point-to-point increases the communication and addressing 
capabilities for the channel, giving it the capability to access multiple control units.

The communication path between a channel and control unit in a switched point-to-point configuration 
is composed of two different parts: the physical channel path and the logical path. The physical paths 
are the links, or the interconnection of two links connected by a switch that provides the physical 
transmission path between a channel and control unit. A FICON logical path is a specific relationship 
established between a channel image and a control unit image for communication during execution of 
an I/O operation and presentation of status. Figure 2 shows an example of a switched FICON topology 
(single-switch).
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Figure 2. Switched FICON topology. 

Switched FICON (Cascaded FICON)
Prior to the introduction of support for cascaded FICON director connectivity on IBM zSeries mainframes 
in January 2003, only a single level of FICON directors was supported for connectivity between a 
processor and peripheral devices. Cascaded FICON introduced the open systems Storage Area Network 
(SAN) concept of Inter-Switch Links (ISLs). IBM supports the flow of traffic from the processor through 
two FICON directors connected via an ISL to peripheral devices, such as disk and tape (Brocade 
Communications Systems, 2008).

Cascaded FICON allows a FICON Native (FC) channel or a FICON CTC channel to connect a zSeries/
System z server to another similar server or peripheral device such as disk, tape library, or printer 
via two Brocade® FICON directors or switches. A FICON channel in FICON native mode connects one 
or more processor images to an FC link. This link connects to the first FICON director, then connects 
dynamically through the first director to one or more ports, and from there to a second cascaded FICON 
director. From the second director there are Fibre Channel links to FICON control unit ports on attached 
devices. Both of these FICON directors can be geographically separate, providing greater flexibility and 
fiber cost savings. All FICON directors that are connected together in a cascaded FICON architecture 
must be from the same vendor (such as Brocade). Initial support by IBM is limited to a single hop 
between cascaded FICON directors; however, the directors can be configured in a hub-star (core-edge) 
architecture, with up to 24 directors in the fabric. 
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NOTE: The term “switch” is used to refer to a Brocade hardware platform (switch, director, or backbone) 
unless otherwise indicated.

Cascaded FICON allows Brocade customers tremendous flexibility and the potential for fabric cost 
savings in their FICON architectures. It is extremely important for business continuity/disaster 
recovery implementations. Customers looking at these types of implementations can realize 
significant potential savings in their fiber infrastructure costs and channel adapters by reducing the 
number of channels for connecting two geographically separate sites with high-availability FICON 
connectivity at increased distances.

What is Cascaded FICON?
Cascaded FICON refers to an implementation of FICON that involves one or more FICON channel paths 
that are defined over two FICON switches that are connected to each other. The processor interface is 
connected to one switch, and the storage interface is connected to the other. (The Domain ID of the entry 
switch is different than the domain of the switch where the control unit is attached.) Therefore, cascading 
requires a 2-byte link address. Any time a 2-byte link address is defined on a channel, all link addresses 
must be 2-byte link addresses. This configuration is supported for both disk and tape, with multiple 
processors, disk subsystems, and tape subsystems sharing the ISLs between the directors. Multiple ISLs 
between the directors are also supported (Artis & Guendert, 2006). Cascading between a director and a 
switch—for example, from a Gen 5 Brocade DCX® 8510 Backbone director to a Brocade 6510 Switch—is 
also supported. 

Switches may be interconnected using the following links:

• Traditional ISLs

• Inter-Chassis Links (ICLs), which are used only with the Brocade DCX family of backbone directors.

• Fibre Channel over Internet Protocol (FCIP)

A cascaded configuration requires 2-byte addressing. Two-byte addressing requires a list of authorized 
switches. This authorization feature, called fabric binding, is available through the Secure Access 
Control List feature. The fabric binding policy allows a predefined list of switches (domains) to exist in 
the fabric and prevents other switches from joining the fabric. 

There are hardware and software requirements specific to cascaded FICON (Brocade Communications 
Systems, 2008):

• The FICON directors themselves must be from the same vendor (that is, both should be from Brocade).

• The mainframes must be zSeries machines or System z processors: z196, z114, z800, 890,900, 990, 
z9 BC, z9 EC, z10 BC, EC, zEC12, and zBC12. Cascaded FICON requires 64-bit architecture to support 
the 2-byte addressing scheme. Cascaded FICON is not supported on 9672 G5/G6 mainframes.

• z/OS version 1.4 or later, or z/OS version 1.3 with required PTFs/MCLs to support 2-byte link 
addressing (DRV3g and MCL [J11206] or later) is required.

• Two-byte addressing is used, which has the following requirements:

 – E_D_TOV must be the same on all switches in the fabric (typically this is not changed from the 
default).

 – R_A_TOV must be the same on all switches in the fabric (typically this is not changed from the 
default).

 – Insistent Domain ID is used.

 – Fabric binding (strict Switch Connection Control [SCC] policy) is used.
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Benefits of FICON Cascading
Cascaded FICON delivers to the mainframe space many of the same benefits of open systems SANs. It 
allows for simpler infrastructure management, decreased infrastructure cost of ownership, and higher 
data availability. This higher data availability is important in delivering a more robust enterprise disaster 
recovery strategy. Further benefits are realized when the ISLs connect switches in two or more locations 
and are extended over long distances. Figure 3 shows a non-cascaded two-site environment.
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Figure 3. Two-site non-cascaded FICON topology.

In Figure 3, all hosts have access to all of the disk and tape subsystems at both locations. The host 
channels at one location are extended to the Brocade DCX 8510 (FICON) platforms at the other 
location, to allow for cross-site storage access. If each line represents two FICON channels, then this 
configuration needs a total of 16 extended links; and these links are utilized only to the extent that the 
host has activity to the remote devices.

The most obvious benefit of cascaded versus non-cascaded FICON is the reduction in the number of 
links across the Wide Area Network (WAN). Figure 4 shows a cascaded, two-site FICON environment.

In this configuration, if each line represents two channels, only four extended links are required. Since 
FICON is a packet-switched protocol (versus the circuit-switched ESCON protocol), multiple devices can 
share the ISLs, and multiple I/Os can be processed across the ISLs at the same time. This allows for 
the reduction in the number of links between sites and allows for more efficient utilization of the links in 
place. In addition, ISLs can be added as the environment grows and traffic patterns dictate.

This is the key way in which a cascaded FICON implementation can reduce the cost of the enterprise 
architecture. In Figure 4, the cabling schema for both intersite and intrasite has been simplified. Fewer 
intrasite cables translate into decreased cabling hardware and management costs. This also reduces 
the number of FICON adapters, director ports, and host channel card ports required, thus decreasing 
the connectivity cost for mainframes and storage devices. In Figure 4, the sharing of links between 
the two sites reduces the number of physical channels between sites, thereby lowering the cost by 
consolidating channels and the number of director ports. The faster the channel speeds between sites, 
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the better the intersite cost savings from this consolidation. So, with 8 Gbps FICON and 16 Gbps FICON 
available, the more attractive this option becomes.

Another benefit to this approach, especially over long distances, is that the Brocade FICON director 
typically has many more buffer credits per port than do the processor and the disk or tape subsystem 
cards. More buffer credits allow for a link to be extended to greater distances without significantly 
impacting response times to the host.
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Figure 4. Two-site cascaded FICON topology. 

Cascaded FICON Performance
Seven main factors affect the performance of a cascaded FICON director configuration (Guendert, 
Understanding the Performance Implications of Buffer to Buffer Credit Starvation in a FICON Environment: 
Frame Pacing Delay, 2007):  

1. The number of ISLs between the two cascaded FICON directors and the routing of traffic across ISLs

2. The number of FICON/FICON Express channels whose traffic is being routed across the ISLs

3. The ISL link speed

4. Contention for director ports associated with the ISLs

5. The nature of the I/O workload (I/O rates, block sizes, use of data chaining, and read/write ratio)

6. The distances of the paths between the components of the configuration (the FICON channel links 
from processors to the first director, the ISLs between directors, and the links from the second 
director to the storage control unit ports)

7. The number of switch port buffer credits

The last factor—the number of buffer credits and the management of buffer credits—is typically the 
factor that is examined most carefully, and the factor that is most often misunderstood. 
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Technical Discussion of FICON Cascading
As stated earlier, cascaded FICON is limited to zSeries and System z processors only with the hardware 
and software requirements outlined earlier. In Figure 4, note that a cascaded FICON switch configuration 
involves at least three FC links (Brocade Communications Systems, 2008):

1. Between the FICON channel card on the mainframe (known as an N_Port) and the FICON director’s 
FC adapter card (which is considered an F_Port)

2. Between the two FICON directors via E_Ports (the link between E_Ports on the switches is an ISL)

3. The link from the F_Port to a FICON adapter card in the control unit port (N_Port) of the storage device

The physical paths are the actual FC links connected by the FICON switches that provide the physical 
transmission path between a channel and a control unit. Note that the links between the cascaded 
FICON switches may be multiple ISLs, both for redundancy and to ensure adequate I/O bandwidth.

Fabric Addressing Support
Single-byte addressing refers to the link address definition in the Input-Output Configuration Program 
(IOCP). Two-byte addressing (cascading) allows IOCP to specify link addresses for any number of 
domains by including the domain address with the link address. This allows the FICON configuration to 
create definitions in IOCP that span more than one switch.

Figure 5 shows that the FC-FS 24-bit FC port address identifier is divided into three fields:

1. Domain

2. Area

3. AL_Port

In a cascaded FICON environment, 16 bits of the 24-bit address must be defined, in order for the IBM 
System z server to access a FICON control unit. The FICON switches provide the remaining byte used 
to make up the full 3-byte FC port address of the control unit being accessed. The AL_Port (arbitrated 
loop) value is not used in FICON and is set to a constant value. The zSeries domain and area fields are 
referred to as the F_Port’s port address field. The address field is a 2-byte value, and when defining 
access to a control unit attached to this port using the zSeries Hardware Configuration Definition (HCD) 
or IOCP, the port address is referred to as the link address. Figure 5 further illustrates this, and Figure 6 
shows an example of a cascaded FICON IOCP Sysgen.
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The connections between the two directors are established through the Exchange of Link Parameters 
(ELP). The switches pause for a FLOGI, and assuming that the device is another switch, they initiate an 
ELP exchange. This results in the formation of the ISL connection(s). 

In a cascaded FICON configuration, three additional steps occur beyond the normal FICON switched 
point-to-point communication initialization. The three basic steps are (Singh, Grau, Hoyle, & Kim, 2012):

1. If a 2-byte link address is found in the control unit macro in the Input/Output Configuration Data 
Set (IOCDS), a Query Security Attribute (QSA) command is sent by the host to check with the fabric 
controller on the directors to determine if the directors have the high-integrity fabric features installed. 

2. The director responds to the QSA.

3. If it is an affirmative response, which indicates that a high-integrity fabric is present (fabric binding 
and insistent Domain ID), the login continues. If not, the login stops, and the ISLs are treated as 
invalid (which is not a good thing).
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Figure 7. Example of cascaded FICON IOCP Sysgen.

High-Integrity Enterprise Fabrics
Data integrity is paramount in a mainframe—or any—data center environment. End-to-end data integrity 
must be maintained throughout a cascaded FICON environment to ensure that any changes made to 
the data stream are always detected and that the data is always delivered to the correct end point. 
What does high-integrity fabric architecture and support entail (Artis & Guendert, 2006)?
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Support of Insistent Domain IDs. This means that a FICON switch is not allowed to automatically 
change its address when a duplicate switch address is added to the enterprise fabric. Intentional 
manual operator action is required to change a FICON director’s address. Insistent Domain IDs prohibit 
the use of dynamic Domain IDs, ensuring that predictable Domain IDs are being enforced in the fabric. 
For example, suppose a FICON director has this feature enabled, and a new FICON director is connected 
to it via an ISL in an effort to build a cascaded FICON fabric. If this new FICON director attempts to join 
the fabric with a Domain ID that is already in use, the new director is segmented into a separate fabric. 
The director also makes certain that duplicate Domain IDs are not used in the same fabric.

Fabric Binding. Fabric binding enables companies to allow only FICON switches that are configured to 
support high-integrity fabrics to be added to the FICON SAN. Brocade switching devices perform this 
through configuring the SCC policy and then placing it in strict mode. The FICON directors that you want 
to connect to the fabric must be added to the fabric membership list of the directors already in the 
fabric. This membership list is composed of the “acceptable” FICON director’s World Wide Name (WWN) 
and Domain ID. Using the Domain ID ensures that there are no address conflicts—that is, duplicate 
Domain IDs—when the fabrics are merged. The two connected FICON directors then exchange their 
membership list. This membership list is a Switch Fabric Internal Link Service (SW_ILS) function, which 
ensures a consistent and unified behavior across all potential fabric access points.

Cascading with Brocade Inter-Chassis Links 
An ICL is a licensed feature used to interconnect two Brocade backbones. ICL ports in the core blades 
are used to interconnect the backbones, potentially increasing the number of usable ports in the 
backbone chassis. The ICL ports are internally managed as E_Ports.

Note that “backbones” is the term that Brocade uses in product names for directors.  Readers  
with a mainframe background may not be familiar with the use of the term “backbone.” So be aware 
that throughout this ebook, the term “backbone” is referring to a director, and the two terms may be 
used interchangeably.

The Brocade backbones support two types of ICLs:

• The Brocade DCX 8510 backbone family supports optical UltraScale ICL Quad Small Form Factor 
Pluggables (QSFPs).

• The Brocade DCX backbone family supports proprietary copper ICL connectors.

When two Brocade backbones are interconnected by ICLs, each chassis requires a unique domain and 
is managed as a separate switch. ICL ports can be used only with an ICL license.

First-generation ICL connectivity is a unique 8 Gbps Brocade DCX Backbone and Brocade DCX-4S 
Backbone feature that provides short-distance connectivity between two director chassis—a good option 
for customers who want to build a powerful core without sacrificing device ports for ISL connectivity:

• Inter-Chassis Links connect Brocade DCX and DCX-4S backbones together with special ICL copper 
cables connected to dedicated ICL ports. 

• Each ICL connects core routing blades of two Brocade DCX chassis and provides the equivalent 
of 16 × 8 Gbps in a Brocade DCX and 8 × 8 Gbps links in a Brocade DCX-4S—without taking up 
chassis slots. 

• The ICL ports for the 8 Gbps directors are special ICL ports on the core blades, so they use from two 
to four special ICL connectors and cables.

• The maximum cable distance for these high-speed, copper ICL links is 2 meters.

The second-generation UltraScale ICL ports for the directors are quad ports, so they use multimode 
cables and a QSFP rather than a standard SFP+. Each QSFP-based UltraScale ICL port combines four 
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16 Gbps links, providing up to 64 Gbps of throughput within a single cable. Available with Brocade 
Fabric OS® (FOS) v7.0 and later, Brocade offers up to 32 QSFP UltraScale ICL ports on the Brocade DCX 
8510-8 and up to 16 QSFP UltraScale ICL ports on the Brocade DCX 8510-4. The optical form factor of 
the Brocade QSFP-based UltraScale ICL technology offers several advantages over the original copper-
based ICL design in the 8 Gbps Brocade DCX platforms:

• First, Brocade has increased the supported ICL cable distance from 2 meters (Brocade FOS v6.0) 
to 50 meters (Brocade FOS v7.0) and now (Brocade FOS v7.1 and later), to 100 meters, providing 
greater architectural design flexibility. The 100-meter ICL is supported when using 100-meter-capable 
QSFPs over MPO cables only.

• Second, the combination of four cables into a single QSFP provides incredible flexibility for deploying 
a variety of different topologies. 

• In addition to these significant advances in ICL technology, the Brocade DCX 8510 ICL capability still 
provides dramatic reduction in the number of ISL cables required—a four to one reduction compared 
to traditional ISLs with the same amount of interconnect bandwidth. And since the QSFP-based 
UltraScale ICL connections reside on the core routing blades instead of consuming traditional ports 
on the port blades, up to 33 percent more FC ports are available for server and storage connectivity.

For FICON, ICLs can only be chained together in series; they cannot be arranged in a mesh or a ring. 
Brocade 8 Gbps directors can be connected together using ICLs but cannot be connected using ICLs to 
16 Gbps directors. The ICL connections and cables are different. For FICON, before Brocade FOS 7.1, 
ICLs could not be arranged in a mesh or ring. Brocade FOS 7.1 extended the capability of FICON ICLs to 
allow for a three-director ring using ICLs on the Brocade DCX 8510 family.

Cascaded FICON ISL Management
The best recommendation to start with is to avoid managing FICON cascaded links manually! By doing 
so you circumvent much tedious work—work that is prone to error and is always static in nature. 
Instead, implement FICON cascaded path management, which automatically responds to changing I/O 
workloads and provides a simple, labor-free but elegant solution to a complex management problem. 
Brocade has a detailed Cascaded FICON Best Practices Guide describes in detail the various tools, 
techniques, and best practices for managing FICON ISLs.

WHY SWITCHED FICON?
The raw bandwidth of 8 Gbps FICON Express8 is 40 times greater than ESCON’s capabilities—
and FICON Express8S on zEnterprise (System zEC12, z196 and z114) effectively boosts channel 
performance another 50 percent. The raw I/Os Per Second (IOPS) capacity of FICON Express8 and 
FICON Express8S channels are even more impressive, particularly when a channel program utilizes 
the z High Performance FICON (zHPF) protocol. To utilize these tremendous improvements, the FICON 
protocol is packet-switched and—unlike ESCON—is capable of having multiple I/Os occupy the same 
channel simultaneously.

FICON/FICON Express8 and FICON Express8S channels on zEnterprise processors can have up to 
64 concurrent I/Os (open exchanges) to different devices. FICON Express8 and Express8S channels 
running zHPF can have up to 750 concurrent I/Os on the System zEnterprise processor family. Only 
when a director or switch is used between the host and storage device can the true performance 
potential inherent in these channel bandwidth and I/O processing gains be fully exploited.

Technical Reasons for a Switched FICON Architecture
Why is it a best practice to implement switched FICON rather than use point-to point (direct-attached) 
FICON for connecting storage control units? Here are five key technical reasons reasons (Guendert,  
To Switch or Not to Switch? That’s the Question!, 2011):
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• To overcome buffer credit limitations on FICON Express8/Express8s channels

• To build fan-in, fan-out architecture designs for maximizing resource utilization

• To localize failures for improved availability

• To increase scalability and enable flexible connectivity for continued growth

• To leverage new FICON technologies

FICON Channel Buffer Credits
When IBM introduced the availability of FICON Express8 channels, one very important change was the 
number of buffer credits available on each port per 4-port FICON Express8 channel card. While FICON 
Express4 channels had 200 buffer credits per port on a 4-port FICON Express4 channel card, this 
changed to 40 buffer credits per port on a FICON Express8 channel card. Organizations familiar with 
buffer credits might recall that the number of buffer credits required for a given distance varies directly 
in a linear relationship with link speed. In other words, doubling the link speed doubles the number of 
buffer credits required to achieve the same performance at the same distance.

Also, organizations might recall the IBM System z10 Statement of Direction concerning buffer credits:

“The FICON Express4 features are intended to be the last features to support extended distance 
without performance degradation. IBM intends to not offer FICON features with buffer credits for 
performance at extended distances. Future FICON features are intended to support up to 10 km without 
performance degradation. Extended distance solutions may include FICON directors or switches (for 
buffer credit provision) or Dense Wave Division Multiplexers (for buffer credit simulation).”

IBM held true to its statement, and the 40 buffer credits per port on a 4-port FICON Express8 channel 
card can support up to 10 km of distance for full-frame size I/Os (2 KB frames). What happens if 
organizations have I/Os with smaller than full-size frames? The distance supported by the 40 buffer 
credits decreases. It is also likely that at faster future link speeds, the distance supported decreases 
to 5 km or less.

A switched architecture allows organizations to overcome the buffer credit limitations on the FICON 
Express8/FICON Express8S channel card. Depending upon the specific model, FICON directors and 
switches can have more than 5188 buffer credits available per port for long-distance connectivity.

Fan-In, Fan-Out Architecture Designs
In the late 1990s, the open systems world started to implement Fibre Channel SANs to overcome 
the low utilization of resources inherent in a direct-attached architecture. SANs addressed this issue 
through the use of fan-in and fan-out storage network designs. These same principles apply to a 
FICON storage network. As a general rule, FICON Express8 and FICON Express8S channels offer better 
performance, in terms of IOPS or bandwidth, than the storage host adapter ports to which they are 
connected. Therefore, a direct-attached FICON storage architecture typically sees very low channel 
utilization rates. To overcome this issue, fan-in and fan-out storage network designs are used.

A switched FICON architecture allows a single channel to fan-out to multiple storage devices via 
switching, improving overall resource utilization. This can be especially valuable if an organization’s 
environment has newer FICON channels, such as FICON Express8/8S, but older tape drive technology. 
Figure 8 illustrates how a single 8 Gbps FICON channel can keep only a single 4 Gbps tape drive 
running, since tape uses command mode processing, which on even the fastest CHPID is limited 
to 620 MBps. Also, tape drives use compression before placing the data on the tape media. To 
keep a tape streaming, at least twice the tape head data rate must be sent to the drive, which then 
compresses the data. A tape drive whose head runs at 180 MBps would require about 360 MBps of 
data to be sent to it. CHPID 630/Tape Drive 360 = 1.72, or a CHPID can really only run one tape drive. 
If it tried to drive two tape drives, both would stop and start and have very poor performance. The same 
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principles apply for fan-out to Direct Access Storage Device (DASD) arrays. The exact fan-out ratio is 
dependent on the DASD array model and host adapter capabilities for IOPS and bandwidth.
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Figure 8. Fan-in, fan-out.

Keeping Failures Localized
In a direct-attached architecture, a failure anywhere in the path renders both the channel interface 
and the control unit port inoperable. This could be the failure of an entire FICON channel card or a 
port on the channel card, a failure of the cable, a failure of the entire storage host adapter card, or a 
failure of an individual port on the storage host adapter card. In other words, a failure on any of these 
components affects both the mainframe connection and the storage connection. The worst possible 
Reliability, Availability, and Serviceability (RAS) for FICON-attached storage is provided by a direct-
attached architecture.

With a switched architecture, failures are localized to only the affected FICON channel interface or 
control unit interface—not both. The non-failing side remains available, and if the storage side has 
not failed, other FICON channels can still access that host adapter port via the switch or director 
(Figure 9). This failure isolation, combined with fan-in and fan-out architectures, allows the most 
robust storage architectures, minimizing downtime and maximizing availability.
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Scale and Flexible Connectivity
Direct-attached FICON does not easily allow for dynamic growth and scalability, since one FICON channel 
card port is tied to one storage host adapter port. In such an architecture, there is a 1:1 relationship 
(no fan-in or fan-out), and since there is a finite number of FICON channels available (dependent on the 
mainframe model and machine type), growth in a mainframe storage environment can pose a problem. 
What happens if an organization needs more FICON connectivity but has run out of FICON channels? 
Use of switching and proper usage of fan-in and fan-out in the storage architecture design goes a long 
way toward improving scalability.

In addition, best-practice storage architecture designs include room for growth. With a switched FICON 
architecture, adding devices such as tape is much easier—simply connect the new control unit to 
the switch. This eliminates the need to open the channel cage in the mainframe to add new channel 
interfaces, reducing both capital and operational costs. This also gives managers more flexible planning 
options when upgrades are necessary, since the urgency of upgrades is lessened. And what about 
the next generation of channels? The bandwidth capabilities of channels are growing at a much faster 
rate than the capabilities of storage devices. As channel speeds increase, switches allow data center 
managers to take advantage of new technology as it becomes available, while protecting investments 
and minimizing costs.
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Figure 10. Mainframe FICON CHPID limitations. 

It is an IBM best-practice recommendation to use single-mode long-wave connections for FICON 
channels. Storage vendors, however, often recommend using multimode shortwave connections on 
their host adapter ports—usually due to cost. Some organizations’ existing storage devices have a 
mix of single-mode and multimode connections. Since they cannot directly connect a single-mode 
FICON channel to a multimode storage host adapter, this could pose a problem. With a FICON director 
or switch in the middle, however, organizations do not need to change the storage host adapter ports 
to comply with the single-mode best-practice recommendation for the FICON channels. The FICON 
switching device can have both types of connectivity—single-mode long-wave ports for attaching the 
FICON channels, and multimode short-wave ports for attaching the storage.

Furthermore, FICON switching elements at two different locations can be interconnected by fiber 
at distances up to 100 km or more—which are typically used in disaster recovery and business 
continuance architectures. As previously discussed, FICON switching allows resources to be shared. 
With cascaded FICON switching, those resources can be shared between geographically separated 
locations, allowing data to be replicated or tape backups to be done at the alternate site from the 
primary site with no performance loss. Often, workloads are distributed such that both the local and 
remote sites are primary production sites, and each site uses the other as its backup.

While the fiber itself is relatively inexpensive, laying new fiber may require a construction project. Dense 
Wave Division Multiplexing (DWDM) helps get more out of the fiber, but with FICON switching vendors now 
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offering ISLs with up to 16 Gbps of bandwidth, the expense of DWDM can be reduced or even eliminated. 
FICON switches maximize utilization of this valuable intersite fiber by allowing multiple environments to 
share the same fiber. In addition, FICON switching devices offer unique storage network management 
features—such as Brocade Inter-Switch Link (ISL) Trunking and Traffic Isolation Zones—that are not 
available with DWDM equipment.

FICON switches allow data center managers to further exploit intersite fiber sharing by enabling 
them to intermix FICON and native Fibre Channel Protocol (FCP) traffic—known as Protocol Intermix 
Mode, or PIM. Even in data centers where there is enough fiber to separate FICON and open systems 
traffic, preferred pathing features on a FICON switch can be a great cost saver. With preferred paths 
established, certain cross-site fiber can be allocated for the mainframe environment, while other fiber 
can be allocated for open systems. The ISLs can be configured such that in the event of a failure—and 
only in the event of an ISL failure—the links are shared by both open systems and mainframe traffic.

Leveraging New Technologies 
Over time, IBM has announced a series of technology enhancements that require the use of switched 
FICON. These include: 

• Node_Port ID Virtualization (NPIV) support for Linux on System z 

• Dynamic Channel Path Management (DCM) 

• z/OS FICON Discovery and Auto-Configuration (zDAC) 

IBM announced support for NPIV on Linux on System z in 2005. As of this writing, NPIV is supported on 
the System z9, z10, z196, z114, zEC12, and zBC12. Until NPIV was supported on System z, adoption 
of Linux on System z had been relatively slow. NPIV allows for full support of Logical Unit Number 
(LUN) masking and zoning by virtualizing the Fibre Channel identifiers. This in turn allows each z Linux 
operating system image to appear as if it has its own individual Host Bus Adapter (HBA)—when those 
images are in fact sharing FCP channels. Since IBM began supporting NPIV on System z, adoption of z 
Linux has grown significantly—to the point where IBM believes approximately 24 percent of Millions of 
Instructions Per Second (MIPS) shipping on new zEnterprise machines are for z Linux implementations. 
Implementation of NPIV on System z requires a switched architecture.

Dynamic Channel Path Management (DCM) is another feature that requires a switched FICON 
architecture. DCM provides the ability to have System z automatically manage FICON I/O paths that 
are connected to DASD subsystems in response to changing workload demands. Use of DCM helps 
simplify I/O configuration planning and definition, reduces the complexity of managing I/O, dynamically 
balances I/O channel resources, and enhances availability. DCM can best be summarized as a feature 
that allows for more flexible channel configurations—by designating channels as “managed”—and 
proactive performance management. DCM requires a switched FICON architecture, because topology 
information is communicated via the switch or director. The FICON switch must have a Control Unit Port 
(CUP) license and be configured and defined as a control unit in the Hardware Configuration Definition 
(HCD) Sysgen.

z/OS FICON Discovery and Auto-Configuration (zDAC) is the latest technology enhancement for FICON. 
IBM introduced zDAC as a follow-on to an earlier enhancement in which the FICON channels log 
into the Fibre Channel name server on a FICON director. zDAC enables the automatic discovery and 
configuration of FICON-attached DASD and tape devices. Essentially, zDAC automates a portion of 
the HCD Sysgen process. zDAC uses intelligent analysis to help validate the System z and storage 
definitions’ compatibility, and it uses built-in best practices to help configure for HA and avoid single 
points of failure. zDAC is transparent to existing configurations and settings. It is invoked and integrated 
with the z/OS HCD and z/OS Hardware Configuration Manager (HCM). zDAC also requires a switched 
FICON architecture. 
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IBM also introduced support for transport-mode FICON (known as z High Performance FICON, or zHPF) 
in October 2008, with recent enhancements announced in July 2011. Although it is not required for 
zHPF, a switched architecture is recommended.

Business Reasons for a Switched FICON Architecture
In addition to the technical reasons described earlier, the following business reasons support 
implementing a switched FICON architecture (Guendert, The Merits of Switched FICON vs. Direct 
Attached: A Business Perspective, 2011):

• To enable massive consolidation in order to reduce capital and operating expenses 

• To improve application performance at long distances 

• To support growth and enable effective resource sharing

Massive Consolidation 
With NPIV support on System z, server and I/O consolidation is compelling. IBM undertook a well-
publicized project at its internal data centers (Project Big Green) and consolidated 3900 open systems 
servers onto 30 System z mainframes running Linux. IBM’s Total Cost of Ownership (TCO) savings—
taking into account footprint reductions, power and cooling, and management simplification costs—was 
nearly 80 percent for a five-year period. These types of TCO savings are why 24 percent of new IBM 
mainframe processor shipments are now being used for Linux. 

Implementation of NPIV requires connectivity from the FICON (FCP) channel to a switching device (a 
director or smaller port-count switch) that supports NPIV. A special microcode load is installed on the 
FICON channel to enable it to function as an FCP channel. NPIV allows the consolidation of up to 255 z 
Linux images (“servers”) behind each FCP channel, using one port on a channel card and one port on 
the attached switching device for connecting these virtual servers. This enables massive consolidation 
of many HBAs, each attached to its own switch port in the SAN. 

IBM currently recommends as a best practice to configure no more than 32 Linux images per FCP 
channel. Although this level of I/O consolidation was possible prior to NPIV support on System z, 
implementing LUN masking and zoning in the same manner as with open systems servers/SAN/
storage was not possible prior to the support for NPIV with Linux System z.

NPIV implementation on System z has also been driving consolidation and adoption of a common 
SAN for distributed/open systems and mainframe (FICON), commonly known as Protocol Intermix 
Mode (PIM). While IBM has supported PIM in System z environments since 2003, adoption rates were 
low until NPIV implementations for z Linux increased with the introduction of System z10 in 2008. 
At that point, enhanced segregation and security beyond simple zoning was possible through switch 
partitioning or virtual fabrics and logical switches. With 24 percent of new mainframes being shipped 
for use with Linux on System z, it is safe to say that at least 24 percent of mainframe environments are 
now running a shared PIM environment. 

Leveraging enhancements in switching technology, performance, and management, PIM users can now 
fully populate the latest high-density directors with minimal or no oversubscription. It is now possible to 
use management capabilities such as virtual fabrics and logical switches to fully isolate open systems 
ports and FICON ports in the same physical director chassis. Rather than having a larger number 
of partially populated switching platforms that are dedicated to either open systems or mainframe/
FICON, PIM allows for consolidation onto fewer switching devices, reducing management complexity 
and improving resource utilization. This in turn leads to lower operating costs and a lower TCO for the 
storage network. It also allows for a consolidated, simplified cabling infrastructure.



BROCADE MAINFRAME CONNECTIVITY SOLUTIONS 52

PART 2 CHAPTER 2: TOPOLOGY CONSIDERATIONS 

fig
11

_P
2C

h2

NPIV-Enabled
Brocade DCX 8510

One FCP channel for
many Linux guests

NPIV works only with
switched FICON

Requires fewer switch ports

Uses a lot of parallelism

Increases I/O
bandwidth utilization

per path

System zEC12 Using NPIV

Linux A

IOS

V
M

I/O

Linux B

Linux C

Linux n

Linux Guests

A

B

C

n

n C B A

Figure 11. Switched FICON and NPIV consolidation. 

Application Performance over Distance 
As previously discussed, the number of buffer credits per port on a FICON Express8/8s channel has 
been reduced to 40, supporting up to 10 km without performance degradation. What happens if an 
organization needs to go beyond 10 km for a direct-attached storage configuration? They likely see 
performance degradation due to insufficient buffer credits. Insufficient quantities of buffer credits 
result in the “pipe” not being kept full with streaming frames of data. 

Switched FICON avoids this problem. FICON directors and switches have sufficient buffer credits 
available on ports to allow them to stream frames at full-line performance rates with no bandwidth 
degradation. IT organizations that implement a cascaded FICON configuration between sites can, with 
the latest FICON director platforms, stream frames at 16 Gbps rates with no performance degradation 
for sites that are 100 km apart. This data traffic can also be compressed—and even encrypted—while 
traversing the network between sites, allowing IT to securely move more data, faster. 

Switched FICON technology also allows organizations to take advantage of hardware-based FICON 
protocol acceleration/emulation techniques for tape (reads and writes), as well as with zGM (z/
OS Global Mirror, formerly known as XRC, or Extended Remote Copy). This emulation technology—
available on standalone extension switches or as a blade in FICON directors—allows the channel 
programs to be acknowledged locally at each site and avoids the back-and-forth protocol handshakes 
that normally travel between remote sites. The emulation technology also reduces the impact of 
latency on application performance and delivers local-like performance over unlimited distances. In 
addition, this acceleration/emulation technology optimizes bandwidth utilization. 

Why is bandwidth efficiency so important? It is important because bandwidth is typically the 
most expensive budget component in an organization’s multisite disaster recovery and business 
continuity architecture. Implementing any method to improve the utilization or reduce the bandwidth 
requirements between sites will likely lead to significant TCO savings.



BROCADE MAINFRAME CONNECTIVITY SOLUTIONS 53

PART 2 CHAPTER 2: TOPOLOGY CONSIDERATIONS 

fig
12

_P
2C

h2

Recovery Data Center

Extension
Switch

XRC System
Data Mover

FICON
Director

with
Extension

Blade

Primary
DASD

Target/
Secondary

DASD

System z MF Hosts

IP Network

Primary Data Center

Figure 12. FICON directors, long-distance emulation, and bandwidth efficiency.

Enabling Growth and Resource Sharing
Direct-attached storage forces a 1:1 relationship between host connectivity and storage connectivity. In 
other words, each storage port on a DASD array host adapter requires its own physical port connection 
on a FICON Express8 channel card. These channel cards are typically very expensive on a per-port 
basis—typically four to six times the cost of a FICON director port. Also, there is a finite number of 
FICON Express8 channels available on a System zEC12 (a maximum of 320), as well as a finite number 
of host adapter ports on a DASD array. If an organization has a large configuration and a direct-attached 
FICON storage architecture, how does it plan to scale its environment? What happens if an organization 
acquires a company and needs additional channel ports? A switched FICON infrastructure allows cost-
effective, seamless expansion to meet growth requirements.

Direct-attached FICON storage also typically results in underutilized channel card ports and host 
adapter ports on DASD arrays. FICON Express8 and FICON Express8S channels can comfortably 
perform at high-channel utilization rates, and direct-attached storage architecture typically sees channel 
utilization rates of 10 percent or less. As illustrated in Figure 13, leveraging FICON directors or switches 
allows organizations to maximize channel utilization.
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It also is very important to keep traffic for tape drives streaming and to avoid stopping and starting the 
tape drives, as this leads to unwanted wear and tear of tape heads, cartridges, and the tape media 
itself. This is accomplished by using FICON acceleration/emulation techniques as described earlier. 
A configuration similar to the one shown in Figure 14 can also be implemented. Such a configuration 
requires solid analysis and planning, but it pays dividends for an organization’s FICON tape environment. 
Finally, switches facilitate fan-in—allowing different hosts and Logical Partitions (LPARs) whose I/O sub-
systems are not shared to share the same assets. While some benefit might be realized immediately, 
the potential for value in future equipment planning can be even greater. With the ability to share assets, 
equipment that is too expensive for a single environment can be deployed in a cost-saving manner.
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Figure 14. Fan-in, fan-out for tape.

The most common example is to replace tape farms with virtual tape systems. By reducing the 
number of individual tape drives, the costs of maintenance (service contracts), floor space, power, 
tape handling, and cooling are reduced. Virtual tape also improves reliable data recovery, allows for 
significantly shorter Recovery Time Objectives (RTOs) and nearer Recovery Point Objectives (RPOs), 
and offers features such as peer-to-peer copies. However, without the ability to share these systems, it 
may be difficult to amass sufficient cost savings to justify the initial cost of virtual tape. Also, the only 
practical way to share these standalone tape systems or tape libraries is through a switch. 

With disk subsystems, in addition to sharing the asset, it is sometimes desirable to share the data 
across multiple systems. The port limitations on DASD may prohibit or limit this capability using direct-
attached (point-to-point) FICON channels. Again, the switch can provide a solution to this issue. 

Even when there is no need to share devices during normal production, this capability can be very 
valuable in the event of a failure. Data sets stored on tape can quickly be read by CPUs picking up 
workload that is already attached to the same switch as the tape drives. Similarly, data stored on DASD 
can be available as soon as a fault is determined. Switch features such as preconfigured port prohibit/
allow matrix tables can ensure that access intended only for a disaster scenario is prohibited during 
normal production.

CONSIDERATIONS FOR 8 GBPS OR 16 GBPS TOPOLOGIES
Mainframe customers positioning themselves for a pending I/O infrastructure technical refresh now 
have a real selection of FC products from which to choose, in order to meet the ongoing strategic and 
tactical requirements of their business. Both 8 Gbps and 16 Gbps directors and modular switches 
are available from Brocade, to make it easier for a customer or prospect to match their requirements 
against an appropriate product set from Brocade (Brocade Communications Systems, 2012).

Of course the most current Brocade FICON technology is the flagship Brocade DCX 8510-8 and DCX 
8510-4 directors (which are known as backbones in Brocade literature), as well as the Brocade 6510 
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modular switch. These products provide up to 16 Gbps of non-blocking FC port link speed, along with 
HA and great scalability attributes. The Brocade DCX and DCX-4S directors and the Brocade 5100 and 
5300 modular switches provide customers with the very mature 8 Gbps non-blocking I/O architecture. 
This architecture and family of products have been the most popular switching products deployed in 
mainframe data centers since 2008.

Having a Choice
Of course, the problem with having a choice is in making a decision. You must have some criteria in 
mind in order to select an appropriate platform upon which you spend budget, and then additional 
resources like manpower and time on design and deployment. Provided below are some of the benefits 
and considerations that you might find most helpful when choosing between 8 Gbps or 16 Gbps I/O 
infrastructures for your data center. 

8 Gbps FICON
Investment protection is one of the great capabilities that the 8 Gbps Brocade DCX family of products 
provides. Brocade provides you with an upgrade path from 8 Gbps Brocade DCX directors to fully 
functional 16 Gbps platforms. If you need to deploy the more economical 8 Gbps technology today, you 
are still not shut out from upgrading those acquired assets to Gen 5 16 Gbps as your needs increase. 

If you have Brocade 4 Gbps FICON modular switches—for example, to front-end your physical IBM or 
Oracle tape drives—those FICON switches can attach to 8 Gbps FICON directors through ISLs that 
automatically autonegotiate to be 4 Gbps switch-to-switch links. This configuration is fully qualified and 
supported by IBM for FICON deployments. 

You might want to use the 8 Gbps Brocade DCX family if you have a need to interoperate, in the same 
fabric, with older McDATA FICON directors. If you have older M-Series FICON directors, such as the 
Brocade M6140 or Mi10K, then they are qualified by IBM to interoperate with the 8 Gbps Brocade DCX 
FICON directors running Brocade FOS firmware at version 6.4.2a or earlier. There is no IBM qualification 
or support for interoperability between the M-Series directors and the Brocade DCX-4S. Finally, Brocade 
FOS v7.0 and later does not support interoperability in FICON environments.

If you are considering deploying an I/O infrastructure in which you have multiple operating systems being 
hosted on switching devices (SAN only, like Windows, AIX, Linux, Unix, and so forth—or even FICON 
with any other operating environments), it is known as a Protocol Intermix Mode (PIM) environment. To 
provide the highest availability and data security, you should always utilize zoning, virtual fabrics, and 
port prohibits or port blocking of some sort when deploying a PIM infrastructure. There are a number of 
ways to turn ports off so that accidental miscabling does not cause data center problems. There is one 
effective way to keep ports on but not allow them to connect with any other ports on that device: port 
prohibiting. Port prohibits can be provided by a facility known as Prohibit Dynamic Connectivity Mask 
(PDCM) through the Allow/Prohibit Matrix. The Allow/Prohibit Matrix becomes available to users when the 
control function of FICON Management Server (FMS) is enabled through CLI or with DCFM/BNA (Brocade 
Network Advisor). At 8 Gbps, it is a no-cost feature to enable FMS and use PDCM prohibits to prevent 
accidental miscabling between operating environments. This is done by inhibiting port communications 
(port prohibits) for any port on the chassis that does not have a cable plugged into it. 

Be aware that changes were made to Brocade FOS v7.x that allowed FMS to be enabled only if a CUP 
license is also on the chassis. The CUP license is a chargeable feature. So, with 16 Gbps platforms 
(or if you upgrade to Brocade FOS v7.x to manage 8 Gbps platforms), utilizing PDCMs to prohibit ports 
against accidental miscabling requires the purchase of a FICON Management Server (CUP) license. 

If you have any 1 Gbps storage to which your I/O infrastructure must attach, then the 8 Gbps Brocade 
DCX family is the correct platform for your needs. Deploy 4 Gbps optics on the 8 Gbps physical ports 
that attach to the storage. Optical transceivers (SFPs) can negotiate only three speeds. An SFP can 
attach to 2 Gbps and storage and host connections. 
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If you currently use a mainframe with only FICON Express2 channel cards and FICON Express4 channel 
cards then you might find that the 8 Gbps FICON Brocade DCX directors provide you with the best 
performance and scalability at an economical price in that low-speed environment. 

If you have recently obtained a mainframe that uses FICON Express8 channel cards and Channel 
Path Identifiers (CHPIDs), and those channel paths are only moderately busy, then you might find 
that the 8 Gbps FICON Brocade DCX directors provide you with non-blocking performance and superb 
scalability at an economical price in that low-to-moderate I/O workload environment. 

When switched-FICON is deployed, it automatically makes use of fan-in, fan-out. By optimizing fan-in, 
fan-out customers can ensure that all of their CHPIDs and storage ports are working at optimal levels 
and are providing the highest possible return in value for the cost of those assets. If cascaded FICON 
is not being deployed, then the 8 Gbps Brocade DCX director products allow you to provision the best 
possible high-speed, non-performance-blocking FICON infrastructure to connect your 8 Gbps mainframe 
CHPIDs with your 8 Gbps, 4 Gbps, and 2 Gbps storage devices. 

If you are using FICON Express4 on the mainframe and storage, Brocade DCX products can provide 
you with 384 ports (and 192 ports with the Brocade DCX-4S) of throughput without any performance 
blocking and with plug-and-play ease of use. Either the 8 Gbps ports auto-negotiate to or the customer 
can deploy optics in the 8 Gbps physical ports. 

If you are using FICON Express8/8S and 8 Gbps storage, the Brocade DCX platform provides you with 
256 ports (and the DCX-4S with 128 ports) of 8 Gbps throughput without performance blocking and 
with plug-and-play ease of use. 

If you are using FICON Express8/8S and 8 Gbps storage, and you require more than 256 ports of local 
connectivity within a FICON director chassis, then Brocade provides you with two options: 

• Option 1: You can deploy ICLs between two Brocade DCX chassis, each with up to 384 ports of 
connectivity. ICLs interconnect multiple chassis together without using valuable channel and control 
unit ports. With ICLs, every FC port is available for device connectivity. With up to 512 Gbps of ICL 
bandwidth available between a pair of Brocade DCX chassis, you can ensure a cost-efficient, highly 
scalable design. Competitive designs must use front-end director ports for interconnectivity, which 
wastes 25 to 35 percent of the FC ports and uses 8 times more cable for ISL connectivity.

• Option 2: The Brocade DCX platform can provide you with 384 ports of 8 Gbps throughput (using 48-
port blades) without any performance blocking. But be aware that it takes a little more management 
for you to deploy innovative Brocade Local Switching along with central switching for complete 
chassis non-blocking performance.

Combine either of these two options with a very low per-frame latency of 2.1 microseconds and 
ultrafast cut-through frame routing, and you have the best 8 Gbps I/O infrastructure that it is possible 
to deploy.

It is difficult for a lay person to understand to what extent Linux is running on System z. Research 
suggests that by the end of 2012 about 64 out of the top 100 mainframe clients in the world were 
running Linux and that Linux on System z accounts for approximately 24 percent of the total mainframe 
MIPS installed worldwide. Although unverified, it appears that 30 to 35 percent of IBM System z 
customers are actively using Integrated Facilities for Linux (IFL) specialty engines. So, it seems accurate 
to state that Linux is big business on System z.

If you are one of the many customers running Linux on System z, and you continue to use Small 
Computer System Interface (SCSI) data files, then NPIV is what allows you to consolidate down to 
the fewest number of FCP CHPIDs possible, while at the same time providing each Linux guest with 
abundant performance. CHPID consolidation and exceptional performance are both possible while also 
achieving high utilization levels on each of the mainframe FCP paths. NPIV can only be utilized for Linux 
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on System z when switching devices are used to connect together the customer’s I/O infrastructure. 
8 Gbps FCP links allow more guests to utilize a virtualized (NPIV) single physical path. To take full 
advantage of Linux on System z, customers should be deploying FICON Express8 or FICON Express8S 
CHPIDs in conjunction with Brocade DCX or DCX-4S 8 Gbps connectivity ports.

16 Gbps Considerations
Just as was true on the 8 Gbps Brocade directors, investment protection is one of the great capabilities 
that the 16 Gbps Brocade DCX family of products provides to you. If you already own an 8 Gbps 
Brocade DCX or DCX-4S, then Brocade provides you with an upgrade path from those 8 Gbps Brocade 
DCX directors to fully functional 16 Gbps platforms. The asset that you already purchased now has an 
extended lifetime of usage. 

The 16 Gbps DCX 8510-8 can provide you with 384 ports (and the DCX 8510-4 with 192 ports) of 16 
Gbps throughput without any performance blocking and with plug-and-play ease of use. Combine that 
with a very low per frame latency of 2.1 microseconds and cut-through frame routing and you have the 
best I/O infrastructure that it is possible to deploy. 

When IBM provides 16 Gbps CHPIDs, then that same 16 Gbps Brocade DCX 8510-8 can provide you 
with 256 ports (and the Brocade DCX 8510-4 provides 128 ports) of 16 Gbps throughput with no 
performance blocking and with plug-and-play ease of use. As described, you can combine that with a 
very low per-frame latency of 2.1 microseconds and cut-through frame routing and you have the best 
possible 16 Gbps I/O infrastructure. ICL connectivity is also available on the Brocade DCX 8510 
backbone family. On the Brocade DCX 8510, there are up to 2 Tbps of ICL bandwidth available, plus 
a new 100-meter MPO cable, to ensure that you have a cost-efficient, very flexible and highly scalable 
design (Brocade Communications Systems, 2012).  

Gartner, Inc. recently published a paper entitled “Start Planning for the Next Generation of IBM 
Mainframes.”  

This paper describes the history of IBM System z mainframe announcements. Gartner predicts that it 
probably will not be too long before IBM announces a new offering in the mainframe arena. Although 
only IBM knows for certain, it is possible that any new mainframe offering will, at some point, be 
capable of provisioning channel CHPIDs at 16 Gbps. After all, IBM has already qualified the Brocade 
16 Gbps DCX family for FICON I/O connectivity. So it is clear that IBM is aware that 16 Gbps FICON 
connectivity is available and that storage vendors, including themselves, will announce 16 Gbps 
attachment to storage as soon as it becomes a strategic offering for them to provide. Whenever it is 
that IBM provides 16 Gbps CHPID capability, customers will need to match that with the Brocade DCX 
8510 16 Gbps connectivity ports. 

Brocade has dramatically enhanced cascaded links (ISLs) when utilizing the Brocade 16 Gbps product 
set. Descriptions of enhanced or new capabilities offered through the Brocade 16 Gbps technology are 
described as follows.

A significant new capability for 16 Gbps FICON F_Port and ISL links is that the data encoding on the 
frame is now 64b/66b with only a 2 percent overhead compared to the 8b/10b data encoding that is 
used for 1 to 8 Gbps at 20 percent overhead. Frames sent across the F_Ports and ISL links are packed 
with more data, providing additional efficiency and effectiveness for the entire I/O infrastructure.

Often customers find themselves deploying cascaded FICON. Cascaded FICON can be implemented 
through the use of dark fiber runs, non-specific Wavelength Division Multiplexing (xWDM), and FCIP. 
When using dark fiber cascaded FICON (single-mode FC cables running between two switching devices, 
usually in two different data centers), the faster the link speed on those long-distance links, the better 
the overall I/O performance . The Brocade DCX 8510 can easily host many 16 Gbps ISLs to provision 
the best possible high-speed, non-performance-blocking FICON storage network. When customers are 
using DWDM for deploying cascaded FICON, there are significant charges for the bandwidth that is 

http://www.gartner.com/id=1891914
http://www.gartner.com/id=1891914
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deployed between the two sites. It is more cost-effective to utilize one 10 Gbps DWDM link than to use 
multiple (but slower) 1, 2, or 4 Gbps DWDM links. On Brocade 16 Gbps switching devices, the customer 
can configure a 16 Gbps port to run at 10 Gbps and then can buy a 10 Gbps SFP+ to deploy into that 
port. That 10 Gbps port can then attach to the 10 Gbps DWDM port, providing you with significant Telco 
bandwidth savings.

And for Brocade DCX 8510 connectivity blades, Brocade has increased buffer credits per Gen 5 Fibre 
Channel Application-Specific Integrated Circuit (ASIC) to 8,192 per 16-port group on 32-port blades—
which is four times more buffer credits than were available at 8 Gbps. Besides having more buffer 
credits for long-distance FC connectivity, Brocade provides new capabilities to recover lost buffer 
credits. Brocade FOS v7.0 adds support for the detection and automatic recovery of buffer credits on 
16 Gbps capable ISLs (both ends of the link must be terminating on 16 Gbps capable port). Loss of a 
single buffer credit is detected at individual Virtual Channel (VC) level and is automatically recovered 
without performing link reset. Loss of multiple buffer credits and stuck VC conditions (that is, VC in 
permanent zero buffer credit condition) are recovered by performing link reset.

Additionally, there is now a new ISL testing capability that customers have needed for years and that 
is now qualifed for FICON at FOS 7.1 and beyond. Since the advent of switched Fibre Channel fabrics, 
when a fiber cable was connected between two switching devices and activated, it immediately became 
an E_Port (ISL) without any real capability to thoroughly test it before using it. On Brocade 16 Gbps 
platforms, a ClearLink D_Port (Diagnostics Port) is a special port mode that an eventual ISL port on 
Brocade 16 Gbps platforms can be configured into first. When deploying cascaded FICON, what Brocade 
now recommends is that a customer should configure the ports on each switching device that is 
attached together to form ISL links as D_Ports, and get those links thoroughly tested, before allowing 
them to be deployed as E_Ports. Having D_Ports on both sides of the link allows customers to test 
their connections between two switches without actually deploying working ISLs. This means there is 
no user traffic and also no fabric management over this link. Thus there is no impact to the fabric at all. 
From a fabric perspective, the ISL has not been deployed and is not active. A connected pair of D_Ports 
is tested using several automatic tests: Either 16 Gbps ports or 10 Gbps ports can become D_Ports. 
However, 10 Gbps ports cannot participate in the electrical loopback tests, although it does participate 
in the others:

• Electrical loopback (only with 16 Gbps SFP+) tests the ASIC to SFP connection locally.

• Optical loopback (with 16 Gbps SFP+ and 10 Gbps SFP+) tests the whole connection physically.

• Link traffic test (with 16 Gbps SFP+ and 10 Gbps SFP+) does latency and cable length calculation 
and stress tests.

Forward Error Correction (FEC), available on 10 Gbps and 16 Gbps ISL links, is another new capability 
of the Brocade 16 Gbps switching devices. FEC is a system of error control for data transmissions, 
whereby the sender adds systematically generated Error-Correcting Code (ECC) to its transmission. This 
allows the receiver to detect and correct errors without the need to ask the sender for additional data. 
Brocade 16 Gbps switching devices can fix up to 11 bit errors per 2112 bits of payload transmission 
(11 errors corrected per every 264 bytes of data in a frame) on a 10 Gbps or 16 Gbps ISL port. If you 
have bit error problems on your current ISL links (FC, DWDM, or FCIP) then FEC can make a significant 
difference by improving the performance across those error-prone links. In some Proof of Concept (POC) 
tests, on a very dirty cable link, Brocade used FEC to completely clean up all of the bit errors that had 
been previously generated. FEC can significantly increase performance on long-distance links.

Historically, once an ISL connection is established and working, it has been very difficult to remove a 
misbehaving E_Port connection. When using Brocade FOS v7.0 and later, the new Port Decommission 
feature provides customers with the ability to non-disruptively remove any ISL from service. When an 
ISL is selected for decommissioning, the switches communicate with each other to coordinate the 
movement of frame flows off of the targeted ISL to alternative ISL paths. Once the frame flows are 
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moved to those alternative paths, the switches block the E_Ports that are associated with the ISL being 
decommissioned, to complete the decommission process.

IBM was so thrilled with ISL decomissioning/recomissioning that they desired the same capability 
for CHPID and storage ports, so N_Port decomissioning/recomissioning was born. The N_Port 
Decommission feature, at Brocade FOS 7.1, allows the user to automatically vary off all paths to a 
device with a specific link address, using a single mouse click. 

Each LPAR communicates with Brocade Network Advisor (or one of the partner versions) through a 
CIMOM agent to determine which CHPIDs have paths defined to the specified port. Once all LPARs 
communicate back to Brocade Network Advisor that all paths to the port have been varied offline, 
Brocade Network Advisor instructs the switch to disable the port. 

Ports are not disabled if the LPAR could not vary off the device, as would be the case, for example, if it 
was the last path to the device.

CREATING FIVE 9’S AVAILABILITY FICON FABRICS
This is the “Information Age,” where countless data is created, transmitted, and stored. This is also 
clearly the “Electronics Age,” where numerous electronic machines aid in the many business tasks that 
transform data into information and then store and ultimately share that information with others.

In the Information Age, data is quite valuable. It is the livelihood of businesses across the 
globe, whether in the form of financial transactions, online purchases, customer demographics, 
correspondence or spreadsheets, or any number of business applications. When it comes to the 
transactions of customers it is absolutely imperative that none of them is ever lost due to an IT 
system failure. In today’s competitive environment, end users demand near-100 percent system and 
infrastructure availability. This level of availability is no longer a luxury, but a necessity. Mission-critical 
applications and operations require truly mission-critical services and support, especially for their 
important I/O traffic. 

High Availability (HA) is quite important to all businesses; however, to some, such as financial 
institutions, it is more important than to others. Deploying HA must be a conscious objective, as 
it requires time, resources, and money. This is because not only is HA used to ensure constant 
connections of servers to storage networks to storage devices—along with a reliable data flow—but 
there is also a premium to be paid when dealing with the Total Cost of Acquisition (TCA) of highly 
available equipment.

However, the Internet has emphasized that High Availability equals viability. If companies do not have 
highly reliable and available solutions for the continuing operation of their equipment, they lose money. 
If one company’s server goes down due to a failure in availability, customers are apt to click over to 
a competitor. If mission-critical computers involved in manufacturing are damaged through machine 
failure, inventory runs behind and schedules are missed. If a database application cannot reach its 
data due to I/O fabric failures, seats might not get filled on flights or hotel room reservations might 
go to a competitor—or credit card transactions might be delayed. Such events cost many thousands, 
sometimes even millions, of dollars in damage to a company’s bottom line.

Storage networking is an important component of this infrastructure. Depending upon electronic devices, 
storage networks can at times fail. The failure may be due to software or hardware problems, but failures 
do occur from time to time. That is why rather than taking big risks, businesses running mission-critical 
processes in their computer environments integrate high-availability solutions into their operations.

Real-time systems are now a central part of everyone’s lives. Reliable functioning of these systems is 
of paramount concern to the millions of users that depend on these systems every day. Unfortunately, 
some systems still fall short of user expectations of reliability. What is really meant by the term “five-
9s” HA in storage networks?
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Deployment of Reliability and Availability for Storage Networking
All storage networking vendors make claims to having five-9s of availability (99.999 percent). Some 
vendors really do architect and manufacture devices that can achieve that ultimate goal, while others 
do “marketing counting” to derive their fictional five-9s availability figures that they then pass along to 
their customers as fact. 

In discussing this topic it is important to clarify a couple of terms. Quite a few professionals use 
the terms “reliability” and “availability” as if they mean the same thing. But they are not the same. 
Reliability is about how long something lasts before it breaks. Availability is about how to keep 
running even if something does break. Five-9s of availability is very difficult to achieve. And it is not 
just a matter of building hardware, but about how that hardware is deployed within the data center 
environment, which determines if “real” five-9s availability can be or has been achieved. 

For example, the industry makes a general claim that dual director-based fabrics can provide five-9s of 
availability. That might be so—but, maybe it is not. Can an end user (such as a financial institution, a 
broker, or an airline reservation system, for example) survive for very long on half the bandwidth if one 
of its two fabrics fails? Usually not. Figure 15 is a depiction of that configuration.
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Figure 15. What happens if you lose 50 percent of your bandwidth capacity?

To achieve five-9s of availability an end user must architect the hardware, the fabrics, and the bandwidth 
across those fabrics to achieve this high expectation (Guendert, Proactively Improve Performance 
With Resilient SAN Fabrics, 2013). The configuration in Figure 15 potentially provides an environment 
of five-9s of availability from a redundant fabric point of view. But each of the two deployed fabrics 
actually need to run at no more than approximately 45 percent busy, so that if a failure occurs, and 
one fabric must fail over to the remaining fabric, then that remaining fabric has the capacity to accept 
and handle the full workload for both fabrics. End users often create these fabrics so that the data flow 
across each fabric can be shifted to the other fabric without causing any issues. Yet, over time, entropy 
happens. Storage devices and CHPIDs and HBA ports are added (or removed) in an asymmetrical 
fashion, leaving more data traffic on one fabric than another. In a similar scenario, application and data 
growth occur, which drive both fabrics to run at above 45 percent utilization. If one fabric had to fail over 
to the other fabric, then—in this case—the remaining fabric would not have enough excess bandwidth 
to accept and successfully run the failed fabric’s workload.

So, the question that is not asked often enough when attempting to deploy highly available fabrics is: 
“Beyond redundant fabrics, how much bandwidth can I lose and continue to meet my end-user System 
Level Agreements (SLAs)?”

Worldwide, the most common deployment of mainframe FICON fabrics is as shown in Figure 16. Since 
a Path Group (PG) has eight links, two links (redundancy) are routed to each of four fabrics per PG. 
Since mainframe channel cards and open system HBAs contain four or fewer ports, at least redundant 
channel cards or HBAs are required to provision the eight paths shown in Figure 16, which allows users 
to deploy redundancy for HA fabrics at yet another level of their infrastructure (Guendert, Proactively 
Improve Performance With Resilient SAN Fabrics, 2013). 
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Figure 16. Eight-way pathing with four FICON fabrics.

Risk of “loss of bandwidth” is the motivator for deploying fabrics like those shown in Figure 16. In this 
case, the four fabrics limit bandwidth loss to no more than 25 percent, if a fabric were to fail and could 
not be fully recovered by the other fabrics. In this storage networking architecture, each fabric can run 
at no more than about 85 percent busy, so that if a failover occurs, the remaining fabrics have the 
capacity to accept and handle the full workload without overutilization on any of the remaining fabrics. 
Even with entropy, it would take a tremendous amount of growth to overwhelm the total availability and 
bandwidth capabilities of this deployment.

There are end users, however, where even the deployment of fabrics as shown in Figure 16 is just not 
adequate to meet their requirements for five-9s of availability. These users need to minimize their risk 
of losing bandwidth to the maximum extent possible. So, doubling the size of what is shown in Figure 
16 would limit the maximum risk of bandwidth loss to just 12.5 percent. That configuration is shown 
in Figure 17. This is a configuration that is deployed especially in the financial sector, where millions of 
dollars might be at stake for each minute that work completion is delayed.
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Figure 17. Eight-way pathing with eight FICON cascaded fabrics.

By now you understand why so many end users in mainframe environments deploy three, four, or eight 
fabrics. When a single fabric fails they then have the capacity to handle the additional workload from 
the failed fabric and continue to operate at full capability. This creates a truly five-9s environment. Note 
that availability is not just a factor of hardware. It is the ability of the customer to complete all work 
accurately, even when facing a failure of some part of the system.

General Reliability, Availability, and Deploying Five-9s Environments
Here is an example of “marketing counting,” as mentioned earlier. Consider that a company sells 
a motherboard-based switching device to a customer. If anything goes wrong on the motherboard, 
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it is a dead device. Over time there are big and little failures of those worldwide deployed devices. 
Occasionally a bad device is sent back to the vendor to be replaced, but most of the time, the device 
is thrown away after a failure and a new device is purchased. And, of course, some of the faults occur 
on power supplies, power cords, SFPs, or even fans, which are just replaced onsite. If that vendor 
calculates availability using this equation: 

Defective devices returned to vendor / Total devices shipped by vendor = Availability

then the vendor is marketing counting for availability. What about the failed devices that were never 
returned? What about the power supplies and fans, and so on, that failed in the field and were replaced 
but not shipped back to the vendor? None of those items are likely to be counted into the availability 
numbers.

Table 1 describes various levels of availability. Occasionally, you might hear a reference to achieving six-
9s of availability. When you think about that statement, it is either referring to an engineering number 
(hardware rather than fabric deployment) or is just marketing talk. A vendor really should seek to create 
six-9s capable hardware. However, six-9s of data center availability is simply not possible to deploy in 
customer environments. Customers could not even detect that there was a problem occurring in only 
32 seconds, let alone be capable of fixing the problem to achieve six-9s of availability.

Table 1. Various Levels of Availability

Calculating Percent of Availability Downtime Seconds Minutes Hours Days

Availability Downtime per year (31,536,000 seconds in a year)
Calculation: (Seconds in year %) 
Outages would cause the following max downtime

31536000

99.9999% 32 seconds 31.536

99.999% 5 minnutes, 15 seconds 315.36 5.256

99.99% 52 minutes, 36 seconds 3153.6 52.56

99.95% 4 hours, 23 minutes 15768 262.8 4.38

99.9% 8 hours, 46 minutes 31536 525.6 8.76

99.5% 1 day, 19 hours, 48 minutes 157680 2628 43.8 1.825

99% 3 days, 15 hours, 40 minutes 315360 5256 87.6 3.65

 
Five-9s director-class Fibre Channel switching devices have component redundancy built in everywhere. 

Some areas to look for when looking for a lack of redundancy (Guendert, Proactively Improve 
Performance With Resilient SAN Fabrics, 2013):

1. A single fan

2. A single fan connector (attached to the backplane, so that if it is damaged, the chassis might 
need replacement)

3. A single I/O timing clock (see below); all I/O has to be timed, and timers can get out of sync  
and go bad

4. Control and connectivity blades, which have many components that pose significant potential  
for failures

5. Poor control over I/O frame flow 

6. An active backplane (hundreds of electronic components attached to their backplanes) 
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Each switching vendor and each storage vendor selling infrastructure wants to paint the best possible 
picture of the devices they are selling to end users. Unfortunately, there is no single authority to 
determine which devices offer two-9s, three-9s, four-9s or five-9s of availability. Thus vendor marketing 
departments always emphasize the best possible characteristics of a device, including availability—
whether or not testing or proof points are available to back up these claims. 

The testing labs that are available to do switch testing also charge the switch vendors money to have 
their devices tested. The results of such testing should always be viewed with suspicion. Often when 
competitors use the same testing agency, in both cases that agency provides a glowing report about 
that switch vendor’s equipment. The vendor can even tell the test agency which tests to run and 
which tests to avoid. After all, the switch vendor is paying for the testing. For the consumer, the test 
results cannot be relied upon, because the vendor versus vendor results are like comparing apples to 
oranges instead of providing accurate and complete answers. An end user must look deeper into the 
engineering and manufacturing of a device in order to get a sense of that device’s capability to deliver 
five-9s of availability to a data center. 

Reliability can be measured as the amount of time a device or component runs before something 
breaks. Availability is about how to keep running even if something does break. Those concepts seem 
simple enough. You might assume that switch vendors perform all of the correct engineering and use 
all of the proper manufacturing processes so that they create a climate of reliability and availability 
within their product set. But that has not always been true. The storage network, which is the “piece 
in the middle,” is crucial to HA environments. It is important for end users to understand first, how 
to design their storage network for “five 9s” HA if required and next, what to look for in the switching 
device’s engineering and design to ensure that HA requirements are being met.

CHAPTER SUMMARY
This chapter discussed topology considerations for FICON SANs. It introduced the three primary 
topologies for FICON: DAS, single-switch, and cascaded switched FICON. Cascaded FICON was 
explained in greater detail, because it is the most commonly implemented topology. The second section 
in the chapter featured a detailed discussion on the advantages to using a switched FICON architecture 
for your topology. Next, the chapter discussed considerations for choosing to deploy 8 Gbps or 16 Gbps 
FICON switching technologies. The chapter concluded with a detailed look at RAS and creating FICON 
fabrics at five-9s of availability.
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Protocol Intermix Mode (PIM) is a strategy based 
on sound technical principles, that can enable 
considerable cost savings by organizations. This chapter 
will explore those technical principles and  
the cost savings they enable.

Protocol Intermix Mode 
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INTRODUCTION
Protocol Intermix Mode (PIM) is a feature supported by IBM on zSeries processors, which allows IBM 
Fibre Connection (FICON) and open systems Fibre Channel Protocol (FCP) traffic to coexist on the 
same physical storage network. Over the past decade, Fibre Channel (FC) has become the dominant 
protocol for connecting servers to storage. It was designed to be a robust, highly reliable, and high-
performance foundation layer that can support a framework for both channel- and network-oriented 
upper layers. FC has resulted in an ideal architecture for delivering mass connectivity. End users are 
able to combine mainframe FICON storage networks and open systems FC Storage Area Networks 
(SANs) onto an enterprise-wide storage network or systems area network since early 2003, when IBM 
initially announced zSeries support for what is known as FICON/FCP Intermix or PIM. (These two terms 
are used interchangeably in the industry, and they refer to the same feature. That’s why both terms are 
used in this book without differentiating between them.) From early 2000, continuing through today, IBM 
has been one of the biggest supporters of Linux in the IT industry, specifically Linux on the mainframe. 
Linux on System z has been the biggest driver of FICON/FCP Intermix during this same time.

Although FICON/FCP Intermix has been approved by IBM and FICON director vendors, many end users, 
particularly large enterprises, have been hesitant to try Intermix, for several reasons. These reasons 
include security and management concerns, internal politics, and perhaps a lack of understanding of 
how FICON/FCP Intermix really works. However, considering the cost reductions achieved by FICON/
FCP Intermix and access to the latest advances in technology—such as the IBM zEnterprise System 
(z196 and z114), the IBM zEnterprise BladeCenter® Extension (zBX), and N_Port ID Virtualization 
(NPIV)—FICON/FCP Intermix offers a clear advantage for SAN and server network design. This chapter 
discusses the mixing of FICON and FCP devices in the same SAN. It focuses on end-user issues and 
the fabric elements to consider when evaluating a FICON/FCP Intermix solution.

(Note: In this chapter, the term “switch” is used in phrases such as “Fibre Channel switch” to refer to a 
switch, director, or backbone platform.)

UNDERSTANDING INTERMIX CONCEPTS
When the storage networking industry discusses FICON/FCP Intermix, the topic discussed is Intermix 
at the connectivity layer, that is, on the same directors, switches, and fiber cable infrastructure. What is 
not typically discussed is mixing open systems and mainframe disk storage on the same Direct Access 
Storage Device (DASD) array. This is a relatively new subject area that is beyond the scope of this chapter.

In open systems environments, FCP is the upper-layer protocol for transporting Small Computer 
Systems Interface version 3 (SCSI-3) over Fibre Channel transports. IBM introduced FICON in 1998 to 
replace the aging Enterprise Systems Connection (ESCON) architecture. Like FCP, FICON is an upper-
layer protocol that uses the lower layers of Fibre Channel (FC-0 to FC-3). This common FC transport is 
what enables mainframes and open systems to share a common network and I/O infrastructure, hence 
the term “Intermix.”

Mixing FC-4 protocols in the same fabric has been discussed since the advent of the Fibre Channel 
architecture. There are several key concepts to understand when considering FICON/FCP Intermix.

• The FC-4 type of FC frame is an element of the payload; it is not part of the routing algorithms. 
Therefore, Fibre Channel can function as protocol-agnostic, which allows it to be an ideal common 
transport technology.

• FICON was the first major FC-4 type other than FCP (which is the SCSI transport protocol in Fibre 
Channel) to be released in the storage market.

• Other standards-defined FC-4 types include IP, IPI (Intelligent Peripheral Interface), and HIPPI  
(High-Performance Parallel Interface). Of these defined types, FCP is the most widely used at 
present, with FICON being a close second.
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Figure 1. Fibre Channel Protocol Stack

As shown in Figure 1, the open systems SAN Fibre Channel Protocol (FC-SCSI-3) and FICON (FC-
SB2/3/4) are merely different upper-level protocols in the overall FC structure; the difference 
between the two is at the FC-4 layer (data payload packet). Essentially, an end user’s open systems 
SAN platforms and FICON platforms are identical hardware. However, FICON platforms are typically 
purchased with a software feature known as Control Unit Port (CUP). The CUP code provides 
administrators with the capability to manage the FICON directors in-band, using the same host 
management tools as you use with ESCON.

WHY INTERMIX FICON AND FCP?
Why would you want to intermix both open systems SAN and FICON traffic on the same common 
storage network? Traditionally, the two environments have not shared system or staff resources, which 
often operate within completely different cultures. While the concept of PIM may not currently be the 
implementation strategy for all data centers, the idea is becoming more appealing to many end users. 
There are five primary reasons to consider moving to an Intermix environment:

First, even though native FICON has been available since 2001, many end users still have not migrated 
to FICON. Data from IBM indicated that prior to the General Availability (GA) of the zEC12 in the second 
half of 2012, new zSeries processors leaving the factory shipped with significant numbers of ESCON 
channels per machine. In fact, until IBM released their recent ESCON statements of direction, new 
processors often had more ESCON channels than FICON channels. On July 12, 2011, IBM made 
several important new mainframe-related announcements, including this statement of direction:  
“The IBM zEnterprise 196 (z196) and the IBM zEnterprise 114 (z114) are the last System z servers to 
support ESCON channels: IBM plans not to offer ESCON channels as an orderable feature on System z 
servers that follow the z196 (machine type 2817) and z114 (machine type 2818). In addition, ESCON 
channels cannot be carried forward on an upgrade to such follow-on servers. This plan applies to 
Channel Path Identifier (CHPID) types CNC, CTC, CVC, and CBY and to features 2323 and 2324.  
System z customers should continue to eliminate ESCON channels from the mainframe wherever 
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possible. Alternate solutions are available for connectivity to ESCON devices.”  The announcement and 
GA of the zEC12 in late 2012 confirmed these statements of direction.

Remaining ESCON users are migrating to FICON. Many users who purchase mainframes with ESCON 
already have a well-established open systems SAN that has delivered reliable, high-performance 
connectivity for several years. Such fabrics, particularly the larger installations, often have available 
ports on their SAN directors and switches. By considering PIM as a viable option in ESCON-to-FICON 
migration plans, users might consider a short-term allocation of some unused ports for testing FICON, 
or even for completing the initial phases of a FICON migration. This may help organizations make 
their internal technical and financial justifications for a larger FICON migration and allow them to delay 
purchase of a separate FICON infrastructure—that is, if they choose not to pursue the PIM option for 
the production FICON environment.

Second, it makes good sense to use PIM in specialized non-production environments that require 
flexibility and resource sharing. Examples are quality assurance, testing, and development, and even 
dedicated disaster recovery data center environments. Many FICON users with newer DASD arrays who 
use FCP for replication and mirroring are already running in PIM.

Third, the most important reason users move to a PIM environment is to reduce Total Cost of 
Ownership (TCO). The consolidation of both switching infrastructure and cabling plants when running 
a PIM environment can significantly reduce TCO. The latest generation of Brocade® high-port-count 
directors, the Gen 5 Brocade DCX® 8510 Switch and Gen 4 DCX Backbone family, are designed with 
non-blocking architectures and full throughput to all ports, even when the port count is fully populated. 
Very large IT organizations with separate open systems and FICON storage networks have installations 
that are large enough to fully utilize their switching hardware, even when running distinct, segregated 
storage networks. However, many smaller organizations also run distinct, segregated storage networks 
to keep the open systems SAN separate from the FICON/mainframe environment. Sometimes these 
organizations do not fully utilize their switching hardware; they often have directors or switches with 
many available ports. Sometimes, up to 50 percent of the director or switch is reserved for “planned 
growth.” In this type of environment, enterprises can realize significant savings by consolidating the 
underutilized directors onto a common SAN operating in PIM. This results in fewer “serial numbers” on 
the floor, which in turn leads to lower costs for maintenance, electrical, cooling, and other operations. 
PIM also allows an organization to have one common cable plant/fiber infrastructure, allowing for 
further reductions in management and operational costs.

Fourth, IBM has been one of the biggest proponents of Linux for the past five years—specifically, of 
consolidation of open systems servers, particularly Wintel servers, onto zLinux partitions. This trend 
did not really start until the release of the System z9, when NPIV was announced. The trend continued 
with the System z10, the zEnterprise 196 (z196), and the zEnterprise 114 (z114), and it is likely 
to accelerate with the new zEnterprise zEC12. The significant enhancements in performance and 
operational cost savings offered by the ZEC12, z196, and z114 are part of a very compelling zLinux 
consolidation story. IBM published the results of an internal project in which approximately 3900 open 
systems servers were consolidated onto mainframes, and the projected TCO savings was 80 percent 
over five years.

Fifth, the zEnterprise BladeCenter Extension (zBX) is an infrastructure component of zEnterprise that 
houses and supports select IBM BladeCenter blade servers and workload optimizers. It is prebuilt for 
integration with the System zEC12, z196, and/or z114. The zBX, when used in conjunction with the 
zEnterprise Unified Resource Manager (zManager), extends the System z quality of service and robust 
management capabilities to POWER7 (running AIX) and x86 (running Linux) compute elements in the 
zBX. With their April 12, 2011 Hardware Announcement (US Hardware Announcement 111-078), IBM 
announced a statement of direction to support Windows on the zBX: “In the fourth quarter of 2011, 
IBM intends to offer select IBM System x blades running Microsoft Windows in the IBM zEnterprise 
BladeCenter Extension Model 002.”  IBM made this capability GA in Q4 2011. End users now and in 
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the future will be able to take even greater advantage of the server consolidation possibilities inherent 
in the zEnterprise System by also consolidating their I/O infrastructure via implementing PIM for their 
storage network.

CUSTOMER INTERMIX SOLUTIONS
Here are some representative scenarios in which customers might use PIM:

• Small FICON and open systems environments with a common storage network

• z/OS servers accessing remote FICON storage via FICON cascading

• Linux on a zSeries mainframe running z/OS, using FICON to access local storage

• Hardware-based remote DASD mirroring between two locations using FCP as a transport, for example, 
the IBM Metro Mirror Peer-to-Peer Remote Copy (PPRC)

• A zSeries processor that accesses storage via FICON and storage devices via FCP to perform remote 
mirroring between devices (instead of ESCON)

• Open systems servers accessing storage on the same storage network using FCP

• Linux on the zSeries located at either of two sites, using FCP to access storage

• One mainframe zEnterprise System (z196 or z114) running all of these: z/OS workloads (such 
as DB2) with FICON-attached storage, Linux under System z/VM accessing SCSI storage via FCP 
channels, and IBM BladeCenter blade servers in the zBX running AIX, Linux, and Windows connected 
to the storage network.

INTEGRATING SYSTEM Z HOSTS AND OPEN SYSTEMS
You should take into account some important technical considerations when deciding whether to 
implement PIM. Some of these design considerations include fabric management techniques such as 
zoning, partitioning, and binding, among others.

Integrating System z Hosts and Standalone Open Systems Servers
The primary technical consideration when mixing FCP and FICON arises from the management 
differences between the two protocols. Therefore, when you consider a PIM environment, first 
consider the management techniques used in each protocol and the management requirements of 
the target environment.

The primary management difference between the two protocols is the mechanism for controlling 
device communication. Because FCP and FICON are both FC-4 protocols, they do not affect the actual 
switching of frames. Therefore, the management differences between the two protocols are not 
relevant, unless you want to control the scope of the switching through zoning or connectivity control. 
For example, FCP devices use name server zoning as a way to provide fabric-wide connection control. 
FICON devices use the Prohibit Dynamic Connectivity Mask (PDCM, explained in the next section) to 
provide switch-wide connection control.

FICON Connectivity
FICON communications are address-centric and definition-oriented, and they use host assignment to 
determine device communication. The server-to-storage configuration is defined using a host-based 
program and is stored in the channel drivers. Additional connectivity control is managed at the switch level 
by configuring (via the PDCM) which port addresses are allowed to form connections with each other. 

Initially, the FICON architecture was limited to single-switch (domain) environments. Due to the single-
byte addressing scheme limitations it inherited from ESCON, the original FICON architecture limited 
configurations to single domains. At that time, FICON-compliant directors did not form Expansion Ports 
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(E_Ports, that is, Inter-Switch Links, or ISLs) with other switches. If two directors were connected, 
the FICON Management Server in the director reported this condition as an invalid attachment and 
prevented the port from coming online. The z/900, z/OS, and accompanying 64-bit architecture 
announced in mid-2000 allowed for 2-byte addressing. Subsequently, FICON cascading was qualified 
by IBM and Brocade to provide one-hop configurations between the channel and control units, via ISLs 
between two switches or directors. Although FICON cascading relieves the single domain restriction,  
the end user must decide whether or not to exploit FICON cascading functionality.

The FICON architecture communicates port-to-port connectivity via the PDCM that is associated with the 
port address. The PDCM is a vector-defined addressing system that establishes which addresses are 
allowed to communicate with each other. The FICON switch is required to support hardware enforcement 
of the connectivity control; therefore, the control must be programmed into the port hardware and must 
apply to all connections. In PIM environments, this creates the potential for the connectivity information  
to be more restrictive than the zoning information used by open systems devices.

It is also important to understand the implications of FICON port addressing versus port numbering 
in FCP. Like ESCON, FICON abstracts the concept of the port by creating an object known as the port 
address. All of the configuration attributes associated with a port are attached to its port address. 
A subsequent association is then made between the port address and the port number. The port 
addressing concept facilitates the ability to perform FICON port swaps for maintenance operations, 
without the need to regenerate the host configuration. The port address abstraction is not a concept  
in the FC architecture, therefore it is foreign to FCP.

FCP Connectivity
In contrast, FCP communications are name-centric, discovery-oriented, and fabric-assigned, and they 
use the Fibre Channel Name Server to determine device communication. FCP connectivity is device-
centric and defined in the fabric using the World Wide Port Names (WWPNs) of the devices that are 
allowed to communicate. When an FCP device attaches to the fabric, it queries the Fibre Channel 
Name Server for the list of devices with which it is allowed to form a connection (that is, the zoning 
information). FICON devices do not query the Fibre Channel Name Server for accessible devices, 
because the allowable port/device relationships have been previously defined using the host-based 
program: IOCP (Input/Output Configuration Program) or HCD (Hardware Configuration Definition). 
Hence, the zoning and name server information does not need to be retrieved for FICON. In addition, 
FCP configurations support multiple switch environments (fabrics) and allow as many as seven hops 
between source (server) and target (storage). FCP port-to-port connectivity has traditionally been 
enforced via zoning, although other techniques that are complementary to zoning—such as port, switch, 
and fabric binding—have been introduced. Binding helps alleviate security concerns experienced in PIM 
installations, because with FCP, any device in the fabric can access the ANSI standard FC management 
server by logging into the fabric.

INTEGRATING SYSTEM Z HOSTS USING Z/OS LINUX ON SYSTEM Z
In addition to the management-centric considerations discussed above, there are additional issues to 
consider when installing PIM with z/OS and zLinux. You need to consider some basic capabilities of the 
z/VM and/or zLinux operating systems, as well as specifics of using FICON channel cards with Linux 
and NPIV.

The IBM zEnterprise System, like its predecessors, inherits sophisticated virtualization capabilities. 
Virtualization brings finer control to powerful systems that can be logically divided into multiple 
simultaneously running processes. System z provides a hypervisor function, which enables the hosting 
of multiple Logical Partitions (LPARs), in which operating system (OS) images can run independently. 
In addition, z/VM can run as a second-level hypervisor in one or more of these LPARs, thereby creating 
virtual machines (VMs) in which additional OS images can be run within an LPAR.  These significant 
virtualization capabilities allow concurrent execution of a large number of OS images on a single 
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System z CEC (Central Electronics Complex). This virtualization achieves its most significant economic 
benefit by sharing and making optimum use of I/O resources.

An IBM zEnterprise System running z/VM and up to 60 LPARs needs a storage network that, for one 
thing, can effectively handle this computing power. In addition, the network should share the I/O 
resources in a controlled, secure manner. Predecessors of the IBM zEnterprise System pioneered 
server virtualization, including the sharing of data storage subsystems among the virtual servers of a 
host computer, using the channel-sharing capabilities of FICON channels in FC fabrics. This sharing of 
industry-standard SCSI devices among virtual servers using FCP in SANs, however, has historically been 
problematic, due to the traditional single-user design and the need to reserve resources for use by 
particular OS images. Enterprise-class systems, which often host multiple OS images, require each OS 
image that uses SCSI-FCP protocols to have the presence of an unshared Node Port (N_Port) in a Host 
Bus Adapter (HBA), in order to be uniquely identified by an N_Port ID.

To apply the power of server virtualization to such an environment, recent IBM mainframes (such 
as the IBM Systems zEC12, z196, z114, z10, and z9) implement an FC standard called NPIV, which 
enables the sharing of host adapters in these IBM mainframes and FC fabrics. With NPIV, a host 
FC adapter is shared in such a way that each virtual adapter is assigned to a virtual server and is 
separately identifiable in the fabric. Connectivity and access privileges in the fabric are controlled 
via the identification of each virtual adapter. The Systems zEC12, z196, z114, z10, and z9 use 
NPIV and FC virtual switches in virtual fabrics to support Linux on System z. Storage networks are 
now expanding into virtual realms, which have been widely accepted in mainframe environments for 
decades. Mainframes have housed many virtual processes to increase performance, manageability, 
and utilization. The same transformation is occurring in storage networks on two levels. First, NPIV 
lets Linux images on System z servers access open systems storage. This storage usually costs much 
less than the high-end DASD associated with mainframes. Secondly, virtual fabric technology lets the 
storage network create multiple FC virtual switches using the same physical hardware.

Many open systems servers have appeared in the data center to fulfill different business application 
requirements. Every time a department finds a new application, servers are acquired that require 
new switching, storage, cabling, and management. These open systems servers introduce additional 
administrative overhead such as maintenance, procurement, and inventory costs. The acquisition of 
a few servers at a time over several years can result in racks and racks of servers, many of which 
are underutilized. However, instead of acquiring new hardware for new or overloaded applications, you 
can replace these open systems servers with virtual Linux on System z servers. These virtual servers 
can be up and running quickly, instead of it taking days or weeks to acquire and install physical open 
systems servers. Implementing Linux on System z servers means that world-class computing resources 
can now take advantage of low-cost open systems storage, further reducing costs. In addition, System z 
servers running Linux scale predictably and quickly and offer benefits such as consistent, homogeneous 
resource management. 

FCP Channels on the Mainframe
The IBM System z FICON Express2, FICON Express4, FICON Express8, and FICON Express8S channel 
cards provide support for FC and SCSI devices in Linux environments. The I/O component that 
accesses a SAN using the SCSI-FCP protocol is called an FCP channel. An FCP channel provides the 
same FC adapter functionality as is typically provided by Peripheral Component Interconnect (PCI)-based 
HBAs on other platforms. FCP channels also contain hardware and firmware to support protocol offload, 
enhanced Reliability, Availability, and Serviceability (RAS), and—most importantly—shared access by 
multiple OS images running in various LPARs, VMs, or both on the mainframe. The FCP channel feature 
is available with all FICON Express adapters: FICON Express, FICON Express2, FICON Express4, FICON 
Express8, and FICON Express8S.

These channel cards provide either FICON or FCP channel functionality, depending on the firmware and 
microcode with which they are loaded. The channel card itself features local memory, a high-speed 
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Direct Memory Access (DMA) engine used for accessing system memory, an FC HBA chipset, and a pair 
of cross-checked PowerPC processors. 

The firmware itself comprises five major components:

• A device driver that interfaces directly with the FC HBA chipset to drive the FC link

• A real-time OS kernel that provides the basic system infrastructure

• A layer that is unique to the SCSI protocol for providing the programming interface to the host device 
drivers for SCSI devices

• A channel and control unit component that provides the interface to the z/Architecture I/O 
subsystem, which in turn provides I/O and other operations used in controlling the configuration

• A Queued Direct I/O (QDIO) component for providing the primary transport mechanism for all FC traffic

FCP support on today’s mainframes allows Linux running on the host to access industry-standard 
SCSI storage devices. For disk applications, these FCP storage devices utilize Fixed Block Architecture 
(FBA) 512-byte sectors, rather than the Extended Count Key Data (ECKD) format. The SCSI and FCP 
controllers and devices can be accessed by Linux on the System z as long as the appropriate I/O driver 
support is present. There are currently two supported methods of running Linux on System z: natively in 
a logical partition or as a guest operating system under z/VM (version 4 release 3 and later releases).

The FCP I/O architecture used by System z and zSeries mainframes fully complies with the Fibre 
Channel Standards specified by the International Committee of Information Technology Standards 
(INCITS). To review: FCP is an upper-layer FC mapping of SCSI on a common stack of FC physical and 
logical communications layers. FC-FCP and SCSI are supported by a wide range of controllers and 
devices, which complement the storage attachment capability through FICON and ESCON channels.

The QDIO architecture is used by FICON channels in FCP mode to communicate with the operating 
system. This architecture is derived from the same QDIO architecture that is defined for IBM 
HiperSockets communications and for OSA¬-Express channels (which are covered in another chapter). 
Rather than using control devices, FCP channels use data devices that represent QDIO queue pairs, 
which consist of a request queue and a response queue. Each of these queue pairs represents a 
communications path between the FCP channel and the operating system. An operating system can 
send FCP requests to the FCP channel via the request queue, and the response queue can be used 
by the FCP channel for passing completion indications and unsolicited status indications back to the 
operating system.

The FCP channel type still needs to be defined using HCD/IOCP, as do the QDIO data devices. However, 
there is no requirement for defining the FC storage devices or switches. All of these devices are 
configured on an operating system level using the parameters outlined in the industry-standard FC 
architecture. They are addressed using World Wide Names (WWNs), FC Identifiers (FCIDs), and Logical 
Unit Numbers (LUNs).  After the addresses are configured on the operating system, they are passed to 
the FCP channel, along with the corresponding I/O request, via a queue.

LUN Access Control and NPIV
The FCP industry-standard architecture does not exploit the security and data access control functions 
of the mainframe Multiple Image Facility (MIF). Prior to System z9 and NPIV, the z990 and z890 had a 
feature known as FCP LUN access control. LUN access control provides host-based control of access to 
storage controllers and their devices, as identified by LUNs. LUN access control also allows for read-
only sharing of FCP SCSI devices among multiple OS images. When a host channel is shared among 
multiple OS images, the access control mechanism is capable of providing for either none or all of the 
images to have access to a particular logical unit (device) or storage controller. FCP LUN access control 
provides the ability to define individual access rights to storage controller ports and devices for each 
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OS image. LUN access control can significantly reduce the number of FCP channels needed to provide 
controlled access to data on FCP SCSI devices. Without LUN access control, FCP channels prevent 
logical units from being opened by multiple Linux images at the same time. In other words, access is 
granted on a first-come, first-served basis. This prevents problems with concurrent access from Linux 
images that are sharing the same FCP channel (also sharing the same WWPN). This means that one 
Linux image can block other Linux images from accessing the data on one or more logical control 
units. If the FCP channel is used by multiple independent operating systems (under z/VM or in multiple 
LPARs), the SAN is not aware of this fact, and it cannot distinguish among the multiple independent 
users. You can partially avoid this by requiring separate FCP channels for each LPAR. However, this 
does not solve the problem with z/VM.

Another and better method to control access to devices is the implementation of NPIV. In the 
mainframe space, NPIV is unique to the System z9 and later IBM System z machines. NPIV allows each 
operating system sharing an FCP channel to be assigned a unique virtual WWPN. The virtual WWPN can 
be used for both device-level access control in a storage controller (LUN masking) and for switch-level 
access control on an FC switch (via zoning). In summary, NPIV allows a single physical FCP channel to 
be assigned multiple WWPNs and to appear as multiple channels to the external SAN environment. 
These virtualized FC N_Port IDs allow a physical FC port to appear as multiple distinct ports, providing 
separate port identification and security within the fabric for each OS image. The I/O transactions of 
each OS image are separately identified, managed, transmitted, and processed as if each OS image 
had its own unique physical N_Port.

NPIV is based on extensions made to the Fibre Channel standards that allow an HBA to perform 
multiple logins to the SAN fabric via a single physical port. The switch to which the FCP channel is 
directly connected (that is, the “entry switch”) must support multiple N_Port logins. No changes are 
required for the downstream switches, devices, or control units. The switch—and not the FCP channel—
provides the multiple WWPNs that are used for the virtualization. Therefore, NPIV is not supported 
with FCP point-to-point attachments. Rather, NPIV requires switched FCP attachment. NPIV is available 
with Linux on System z in an LPAR or as a guest of z/VM versions 4.4, 5.1, and later for SCSI disks 
accessed via dedicated subchannels and for guest IPLs. For guest use of NPIV, z/VM versions 4.4, 
5.1, 5.2, and later all provide support transparently (in other words, no Program Temporary Fix [PTF] is 
required). System z/VM 5.1 and later provide NPIV support for VM system use of SCSI disks (including 
emulated FBA minidisks for guests). System z/VM 5.1 requires a PTF to properly handle the case of an 
FC switch being unable to assign a new N_Port ID when one is requested (due to the capacity of the 
switch being exceeded).

In summary, while LPARs consume one or more FC ports, NPIV allows multiple zLinux “servers” to 
share a single FC port. The sharing allows you to maximize asset utilization, because most open 
systems applications require little I/O. While the actual data rate varies considerably for open systems 
servers, a general rule is that they consume about 10 MB/sec (megabytes per second). Fibre Channel 
has reduced the I/O latency by scaling FC speeds from 1 Gbps (gigabit per second) to 2 Gbps, to 4 
Gbps, to 8 Gbps, and now to 16 Gbps. With each Gbps of bandwidth, one FC port supplies 100 MB/
sec of throughput. A 4-Gbps link should be able to support about 40 zLinux severs, from a bandwidth 
perspective. To aggregate many zLinux servers on a single FC port, the Fibre Channel industry has 
standardized NPIV, which lets each zLinux server (on a System z machine) have its own 3-byte FC 
address, or N_Port ID. After N_Ports (servers or storage ports) have acquired an N_Port ID from logging 
into the switch, NPIV lets the port request additional N_Port IDs—one for each Linux on Systems z 
servers running z/VM version 5.1 or later. With a simple request, the switch grants a new N_Port ID and 
associates it to the Linux on System z image. The WWN uniquely identifies the Linux on System z image 
and allows for the zLinux servers to be zoned to particular storage ports.
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VIRTUAL FABRICS ENABLE PIM
Considering that a System z196 can have up to 288 FICON Express 8S (8-Gbps) ports, thousands of 
N_Port IDs can be quickly assigned to a mainframe. Managing this many ports in a single fabric can 
become cumbersome and cause interference. To isolate applications running behind different N_Ports 
attached to the same switch, the T11 Fibre Channel Interfaces technical committee (www.t11.org) has 
standardized virtual fabrics. Similar to the way the IBM zEnterprise System has multiple virtual servers, 
a physical chassis can support up to 4,095 FC switches.

FC virtual switches relieve another difficulty (as shown in Figure 2), that is, managing several distributed 
fabrics. The storage network has grown organically with different applications and the physical 
limitations of the switches. Table 1 shows the port counts for each fabric on each site. Fabrics 1 and 
2 each have 64-port directors with 28 to 48 of these ports in use. The backup fabric has only 24-port 
switches, and only a single port is available on each of these switches. While Fabrics 1 and 2 have 
a considerable number of unused ports, the switches do not have the capability to offer ports to the 
backup fabric. The usage rates of the fabrics are also relatively low, and the combinations of products, 
firmware releases, and management applications makes the distributed fabric rather complex.
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Figure 2. Dispersed Storage Network

The benefits of the consolidated approach include efficiency, reduced cost, and manageability. Figure 
3 illustrates a better solution that meets all the needs of the data center. The physical configuration 
of the data center can be consolidated on two 256-port directors, which can be divided into multiple 
virtual storage networks. These networks can be large or small, and they offer independent, 
intelligible management.

When large corporations require more than a thousand servers in their data center, the manageability 
and accountability for controlling storage networks can become unruly. Breaking the fabrics into small 
virtual fabrics increases the manageability of the storage network. Instead of coordinating a team of 
administrators to manage one large storage network, individuals each handle a manageable piece of 
the solution. The virtual nature of the new data center creates a management hierarchy for the storage 
network and enables administration to be accomplished in parallel.

A further explanation of the differences between the distributed storage network and the consolidated 
storage network illuminates the benefits of the new approach. In Figure 2, the distributed storage 
network features 58 open systems servers, consuming 58 FC ports and the corresponding cabling and 
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rack space. Each open systems server is using only a fraction of the link’s bandwidth as the speed of 
the link increases to 4 Gbps. The reliability of the variety of servers that have accumulated over time 
is significantly less than the tested reliability of the System z196. The administrative cost of adding 
and repairing servers that change every quarter leads to complexity and inefficiency. In a nutshell, the 
organic growth of the open systems servers has led to a “population” problem.

The consolidated data center in Figure 3 features a unified architecture that is adaptable and efficient. 
The System z196 supports mixed applications and is managed from either a single screen or multiple 
screens. The director has been divided up into FC virtual switches that suit the needs of each 
application and, in the future, will be able to quickly scale to almost any level. The links in Figure 3 are 
black because they can be attached to any of the virtual fabrics. The combination of more powerful 
hardware and virtual processors and switches creates a simpler architecture than the distributed 
storage network.
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Figure 3. Consolidated Storage Network

Figure 4 shows details of the virtualization techniques between the System z196 and the director. 
The mainframe applications have traditional direct links to the FC virtual switches, which connect 
the mainframe to the DASD. These links typically run at 800 MB/sec and can support high I/O per 
second (IOPS). The open systems applications are using NPIV to allow them to access the open 
systems storage. Figure 4 shows how one physical link to Virtual Fabric 1 supports eight open systems 
applications. Each open systems application has a zLinux server, WWN, and N_Port ID, all of which are 
used for management purposes. With multiple open systems applications using a single link, the usage 
rates have increased to the levels shown in Table 2. Table 2 also shows how fewer ports were used 
more efficiently in the consolidated storage network than in the distributed storage network. Even after 
several applications were added to the data center, the number of ports in the fabric decreased from 
199 to 127.

With the link speed increasing to 8 Gbps, the utilization rate has increased by more than three times, to 
an average of 61 percent from 20 percent. With virtual fabrics, the number of ports used in each fabric 
is flexible, and switch ports can be added to the fabric without the addition of another switch. Other 
virtual switches also can be present in the director, which is a configuration with a higher reliability than 
multiple small switches.
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PIM and NPIV
PIM via NPIV and virtual fabrics provides near-term solutions such as cloud computing and computing 
on demand. To support automated computing power in these environments, the processors, storage, 
and storage networking must be driven by policy-based applications. The administrator establishes the 
performance policies and enables the soft, or virtual, layers on top of the hardware to automatically 
manipulate resources to meet data center demands. PIM enables consolidation, cost savings, a 
“greener”solution, and ease of management, as illustrated in Figures 2, 3, and 4 and Tables 1 and 2.

Table 1: Distributed Storage Network Port Count and Utilization Rate

Fabric Port Count Ports Used
Link Speed 
(Gbps FC)

Average 
Throughput 
(MB/sec)

Utilization 
Rate (C/O)

Site A Switch 1 64 48 1 42 42

2 64 34 2 36 18

Backup 24 23 2 28 14

Site B Switch 1 64 43 1 25 25

2 64 28 2 36 18

Backup 24 23 2 18 9

TOTAL 199 30 20

Table 2: Consolidated Storage Network Port Count and Utilization Rate

Fabric Port Count Ports Used
Link Speed 
(Gbps FC)

Average 
Throughput 
(MB/sec)

Utilization 
Rate (C/O)

Site A Switch

256-Port 
Director

1 Up to 256 26 8 576 72

2 Up to 256 18 8 552 56

Backup Up to 256 16 8 332 41

Site B Switch

256-Port 
Director

1 Up to 256 28 8 626 78

2 Up to 256 22 8 530 66

Backup Up to 256 17 8 312 39

TOTAL 127 494 61
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CONCLUSION
The enhancements made to the IBM System z family have made FICON/FCP Intermix, or PIM, a more 
attractive, viable, and realistic option for connectivity. NPIV technology finally makes it realistic to run 
open systems and z/OS on a mainframe that connects everything onto a common storage network, 
using FICON Express channel cards. Virtual fabric technologies, coupled with the IBM zEnterprise 
System, allow for the end user to bring UNIX and Windows servers into this storage network.

Brocade has worked with IBM and other companies to help develop the T11 standards to support 
these storage networking virtualization techniques on System z9 and newer IBM mainframes, in order 
to replace multiple open systems servers with Linux on System z. NPIV lets these servers use open 
systems storage for a low-cost solution with enhanced technologies. The FC virtual switches that create 
virtual fabrics, such as those on the Brocade DCX Backbone family, offer an additional capability to 
increase manageability and enable physical switches to be more adaptable.
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INTRODUCTION
Brocade offers a full range of SAN infrastructure equipment, including switches and routers ranging 
from entry-level platforms up to enterprise-class fully modular directors. The networking capabilities 
of the platforms allow solutions with up to 10,000 ports in a single network. Brocade is the leader 
in networked storage—from the development of Fibre Channel (FC) to the current Brocade family of 
high-performance, energy-efficient SAN switches, directors, and backbones. In addition, advanced fabric 
capabilities such as distance extension and FICON Management are available from Brocade.

In the past, the speed of a switching device was used to indicate a generation of products. So, for instance, 
there were 1 Gbps, 2 Gbps, 4 Gbps, and then 8 Gbps switching devices, all of which are discussed in this 
chapter. Currently, the new 16 Gbps switching devices are referred to as “Gen 5” devices.  

The sections in this chapter introduce and briefly describe the following Gen 5 (Gbps) products from 
Brocade, as well as earlier 8 Gbps products from Brocade, all of which can be utilized with FICON. 

• Gen 5 Brocade® DCX® 8510-8 Backbone

• Gen 5 Brocade DCX 8510-4 Backbone

• Gen 5 Brocade 6510 Switch

• 8 Gbps Brocade DCX Backbone

• 8 Gbps Brocade DCX-4S Backbone

• 8 Gbps Brocade 5300 Switch

• 8 Gbps Brocade 7800 Extension Switch

• 8 Gbps  Brocade FX8-24 Extension Blade

• Gen 5 Port Blades and 8 Gbps Port Blades

All currently shipping Gen 5 and 8 Gbps FC fabric switch platforms run on Brocade Fabric OS (FOS)  
7.x or higher.

For the most up-to-date information on Brocade products, visit http://www.brocade.com/products/
index.page. Choose a product from the Switches–Fibre Channel or SAN Backbones–Fibre Channel 
category. Then scroll down to view Data Sheets, FAQs, Technical Briefs, and White Papers associated 
with that product.

This chapter provides an overview of the supported hardware products as well as an overview of the  
management software that is available through Brocade to proactively manage evolving customer 
storage networks.  

GEN 5 BROCADE 8510 BACKBONE FAMILY
Brocade DCX 8510 Backbones are the industry’s most reliable, scalable, and high-performance  
Gen 5 Fibre Channel switching infrastructure for mission-critical storage. These backbones are 
designed to increase business agility while providing non-stop access to information and reducing 
infrastructure and administrative costs.  To minimize risk and costly downtime, the platform leverages 
the proven “five-nines” (99.999%) reliability of hundreds of thousands of Brocade SAN deployments.

Networks need to evolve in order to support the growing demands of highly virtualized environments 
and private cloud architectures. Fibre Channel, the de facto standard for storage networking, is evolving 
with the data center. The Brocade DCX 8510 with Gen 5 Fibre Channel delivers a new level of scalability 
and advanced capabilities to this robust, reliable, and high-performance technology. This enables 
organizations to continue leveraging their existing IT investments as they grow their businesses. In 
addition, organizations can consolidate their SAN infrastructures to simplify management and reduce 
operating costs.
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Figure 1. The Gen 5 Brocade DCX 8510-8 (Left) and DCX 8510-4 (Right) Backbones.

Brocade DCX 8510 Backbones are available in two modular form factors. Built for large enterprise 
networks, the 14U Brocade DCX 8510-8 has eight vertical blade slots to provide up to 384 16 Gbps 
Fibre Channel ports. Built for midsize networks, the 8U Brocade DCX 8510-4 has four horizontal blade 
slots to provide up to 192 16 Gbps Fibre Channel ports. The Brocade DCX 8510 family supports 2, 4, 
8, 10, and 16 Gbps Fibre Channel, FICON, and 1/10 Gbps Fibre Channel over IP (FCIP).

Both models feature ultra-high-speed UltraScale Inter-Chassis Link (ICL) ports to connect up to three 
backbones, providing extensive scalability and flexibility at the network core without using any Fibre 
Channel ports. At the network edge, organizations can utilize Brocade 16 Gbps or 8 Gbps switches, 
Brocade 48000 Directors, or—for complete backbone-class capabilities—the Brocade DCX-4S.

Table 1. Gen 5 Brocade 8510 Backbone Family at a Glance

Feature Details

Industry-Leading 
Performance

• Performance 16 Gbps per port, full line rate performance using “cut-through”  
switching mode

• 8.2 Tbps chassis bandwidth Brocade DCX 8510-8

 – 384 ports x 16 Gbps = 6.144 Tbps

 – 32 UltraScale ICLs x 64 Gbps = 2.048 Tbps

• 4.1 Tbps chassis bandwidth Brocade DCX 8510-4

 – 192 ports x 16 Gbps = 3.072 Tbps

 – 16 UltraScale ICLs x 64 Gbps = 1.024 Tbps

• 512 Gbps bandwidth per slot

• Locally switched port latency 700 nanoseconds (ns); blade-to-blade latency is 2.1 μs

High Scalability • High-density bladed architecture

• Up to 384 (Brocade DCX 8510-8) or 192  
(Brocade DCX 8510-4) 16 Gbps Fibre Channel ports  
in a single chassis

• Up to 512 (Brocade DCX 8510-8) or 256 (Brocade DCX 8510-4) 8 Gbps Fibre Channel 
ports in a single chassis

• Up to 3840 16 Gbps Fibre Channel ports in a multichassis configuration with  
UltraScale ICL ports

• Up to 5120 8 Gbps Fibre Channel ports in a multichassis configuration with  
UltraScale ICL ports

• Full fabric architecture of 239 backbone/edge devices
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Feature Details

Energy Efficiency • Energy efficiency 0.3 watt per Gbps

• 2.5 times more energy efficient than competitive offerings

Ultra-High Availability • Designed to provide 99.999% uptime

• Passive backplane

• Hot-pluggable redundant active/passive control processor; redundant active/active core 
switching blades; redundant World Wide Name (WWN) cards;

• Hot-pluggable port blades and optics

• Hot-pluggable power supplies:

 – Two power supply modules (Brocade DCX 8510-8 supports two additional power 
modules)

• Hot-pluggable blower assembly modules

 – Brocade DCX 8510-8: Three blower  
assembly modules

 – Brocade DCX 8510-4: Two blower assembly modules

• Non-disruptive firmware download and activation

Supported Port and 
Special-Purpose Blades

• Brocade FC16-32; FC16-48; FC8-64 (not supported for FICON); Brocade FC8-32E; FC8-
48E; FS8-18 Encryption Blade and  FX8-24/FX8-24E Extension Blades

Fabric Services And 
Applications

• Advanced Performance Monitoring (APM), including Top Talkers; Adaptive Networking 
services, including Quality of Service (QoS), ingress rate limiting, traffic isolation; 
Bottleneck Detection; Advanced Zoning; Dynamic Fabric Provisioning (DFP); Dynamic 
Path Selection (DPS); Brocade Extended Fabrics; enhanced buffer credit recovery; 
Brocade Fabric Watch; Fabric Device Management Interface (FDMI); Frame Redirection; 
Frame-Based Trunking; Fabric Shortest Path First (FSPF); Integrated Routing; IP 
over Fibre Channel (IPoFC); Brocade ISL Trunking; Management Server; N_Port ID 
Virtualization (NPIV); Network Time Protocol (NTP) v3; Port Fencing; Registered State 
Change Notification (RSCN); Reliable Commit Service (RCS); Brocade Server Application 
Optimization (SAO); Simple Name Server (SNS); Virtual Fabrics (Logical Switch, Logical 
Fabric)

Extension • Supports Dense Wavelength Division Multiplexing (DWDM), Coarse Wavelength-Division 
Multiplexing (CWDM), and FC-SONET devices; Fibre Channel, in-flight compression 
(Brocade LZO) and encryption (AES-GCM-256), buffer credit recovery; FCIP, Adaptive Rate 
Limiting (ARL), data compression, Fast Write, read/write Tape Pipelining

FICON • FICON cascading (Brocade FOS: Brocade DCX 8510-8, DCX 8510-4); support for lossless 
Dynamic Load Sharing (DLS); FICON CUP; Advanced Accelerator for FICON (FICON Global 
Mirror and XRC emulation and read/write Tape Pipelining). 

Intelligent Management 
and Monitoring

• Full utilization of the Brocade FOS embedded operating system

• Flexibility to utilize a Command Line Interface (CLI), Brocade Network Advisor, Brocade 
Advanced Web Tools, and Brocade Advanced Performance Monitoring

• Integration with third-party management tools

GEN 5 BROCADE 6510 EDGE SWITCH
The Brocade 6510 is a flexible, easy-to-use Enterprise-Class SAN switch that meets the demands of 
hyper-scale storage environments by delivering market-leading Gen 5 Fibre Channel technology and 
capabilities that support high-demand environments. Designed to enable maximum flexibility and 
reliability, the Brocade 6510 is a high-performance, enterprise-class switch configurable in 24, 36, or 
48 ports (using Ports On Demand licenses). The ports can be configured as E, F, M, D, or EX ports and 
support 2, 4, 8, 10, or 16 Gbps speeds in an efficiently designed 1U package.
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A simplified deployment process and a point-and-click user interface make the Brocade 6510 both 
powerful and easy to use. The Brocade 6510 offers low-cost access to industry-leading SAN technology 
while providing “pay-as-you-grow” scalability to meet the needs of an evolving storage environment. 

Figure 2. Gen 5 Brocade 6510 Edge Switch.

To accelerate fabric deployment, ClearLink Diagnostic Ports (D_Ports) are available. This is a new port 
type that enables administrators to quickly identify and isolate optics and cable problems, reducing 
fabric deployment and diagnostic times. Organizations also can use ClearLink Diagnostics to run a 
variety of tests through Brocade Network Advisor or the CLI to test ports, small form-factor pluggables 
(SFPs), and cables for faults, latency, and distance.

The Brocade 6510 enables secure metro extension with 10 Gbps DWDM link support, as well as in-flight 
encryption and data compression over ISLs. Organizations can have up to four ports at 8 Gbps and up to 
two at 16 Gbps of in-flight encryption and data compression per Brocade 6510. The switch also features 
on-board data security and acceleration, minimizing the need for separate acceleration appliances to 
support distance extension. Internal fault-tolerant and enterprise-class Registration, Admission, and 
Status (RAS) features help minimize downtime to support mission-critical cloud environments.

The Gen 5 Brocade 6510 with Fabric Vision technology, an extension of Brocade Gen 5 Fibre Channel, 
introduces a breakthrough hardware and software technology that maximizes uptime, simplifies SAN 
management, and provides unprecedented visibility and insight across the storage network. Offering 
innovative diagnostic, monitoring, and management capabilities, this technology helps administrators 
avoid problems, maximize application performance, and reduce operational costs.

Table 2. Gen 5 Brocade 6510 Edge Switch Additional Features

Feature Details

Performance • 16 Gbps per port, full line rate performance using “cut-through” switching mode

• Locally switched port latency 700 ns

Aggregate Bandwidth • 768 Gbps end-to-end full duplex

High Availability • Dual, hot swappable redundant power supplies with integrated system cooling fans

• Non-disruptive firmware download and activation

Fabric Services and 
Applications

• APM, including Top Talkers; Adaptive Networking services, including QoS, ingress rate 
limiting, traffic isolation; Bottleneck Detection; Advanced Zoning; DFP; DPS; Brocade 
Extended Fabrics; enhanced buffer credit recovery; Brocade Fabric Watch; FDMI; Frame 
Redirection; Frame-based Trunking; FSPF; Integrated Routing; IPoFC; Brocade ISL 
Trunking; Management Server; NPIV; NTP v3; Port Fencing; RSCN; RCS; Brocade SAO; 
SNS; Virtual Fabrics (Logical Switch, Logical Fabric)

Extension • Fibre Channel, in-flight compression (Brocade LZO) and encryption (AES-GCM-256); 
integrated optional 10 Gbps Fibre Channel for DWDM MAN connectivity 

FICON • Support for lossless DLS; FICON CUP; Advanced Accelerator for FICON (FICON Global 
Mirror and XRC emulation and read/write Tape Pipelining)
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Feature Details

Intelligent Management 
and Monitoring

• Full utilization of the Brocade FOS embedded operating system

• Flexibility to utilize a CLI, Brocade Network Advisor, Brocade Advanced Web Tools,  
and Brocade Advanced Performance Monitoring 

• Integration with third-party management tools

BROCADE DCX BACKBONES
Brocade DCX Backbones are highly robust network switching platforms that combine breakthrough 
performance, scalability, and energy efficiency with long-term investment protection. Supporting open 
system and System z environments, Brocade DCX Backbones are designed to address the data growth 
and application demands of evolving enterprise data centers; enable server, SAN, and data center 
consolidation; and reduce infrastructure and administrative costs. Like its successor, the Gen 5 Brocade 
8510 Backbone family, the platform has the proven “five-nines” (99.999%) reliability of hundreds of 
thousands of Brocade SAN deployments.

    
Figure 3. 8 Gbps Brocade DCX Backbone (Left) and Brocade DCX-4S Backbone (Right).

Brocade DCX Backbones are available in two modular form factors. Built for large enterprise networks, 
the 14U Brocade DCX has eight vertical blade slots to provide up to 512 Fibre Channel ports using  
4 Gbps or 8 Gbps SFPs branded by Brocade. Built for midsize networks, the 8U Brocade DCX-4S has 
four horizontal blade slots that provide up to 256 Fibre Channel ports.  

Table 3. 8 Gbps Brocade DCX Family at a Glance

Feature Details

Performance • Performance 8 Gbps per port, full line rate performance using “cut-through”  
switching mode

• 4.6 Tbps chassis bandwidth (Brocade DCX)

 – 512 ports x 8 Gbps = 4.096 Tbps

 – 4 UltraScale ICLs x 128 Gbps = 0.512 Tbps

• 2.3 Tbps chassis bandwidth (Brocade DCX-4S)

 – 256 ports x 8 Gbps = 2.048 Tbps

 – 4 UltraScale ICLs x 64 Gbps = 0.256 Tbps

• 256 Gbps bandwidth per slot

• Locally switched port latency 700 ns; blade-to-blade latency is 2.1 μs



BROCADE MAINFRAME CONNECTIVITY SOLUTIONS 84

PART 2 CHAPTER 4: BROCADE FICON SOLUTIONS 

Feature Details

Scalability • High-density, bladed architecture

• Up to 512 (Brocade DCX) or 256 (Brocade DCX-4S)  
8 Gbps Fibre Channel ports in a single chassis

• Up to 1024 (Brocade DCX) or 512 (Brocade DCX-4S)  
8 Gbps Fibre Channel ports in a dual-chassis configuration with UltraScale ICL ports

• Up to 1536 (Brocade DCX) or 768 8 Gbps Fibre Channel ports in a three-chassis 
configuration with UltraScale  
ICL ports

• Full fabric architecture of 239 backbone/edge devices

High Availability • Designed to provide 99.999% uptime

• Passive backplane; Hot-pluggable redundant active/passive control processor; redundant 
active/active core switching blades; redundant WWN cards 

• Hot-pluggable port blades and optics

• Hot-pluggable power supplies:

 – Two power supply modules (Brocade 8510-8 supports two additional power modules)

• Hot-pluggable blower assembly modules

 – Brocade DCX: Three blower assembly modules  
(two required for operation)

 – Brocade DCX-4S: Two blower assembly modules  
(one required for operation)

• Non-disruptive firmware download and activation

Supported Port and 
Special-Purpose Blades

• Brocade FC8-16; FC8-32; FC8-48; FC8-64 (not supported for FICON);  FX8-24 Extension 
Blades; FS8-18 Encryption Blade and  FCoE10-24 FC over Ethernet Blade.

Fabric Services  
and Applications

• APM, including Top Talkers; Adaptive Networking services, including QoS, ingress rate 
limiting, traffic isolation; Bottleneck Detection; Advanced Zoning; DFP; DPS; Brocade 
Extended Fabrics; enhanced buffer credit recovery; Brocade Fabric Watch; FDMI; Frame 
Redirection; Frame-based Trunking; FSPF; Integrated Routing; IPoFC; Brocade ISL 
Trunking; Management Server; NPIV; NTP v3; Port Fencing; RSCN; RCS; Brocade SAO; 
SNS; Virtual Fabrics (Logical Switch, Logical Fabric)

Extension • Supports DWDM, CWDM, and FC-SONET devices; FCIP, data compression, Fast Write, 
read/write Tape Pipelining.

FICON • FICON cascading (Brocade FOS: Brocade DCX, DCX-4S; Brocade M-Enterprise OS 
[M-EOS]: Brocade DCX only); support for lossless DLS with port-based and exchange-
based routing; FICON CUP; Advanced Accelerator for FICON (FICON Global Mirror and XRC 
emulation and read/write Tape Pipelining). The FC8-64 blade does not support FICON.

Intelligent Management 
and Monitoring

• Full utilization of the Brocade FOS embedded  
operating system

• Flexibility to utilize a CLI, Brocade Network Advisor, Brocade Advanced Web Tools,  
and Brocade Advanced Performance Monitoring

• Integration with third-party management tools
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BROCADE 7800 EXTENSION SWITCH
The Brocade 7800 Extension Switch helps provide network infrastructure for remote data replication, 
backup, and migration. Leveraging next-generation Fibre Channel and advanced FCIP technology, the 
Brocade 7800 provides a flexible and extensible platform to move more data faster and further than 
ever before.

The Brocade 7800 can be configured for simple point-to-point or comprehensive multisite SAN 
extension. Up to 16 x 8 Gbps Fibre Channel ports and 6 x 1 GbE ports provide unmatched Fibre 
Channel and FCIP bandwidth, port density, and throughput for maximum application performance over 
WAN links.

Figure 4. Brocade 7800 Extension Switch.

The Brocade 7800 is an ideal platform for building or expanding a high-performance SAN extension 
infrastructure. It leverages cost-effective IP WAN transport to extend open systems and mainframe disk 
and tape storage applications over distances that would otherwise be impossible, impractical, or too 
expensive with standard Fibre Channel connections. A broad range of optional advanced extension, 
FICON, and SAN fabric services are available.

• The Brocade 7800 16/6 Extension Switch is a robust platform for data centers and multisite 
environments, implementing disk and tape solutions for open systems and mainframe 
environments Organizations can optimize bandwidth and throughput through 16 x 8 Gbps FC ports 
and 6 x 1 GbE ports.

• The Brocade 7800 4/2 Extension Switch is a cost-effective option for smaller data centers and 
remote offices, implementing point-to-point disk replication for open systems. Organizations can 
optimize bandwidth and throughput through 4 x 8 Gbps FC ports and 2 x 1 GbE ports. The Brocade 
7800 4/2 can be easily upgraded to the Brocade 7800 16/6 through software licensing.

Table 4. 8 Gbps Brocade 7800 Extension Switch—Additional Features

Feature Details

Performance • 8 Gbps per FC port, full line rate performance using “cut-through” switching mode; 
supported ports E, F, M, EX, and FL

• 700 ns with no contention 

• 1 Gbps per Ethernet port

Aggregate Bandwidth • FC: 128 Gbps

• Ethernet: 6 Gbps

High Availability • Dual, hot swappable redundant power supplies 

Fabric Services  
and Applications

• Brocade Advanced Zoning, DPS, FDMI, Enhanced Group Management (EGM), Frame 
Redirection, RSCN, RCS, SNS, and Virtual Fabrics (Logical Switch). Optional fabric 
services include Brocade Adaptive Networking, Brocade Advanced Performance 
Monitoring, Brocade Fabric Watch, Brocade Integrated Routing, Brocade SAO, Brocade 
Extended Fabrics, and Brocade ISL Trunking.

Extension • Fibre Channel, in-flight compression (Brocade LZO) and encryption (AES-GCM-256); 
integrated optional 10 Gbps Fibre Channel for DWDM MAN connectivity 
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Feature Details

FICON • Support for lossless DLS; FICON CUP; Advanced Accelerator for FICON 
(FICON Global Mirror and XRC emulation and read/write Tape Pipelining)

Licensing Options • Advanced Extension: Enables FCIP Trunking and Adaptive Rate Limiting; Adaptive 
Networking: Activates Fibre Channel and FCIP QoS functionality;  Brocade 7800 Upgrade 
License: Enables all ports, additional FCIP tunnels, and open systems tape read/write 
pipelining;  FICON Management Server: Control Unit Port (CUP) enables host control of 
switches in mainframe environments;  Advanced Accelerator for FICON: Accelerates IBM 
zGM,    mainframe tapes, and z/OS host connection to Teradata systems over distance 

Intelligent Management 
and Monitoring

• Full utilization of the Brocade FOS embedded operating system

• Flexibility to utilize a CLI, Brocade Network Advisor, Brocade Advanced Web Tools,  
and Brocade Advanced Performance Monitoring

• Integration with third-party management tools

8 GBPS BROCADE FX8-24 EXTENSION BLADE
IT organizations continue to face unprecedented data growth as more platforms, applications, and 
users connect to the data center network. In turn, the storage network infrastructure must continue 
evolving to enable fast, continuous, and cost-effective access to mission-critical data from anywhere in 
the world.

To address this challenge, the Brocade FX8-24 Extension Blade, designed specifically for the Brocade 
DCX 8510 Backbone with Gen 5 Fibre Channel and for Brocade DCX Backbones, helps provide the 
fastest, most reliable, and most cost-effective network infrastructure for remote data replication, 
backup, and migration. Leveraging 12 advanced 8 Gbps Fibre Channel ports, 10 Gigabit Ethernet (GbE) 
ports, up to two optional 10 GbE ports, and FCIP technology, the Brocade FX8-24 provides a flexible and 
extensible platform to move more data faster and farther than ever before. 

 
Figure 5. 8 Gbps Brocade FX8-24 Extension Blade.

Organizations can install up to four Brocade FX8-24 blades in a Gen 5 Brocade 8510-8/8510-4 or 
an 8 Gbps DCX/DCX-4S, providing scalable Fibre Channel and FCIP bandwidth for larger enterprise 
data centers and multisite environments. Activating the optional 10 GbE ports doubles the aggregate 
bandwidth to 20 Gbps and enables additional FCIP port configurations (ten 1 GbE ports and one  
10 GbE port, or two 10 GbE ports). 
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Table 5. 8 Gbps Brocade FX8-24 Extension Blade—Additional Features

Feature Details

Performance • 12 Gbps per FC port, full line rate performance using 
“cut-through” switching mode; supported ports E, F, M, 
EX, and FL

• 700 ns with no contention

• 12 FCIP ports; ten 1 GbE and two optional 10 GbE 
ports; supported ports VE and VEX

Aggregate Bandwidth • FC: 96 Gbps

• Ethernet: 20 Gbps

High Availability • Dual, hot swappable redundant power supplies 

Fabric Services and Applications • Brocade Advanced Zoning, DPS, FDMI, EGM, Frame 
Redirection, RSCN, RCS, SNS, and Virtual Fabrics 
(Logical Switch). Optional fabric services include 
Brocade Adaptive Networking, Brocade Advanced 
Performance Monitoring, Brocade Fabric Watch, Brocade 
Integrated Routing, Brocade SAO, Brocade Extended 
Fabrics, and Brocade ISL Trunking.

Extension • Fibre Channel, in-flight compression (Brocade LZO) and 
encryption (AES-GCM-256); integrated optional 10 Gbps 
Fibre Channel for DWDM MAN connectivity 

FICON • Support for lossless DLS; FICON CUP; Advanced 
Accelerator for FICON (FICON Global Mirror and XRC 
emulation and read/write Tape Pipelining) 

Licensing Options • 10 GbE License: Enables the two 10 GbE ports 
and optional 10 GbE port configurations; Advanced 
Extension: Enables FCIP Trunking and Adaptive Rate 
Limiting; Adaptive Networking: Activates Fibre Channel 
and FCIP QoS functionality;  FICON Management Server: 
CUP enables host control of switches in mainframe 
environments; Advanced Accelerator for FICON: 
Accelerates IBM zGM, mainframe tapes, and z/OS 
connection to Teradata systems over distance 

Intelligent Management and Monitoring • Full utilization of the Brocade FOS embedded  
operating system

• Flexibility to utilize a CLI, Brocade Network Advisor, 
Brocade Advanced Web Tools, and Brocade Advanced 
Performance Monitoring

• Integration with third-party management tools 

8 GBPS BROCADE 5300 SWITCH
As the value and volume of business data continue to rise, organizations need technology solutions 
that are easy to implement and manage and that can grow and change with minimal disruption. The 
Brocade 5300 is designed to consolidate connectivity in rapidly growing mission-critical environments, 
supporting 1, 2, 4, and 8 Gbps technology in configurations of 48, 64, or 80 ports in a 2U chassis. The 
combination of density, performance, and “pay-as-you-grow” scalability increases server and storage 
utilization, while reducing complexity for virtualized servers and storage.
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Figure 6. Brocade 5300 Switch.

Used at the fabric core or at the edge of a tiered core-to-edge infrastructure, the Brocade 5300 
operates seamlessly with existing Brocade switches through native E_Port connectivity into Brocade 
FOS or M-EOS environments. The design makes the Brocade 5300 very efficient in power, cooling, and 
rack density to help enable midsize and large server and storage consolidation. The Brocade 5300 also 
includes Adaptive Networking capabilities to more efficiently manage resources in highly consolidated 
environments. It supports Fibre Channel Integrated Routing for selective device sharing and maintains 
remote fabric isolation for higher levels of scalability and fault isolation.

The Brocade 5300 utilizes ASIC technology featuring eight 8-port groups. Within these groups, an ISL 
trunk can supply up to 68 Gbps of balanced data throughput. In addition to reducing congestion and 
increasing bandwidth, enhanced Brocade ISL Trunking utilizes ISLs more efficiently to preserve the 
number of usable switch ports. The density of the Brocade 5300 uniquely enables fan-out from the core 
of the data center fabric with less than half the number of switch devices to manage, as compared to 
traditional 32- or 40-port edge switches.

Table 6. 8 Gbps Brocade 5300 Edge Switch—Additional Features

Feature Details

Performance • Performance 8 Gbps per port, full line rate performance using “cut-through” switching 
mode

• Locally switched port latency 700 ns

Scalability • 48-, 64-, and 80-port configurations (16-port increments via Ports on Demand [PoD] 
licenses); E_, F_, M_, EX_, and FL_Ports

Aggregate Bandwidth • 640 Gbps end-to-end full duplex

High Availability • Dual, hot swappable redundant power supplies  
Non-disruptive firmware download and activation

Fabric Services  
and Applications

• Brocade Advanced Performance Monitoring (including Top Talkers); Adaptive Networking 
(Ingress Rate Limiting, Traffic Isolation, QoS); buffer credit recovery; Brocade Advanced 
Zoning (default zoning, port/WWN zoning, broadcast zoning); Bottleneck Detection; 
DPS; extended fabrics; EX_Port Trunking; F_Port Trunking; Fabric Watch; FDMI; Frame 
Redirection; FSPF; Integrated Routing; IPoFC; ISL Trunking; Management Server; NPIV; 
NTP v3; Port Fencing; RSCN; RCS; SNS; Virtual Fabrics 

FICON • FICON, FICON cascading (Brocade FOS and M-EOS),  
and FICON CUP 

Intelligent Management 
and Monitoring

• Full utilization of the Brocade FOS embedded operating system

• Flexibility to utilize a CLI, Brocade Network Advisor, Brocade Advanced Web Tools, and 
Brocade Advanced Performance Monitoring

• Integration with third-party management tools
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OEM PRODUCT NAMING
Most OEMs offer Brocade products in their Storage Networking portfolio. Since each vendor has its own 
naming conventions, most of the time Brocade products are listed with a different name.

The following table shows the different names used by these OEMs: EMC, HDS, HP, and IBM.

Table 7. Brocade Hardware Products, Naming Conventions of Different OEMs. 

Brocade EMC HDS HP IBM

8510-8 ED-DCX8510-8B HD-DCX-8510-8 ED-DCX8510-8B SAN768-B2

8510-4 ED-DCX8510-4B HD-DCX-8510-4 ED-DCX8510-4B SAN384-B2

DCX ED-DCX-B HD-DCX ED-DCX-B SAN768B

DCX-4S ED-DCX-4S-B HD-DCX-4S ED-DCX-4S-B SAN384B

6510 DS-6510R-B-EP HD-6510 DS-6510R-B-EP SAN48B-5

5300 DS-5300B-8G HD-5340 DS-5300B-8G SAN80B-4

7800 MP-7800B HD-7800 MP-7800B SAN06B-R

OEM PRODUCT AVAILABILITY
As the table in the previous section shows, all FICON-supported 8 Gbps and Gen 5 devices are 
available through the OEM channel. Be aware that available hardware options can be different and that 
the licensing of hardware and software feature options might vary, as well. Refer to the OEM website to 
get the latest information on their supported options and licenses.

FICON/FMS/CUP
FICON Management Server (FMS) is a comprehensive and easy-to-use software product that allows 
automated control of FICON storage networks from a single interface. FMS allows the CUP port to 
become available for FICON users. FMS is a software license that is applied to FICON switching and 
extension devices.

Host-based management programs manage switches using Control Unit Protocol (CUP)  by sending 
commands to an emulated control device in Brocade FOS. A Brocade switch that supports CUP can 
be controlled by one or more host-based management programs, as well as by Brocade tools. A mode 
register controls the behavior of the switch with respect to CUP itself, and with respect to the behavior 
of other management interfaces.

The CUP provides an interface for host in-band management and collection of FICON director performance 
metrics using the z/OS RMF 74-7 record, more commonly known as the FICON Director Activity Report.  
Through the use of this record and report you can gain a good understanding about frame pacing delay. 
Frame pacing delay in the FICON Director Activity Report must be carefully analyzed, as numbers in this 
column of the report do not automatically mean there are inadequate buffer credits assigned.

Host-based management programs manage the FICON directors and switches by sending commands 
to the switch Control Unit defined in the IOCDS and Hardware Configuration Definition (HCD). A FICON 
director or switch that supports CUP can be controlled by one or more host-based management 
programs or director consoles. Control of the FICON directors can be shared between these options. 
There are 39 CUP commands, or Channel Command Words (CCWs), for monitoring and control of the 
FICON director functions. CUP commands are oriented towards management of a single switch, even 
though the use of CUP in a cascaded FICON environment is fully supported.

The FICON CUP license must be installed, FICON Management Server mode (fmsmode) must be 
enabled, and the configure CUP attributes (FMS parameters) for the FICON director on the switch must 
be set to enable CUP management features. When this mode is enabled, Brocade FOS prevents local 
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switch commands from interfering with host-based management commands by initiating serialized 
access to switch parameters.

FABRIC OS CLI
The Fabric OS CLI, which is accessed via Telnet, SSH, or serial console, provides full management 
capability on a Brocade switch. The Fabric OS CLI enables an administrator to monitor and manage 
individual switches, ports, and entire fabrics from a standard workstation. Selected commands must be 
issued from a secure Telnet or SSH session.

Access is controlled by a switch-level password for each access level. The commands available through 
the CLI are based on the user’s login role and the license keys that are used to unlock certain features.

By use of scripting mechanisms, task automation can be achieved through the switch serial port or 
Telnet interfaces.

WEB TOOLS
Brocade Web Tools, an intuitive and easy-to-use interface, can be used to monitor and manage single 
Brocade FOS based switches. Administrators can perform tasks by using a Java-capable Web browser 
from their laptops, desktop PCs, or workstations at any location that has IP connectivity. In addition, 
Web Tools access is available through Web browsers, a secure channel via HTTPS, or from Brocade 
Network Advisor.

This product enables the management of any switch in the fabric from a single access point. In 
addition, any single switch can automatically discover the entire fabric. When administrators enter the 
network address of any switch in the fabric, the built-in Web server automatically provides a full view 
of the fabric. From that point, administrators can configure, monitor the status of, and manage switch 
and fabric parameters on any switch in the fabric. Organizations may use this product to configure 
and administer individual ports or switches. To protect against unauthorized actions, username and 
password login procedures are used to limit access to configuration features.

A limited set of features is accessible using Web Tools without a license, which is available free of 
charge. Additional switch management features are accessible using Web Tools with the Enhanced 
Group Management (EGM) license. 

FABRIC WATCH
IT organizations are deploying unprecedented SAN architectures to increase flexibility and efficiency and 
reduce capital and operational costs. To achieve these objectives, IT administrators need new tools 
that can help them ensure non-stop operations, maximize application performance, and optimize IT 
resources—while simplifying administration. 

Fabric Watch is a comprehensive and proactive health monitoring and threshold-based alerting tool for 
Brocade SAN switches and fabrics. Licensed separately, Fabric Watch enables each switch to constantly 
watch its SAN fabric for potential issues and faults—and automatically alert network managers to 
problems before they become costly failures. 

Fabric Watch tracks a variety of SAN fabric elements, events, and counters. Continuous monitoring of 
the end-to-end fabric, switches, ports, Inter-Switch Links (ISLs)/UltraScale ICLs, transceivers, system 
resources, security enforcement, and performance permits early problem detection and isolation, 
improving fabric and application availability. Automated alerts via e-mail, SNMP, or RAS logs streamline 
administration and accelerate problem resolution. 

Unlike many systems monitors, Fabric Watch is easy to configure. Network administrators can select 
custom fabric elements and alert thresholds, or they can choose from a selection of preconfigured 
settings. In addition, it is easy to integrate Fabric Watch with enterprise systems management solutions. 
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For many organizations, SAN fabrics are a mission-critical part of the systems architecture. These 
fabrics can include hundreds of elements, such as physical and virtual hosts, storage devices, 
switches, and ISLs. A flexible solution like Fabric Watch can optimize SAN value by tracking a wide 
spectrum of potential fabric issues and events, such as: fabric resources, switch environmental 
functions, port states, frame monitoring, SFPS states, security violations, and performance information 
(through APM).

Fabric Watch is integrated into Brocade Network Advisor, providing support for port fencing, frame 
monitoring, and performance thresholds. Brocade Network Advisor also provides a launch point to 
Brocade Web Tools for Fabric Watch configuration.

BROCADE NETWORK ADVISOR
Brocade Network Advisor is the software management product that helps organizations simplify daily 
network operations. The tool features customizable dashboards that enable organizations to identify 
network problems quickly and optimize their network resources. It unifies management for the entire 
Brocade SAN and IP portfolio, as well as integrating with third-party solutions, reducing the number of 
tools that organizations need to gain visibility and control. Brocade Network Advisor has an easy-to-use 
interface, and because of its rich set of features, it enables the automation of repetitive tasks, while 
helping organizations proactively manage their networks.

Brocade Network Advisor saves network administrators time and enables greater agility through several 
key capabilities, including: 

• Intelligent dashboards: Organizations can proactively identify problem areas and prevent network 
downtime with a customizable, at-a-glance summary of all discovered Brocade devices and third-party 
IP devices.

• Easy-to-use interface: Administrators can rapidly identify problem areas and troubleshoot use cases 
with performance dashboards and drill-down options. 

• Performance and historical data reporting: Organizations gain visibility into in-depth performance 
measures and historical data for advanced troubleshooting and performance management. 

With Brocade Network Advisor, storage and server administrators can proactively manage their SAN 
environments to support non-stop networking, address issues before they impact operations, and 
minimize manual tasks. Key capabilities for this include: 

• Configuration management: Organizations can automate manual operations with configuration 
wizards for Fibre Channel SANs, FICON and cascaded FICON environments, FCIP tunnels, Fibre 
Channel over Ethernet (FCoE) network environments, Host Bus Adapters (HBAs), and Converged 
Network Adapters (CNAs). 

• Policy Monitor management: Brocade Network Advisor can proactively validate SAN configurations 
with best-practices templates.

• Top Talkers: Organizations can identify devices or ports with the most demanding traffic flows for 
proactive capacity planning.

Brocade Network Advisor integrates with Brocade Fabric Vision technology to provide unprecedented 
visibility and insight across the storage network. Brocade Network Advisor supports the following 
Brocade Fabric Vision technology features: Monitoring and Alerting Policy Suite (MAPS); Flow Vision; 
Single-dialog bulk configuration; Brocade ClearLink Diagnostics, and Bottleneck Detection. 
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Figure 7. Brocade Network Advisor Shows Bottlenecked Ports in an Intuitive View.

Brocade Network Advisor supports the entire Brocade portfolio, unifying network management under 
a single tool. For a complete list of supported Brocade products, refer to Brocade Network Advisor 
Installation and Migration Guide.

Brocade Network advisor is available in three versions. The free Professional version supports only 
one fabric and up to 1000 fabric ports. Both the Professional Plus and Enterprise SAN licenses now 
support up to 36 fabrics. The maximum number of access gateways that each license can support has 
doubled to 200. Per instance, port count limitations are at 2560 and 9000 for the Professional Plus 
and Enterprise versions, respectively. 

Brocade Network Advisor is available for Windows and Linux platforms. For a complete list of supported 
platforms, refer to the Brocade Network Advisor Installation and Migration Guide.

BNA is available through the OEM IBM and HDS under the name BNA. HP sells it as HP Network 
Advisor, while EMC calls the product Connectrix Manager Converged Network Edition (CMCNE). Be aware 
that not all OEMs offer all three available versions—Professional, Professional Plus and Enterprise—
and all releases. Refer to each OEM’s website to get the information on what it supports.

FABRIC VISION
Brocade Fabric Vision technology is an advanced hardware and software architecture that combines 
capabilities from the Brocade Gen 5 Fibre Channel ASIC, Brocade FOS, and Brocade Network Advisor 
to help administrators address problems before they impact operations, accelerate new application 
deployments, and dramatically reduce operational costs. 

Fabric Vision technology provides unprecedented visibility and insight across the storage network 
through innovative diagnostic, monitoring, and management technology. 

Brocade Fabric Vision technology, an extension of Gen 5 Brocade Fibre Channel solutions, offers 
technology innovation that is unmatched in the industry.  Available Fabric Vision features with FOS v7.1 
and BNA v12.0 include, but are not limited to: 

• ClearLink diagnostics: Leverages the unique Brocade Diagnostic Port (D_Port) mode to ensure optical 
and signal integrity for Gen 5 Fibre Channel optics and cables, simplifying deployment and support of 
high-performance fabrics

• Bottleneck Detection: Identifies and alerts administrators to device or Inter-Switch Link (ISL) 
congestion, as well as device latency in the fabric, providing visualization of bottlenecks and 
identifying exactly which devices and hosts are impacted
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• At-a-Glance Dashboard: Includes customizable health and performance dashboard views, providing all 
critical information in one screen

• Forward Error Correction (FEC): Automatically detects and recovers from bit errors, enhancing 
transmission reliability and performance

• Virtual Channel-Level Buffer Credit Recovery: Automatically detects and recovers buffer credit loss 
at the virtual channel level, providing protection against performance degradation and enhancing 
application availability

Available Fabric Vision features with FOS v7.2 and BNA v12.2 will include, but are not limited to: 

• Monitoring and Alerting Policy Suite (MAPS): A policy-based monitoring tool that simplifies fabric-wide 
threshold configuration and monitoring

• Flow Vision: A comprehensive tool that allows administrators to identify, monitor, and analyze specific 
application data flows 

The Brocade Flow Vision tool suite allows administrators to identify, monitor, and analyze specific 
application data flows in order to maximize performance, avoid congestion, and optimize resources. 
Flow Vision includes: 

• Flow Performance Monitoring application: Allows for non-disruptive monitoring of performance 
conditions and metrics on any data flow in the fabric without the use of disruptive signal-degrading 
taps. Enables users to: monitor all flows from a specific host to multiple targets or Logical Unit 
Numbers (LUNs) or from multiple hosts to a specific target/LUN; monitor all flows across a specific 
ISL; or LUN-level monitoring of specific frame types to identify resource contention or congestion that 
is impacting application performance. 

• Flow Generator Application: Allows organizations to pretest and validate flows within a switch or 
across an entire SAN fabric, including verification of routes and integrity of optics, cables, ports, intra-
switch links, and ISLs at full line rate and with full Brocade FOS features enabled—without requiring 
16 Gbps hosts, targets, or external traffic generators. 

• Flow Mirroring Application: Enables organizations to select flows to be mirrored and send them to the 
local embedded port for further analysis. Provides non-disruptive monitoring and troubleshooting of 
traffic on any port on a switch. 

Fabric Vision technology will continue to be enhanced with new capabilities and technologies.

BROCADE SAN HEALTH
Storage network environments for mainframes continue to change and grow. Organizations must find 
ways to improve the efficiency of their infrastructures with flexible and cost-effective solutions.

The Brocade SAN Health family provides powerful tools that help focus on optimizing fabrics rather than 
manually tracking components. A wide variety of useful features make it easier to collect data, identify 
potential issues, and check results over time.

The Brocade SAN Health diagnostic capture tool can be used to do the following:

• Take inventory of devices and fabrics (SAN and FICON). It allows you to load the FICON IOCP  
in the utility

• Capture and display historical performance data, as well as asset performance statistics  
and error conditions

• Produce detailed graphical reports and fabric diagrams that even can be published to a  
customer’s intranet
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• Assist with zoning migrations. From the Brocade SAN Health output, zone scripts, consisting of  
CLI commands, are generated to create new zones.

At the core of SAN Health is the SAN Health Diagnostics Capture tool, which automatically scans and 
captures information about SAN fabrics and backbones, directors, switches, and connected devices 
in the storage environment. SAN Health Diagnostics Capture runs from any Windows PC with TCP/
IP connections to the SAN. The captured information is stored in an encrypted audit file, which the 
user can then upload or email to Brocade. Brocade, in turn, then generates target reports, which are 
made available to the user usually within a few hours. The user reports are delivered in Excel and 
Visio formats and provide information such as snapshot views of inventory, configurations, historical 
performance, and graphical topology diagrams.

For FICON mainframe environments, the Input Output Configuration Program (IOCP) data in plain-text 
format can be uploaded when Brocade SAN Health is executed. Brocade SAN Health then matches the 
IOCP against the Request Node Identification Data (RNID) data in the switched-fabric environment. The 
use of Brocade SAN Health in a FICON environment is not limited to the local environment, but includes 
cascaded assets as well.

SAN Health Professional is a program that you can use to load the original report data, the SH file, 
which is generated by SAN Health Diagnostics Capture. The program supports extended functionality 
beyond the capabilities of an Excel report and Visio topology diagram. Capabilities such as searching, 
comparing, custom report generation, and change analysis are all available in an easy-to-use GUI.

SAN Health Professional Change Analysis is an add-on module for SAN Health Professional that 
enables organizations to compare two SAN Health reports that were run at different times to visually 
identify which items have changed from one audit to the next. With SAN Health Professional Change 
Analysis, organizations can compare two SAN Health reports with all the detailed changes highlighted 
in an easy-to-understand format. The changes are easily searchable, and organizations can quickly 
produce a change report.



95

Best practices are defined methods, processes, 

or practices that you can use to obtain the most 

efficient and effective way of completing a task using 

repeatable and proven procedures. This chapter 

provides a set of best practices for a variety of 

situations within a FICON SAN infrastructure. The 

guidelines listed here represent the most efficient 

or prudent course of action and highlight the most 

efficient way to complete some specific tasks. A 

commitment to using the best practices in any field 

is a commitment to using all the knowledge and 

technology at your disposal to ensure success.

Best Practices 

PART 2:

CHAPTER 5
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INTRODUCTION
As a professional, you might hear about “best practices” all the time, but have you taken the time to think 
about what a best practice really is? One of the most helpful definitions comes from the website whatis.
com: “A best practice is a technique or methodology that, through experience and research, has proven 
to reliably lead to a desired result. A commitment to using the best practices in any field is a commitment 
to using all the knowledge and technology at one’s disposal to ensure success. A best practice tends to 
spread throughout a field or industry after success has been demonstrated.” For those who work in the 
technology field, this definition illuminates exactly what a best practice is all about.

Portions of the content of this chapter are taken from the Brocade FICON Administrator’s Guide supporting 
Brocade Fabric OS (FOS) versions 7.1 and 7.2.

FICON BEST PRACTICES
A best practice is a method or technique that, when deployed, consistently shows superior results 
compared to the results that can be achieved through other means. Even after you identify a best 
practice, it can evolve over time to become even more effective, as improvements are made to the 
product or service. Yet, a current best practice might be superseded in the future by a new practice 
or technique that takes advantage of ongoing improvements in technology. Do not assume that a 
particular practice will continue to be the best way to achieve ideal results. Instead, assume that best 
practices are dynamic. Be aware of how any given best practice might change, in order to provide the 
intended repeatable and reliable results. Best practices provide a method to maintain the quality of 
your experience and satisfaction when utilizing technologies in your daily job functions. 

Depending on what you are trying to accomplish, certain best practices that prove useful for the industry 
as a whole may not work for you in your situation. Remember the old adage, “Your mileage may vary!”

The FICON best practices described in this chapter are designed to guide you to the correct method—
and typically the easiest method—to architect, deploy, and manage a mainframe I/O infrastructure 
when utilizing Brocade switching devices in a FICON or Protocol Intermix environment.

The following overview of best practices and techniques is derived from the much more detailed “FICON 
Advice and Best Practices,” available at www.brocade.com. Although FICON switching equipment exists 
beginning at 1 gigabit-per-second (Gbps), this document focuses on Gen 5 (16 Gbps) switching device 
best practices. Gen 5 can incorporate 8 Gbps, 10 Gbps, and 16 Gbps connectivity. Brocade® Fabric OS® 
(FOS) 7.x is also featured, although occasionally Brocade FOS 6.4.2a is referenced.

In this chapter, only a few tips are provided per major area. Refer to the document mentioned above for 
all of the advice and best practices created for FICON fabrics. 

OVERVIEW OF GEN 5 BROCADE SWITCHING PLATFORMS 
Historically, various speeds were utilized for switching devices, from 1 Gbps through 8 Gbps. With the 
release of Brocade FOS 7.1, Brocade created a new naming convention, called Gen 5. Gen 5 refers to 
16 Gbps speeds. Examples of different switching device speeds include:

• 1 Gbps switching devices, such as the Brocade Silkworm 12000

• 2 Gbps switching devices, such as the Brocade Silkworm 24000

• 4 Gbps switching devices, such as the Brocade 48000 Director and Brocade 5000 Switch

• 8 Gbps switching devices, such as the Brocade DCX® and DCX-4S Backbones and  
Brocade 5100 Switch

• Gen 5 (16 Gbps) switching devices such as the Brocade DCX 8510 Backbone family and  
Brocade 6510 Switch

http://
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The Brocade DCX 8510 and the Brocade 6510 (fixed-port switch) use an Application Specific Integrated 
Circuit (ASIC) that is code-named “Gen 5 Fibre Channel ASIC.” This ASIC was designed and engineered 
for 16 Gbps data flow operations. The Brocade 6505 and 6520 Switches (16 Gbps fixed-port switching 
devices) are not certified for use with FICON, although they also use the Gen 5 Fibre Channel ASIC. 
Buffer Credits (BCs) have been doubled to 8,192 BCs per Gen 5 Fibre Channel ASIC. 

A Gen 5 Brocade 8510-8 chassis fully loaded with 48-port blades (384 ports total) should be supplied 
with four power supplies that are connected to 200-240 VAC lines:

• This is true if the user is using 8 Gbps vs. 16 Gbps optics. 

 – Customers sometimes purchase only two power supplies. However, if a power supply fails, a 
single power supply cannot power all of the 48-port blades that could potentially populate a fully 
loaded chassis.

• Even if you are not using 48-port blades, in a mainframe environment it is paramount to provide for 
very high availability.

 – Two power supplies provide N+1 availability, if no failure occurs.

 – If a power supply failure does occur, an enterprise should continue to provide N+1 availability, 
which can be accomplished only if all of the power supplies are installed.

ADDRESSING
When the FICON Management Server (FMS) license is installed, and the Control Unit Port (CUP) is 
enabled and being utilized, the CUP makes use of an internal embedded port (0xFE) for its in-band 
communications: 

• If physical ports 0xFE and 0xFF exist, they become unavailable to be used for FICON connectivity. 

• You can still use the physical port 0xFF when users need a vacant port to do a port swap activity. 

Consider using the Brocade Virtual Fabrics feature, if the switch chassis contains 256 physical ports or 
more and there is a need to utilize all of those physical ports for connectivity. 

Brocade Virtual Fabrics allow users to create a Logical Switch (LS) that has only ports “x00-up to-FD” 
(0–254) and one or more other LSs that contain the remainder of the ports. 

• Since the LSs do not have any physical port “FE” or “FF” defined, all ports can now be used even 
when CUP is deployed. 

For FICON, Brocade FOS 7.0 does not allow addressing mode 1 (10-bit addressing). If set, CUP does 
not function.

AUTONEGOTIATION
At 8 Gbps, optics cannot autonegotiate (and cannot be set to manually transfer at) 1 Gbps. 

• 1 Gbps storage requires the use of 4 Gbps optics (Small Form-Factor Pluggable, or SFP).  
4 Gbps SFPs can be inserted into 8 Gbps ports on 8 Gbps switching devices. 

At 16 Gbps, optics cannot autonegotiate (and cannot be set to manually transfer at) 2 Gbps. 

• 2 Gbps storage requires the use of 8 Gbps optics (SFP Plus, or SFP+), and 8 Gbps SFPs can be 
inserted into 16 Gbps ports on Gen 5 switching devices. 

• It is not possible to connect to 1 Gbps storage if it becomes attached to Gen 5 Brocade 16 Gbps 
switching devices. 
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BUFFER CREDITS 
Buffer Credits define the maximum amount of data (in other words, frames in flight) that can be sent 
down a link, prior to any acknowledgment being received of frame delivery. 

On B-Series devices, the default of 8 BCs per port is more than adequate for local FICON I/O. On the 
Brocade 4 Gbps, 8 Gbps, and Gen 5 switching devices, Buffer Credits are pooled by ASIC and are not 
isolated on a port-by-port basis. Users can take BCs from the ASIC pool and deploy them to F_Ports 
and E_Ports, as required. 

Gen 5 Fibre Channel based switches are able to utilize a Buffer Credit pool of 8,192 buffers, which 
quadruples the Brocade 8 Gbps Condor2 Buffer Credit pool of 2,048 buffers. 

Use the Resource Management Facility (RMF) FICON Director Activity Report to find any indication of 
Buffer Credit problems. A non-zero figure in the “Average Frame Pacing Delay” column means that a 
frame was ready to be sent, but there were no Buffer Credits available for 2.5 microseconds (μsec) or 
longer. Users want to see this value at zero most of the time. 

Why not just use the maximum number of BCs on a long-distance port?

• If the switching device gets too busy internally handling small frames, so that it is not servicing ports 
in a timely manner, and the short-fused mainframe Input/Output (I/O) timer pops, then it places a 
burden on the switching device to discard all of those frame buffers on each port and then redrive the 
I/O for those ports. 

• Since BCs also serve a flow control purpose, adding more credits than needed for distance causes 
the port to artificially withhold backpressure, which can affect error recovery. 

• It is a best practice to allocate just enough Buffer Credits on a long-distance link to optimize its link 
utilization without wasting BC resources. 

BUFFER CREDIT RECOVERY
Brocade Fibre Channel networks implement a multiplexed Inter-Switch Link (ISL) architecture called 
Virtual Channels (VCs), which enables efficient utilization of E_Port to E_Port ISL links and avoids head-
of-line blocking. So, when diagnosing and troubleshooting Buffer Credit issues, being able to do so at 
the VC granularity is very important. 

While the Brocade 8 Gbps ASIC and Brocade FOS provide the ability to detect Buffer Credit loss and 
recover Buffer Credits at the port level, the Gen 5 Brocade Fibre Channel ASIC diagnostic and error 
recovery feature set includes not only the port-level BC recovery capability, but also the following features: 

• The ability to detect and recover from BC loss at the VC level 

• The ability to detect and recover “stuck” links at the VC level 

Gen 5 Brocade Fibre Channel based switches can actually detect BC loss at the VC level of granularity: 

• If the ASICs detect that only a single Buffer Credit is lost, they can restore the lost Buffer Credit 
without interrupting the ISL data flow. 

• If the ASICs detect that more than one Buffer Credit is lost, or if they detect a “stuck” VC, the ASICs 
can recover from those conditions by resetting the link, which requires retransmission of frames that 
were in transit across the link at the time of the link reset. 

Virtual Channel-level BC recovery is a feature that is implemented on Gen 5 Fibre Channel ASICs:

• Both sides of a single link must contain Gen 5 Fibre Channel ASICs. 

• BC recovery is supported on local and long-distance ISL links. 
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Loss of a single Buffer Credit on a VC is recovered automatically by the Gen 5 Fibre Channel ASICs 
through the use of a VC reset:

• Detection of a stuck VC occurs by the Gen 5 Fibre Channel ASIC after a zero-BC condition is timed for 
600 milliseconds—more than half a second. 

Loss of multiple BCs on a VC is recovered automatically, and often non-disruptively, by the Gen 5 Fibre 
Channel ASICs through the use of Link Reset commands (similar to Condor2 BC recovery). 

• Buffer Credit recovery allows links to recover after Buffer Credits are lost, when the Buffer Credit 
recovery logic is enabled. 

The Buffer Credit recovery feature also maintains performance. If a credit is lost, a recovery attempt is 
initiated. During link reset, the frame and credit loss counters are reset without performance degradation. 

• On Condor2, link reset is disruptive: 

• E_D_TOV time (~2 seconds), without I/O traffic, is required to reset the ISL link. 

• On Gen 5 Fibre Channel, this is a hardware reset, and it is non-disruptive. 

The Buffer Credit recovery feature is supported on E_Ports and F_Ports. 

CABLING
Fibre Channel speeds have increased from 1 Gbps to 2 Gbps to 4 Gbps to 8 Gbps to 16 Gbps. This 
is exciting, but with every increase in speed, you suffer a decrease in maximum distance. What needs 
to change is the quality of the cables or, more specifically, the modal bandwidth (the signaling rate per 
distance unit). 

Figure 1. Example of cabling.

With the evolution of 10 Gbps Ethernet, the industry produced a new standard of fiber cable that the 
Fibre Channel world can use to its advantage, called laser optimized cable or, more correctly, OM3.  
Now OM3 has been joined by an even higher standard, known as OM4. 

OM4 is completely backwards compatible with OM3 fiber and shares the same distinctive aqua-
colored jacket. 
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• For user requirements, at 8 Gigabit Fibre Channel (FC) and beyond, use OM3/OM4 MM cables or OS1 
SM cables. 

• OM1 and OM2 multimode cables do have very limited distance when used at 8 Gbps and beyond. 

• Most mainframe shops have converted to using all long-wave SFPs combined with OS1 single-mode 
cable connectivity:

• Long-wave and short-wave FICON channel cards are the same purchase cost to the user. 

• Long-wave optics are more expensive to deploy as switch and storage ports. 

• Long-wave connectivity provides the most flexibility and the most investment protection. 

CHANNEL PATH PERFORMANCE 
When executing I/O, there is an I/O source and an I/O target. For example: 

• For Direct Access Storage Device (DASD) I/O operations, the DASD array is typically the I/O source, 
and the Channel Path Identifier (CHPID) (and application) is the target, since 90 percent of all DASD 
I/O operations are for reads.

• For a tape write operation, the CHPID (and application) is typically the I/O source, and the tape drive 
is the target, since 90 percent of all tape I/O operations are for writes. 
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Figure 2. Brocade FC16-32, FC16-48, and FX8-24 blades.

Always try to ensure that the target of an I/O has an equal or greater data rate than the source of the 
I/O. If you do not take this into consideration, you might find that the I/O target is being overrun by the 
I/O source, and a slow drain connection can occur.

With the FICON channel subsystem, there are situations where, for some reason, a switching port can 
bounce. If the port does bounce, there is an elaborate recovery process that starts. Once the recovery 
process starts, if the bounced port comes back up, this often causes additional problems, as the 
recovery process with the mainframe host was already underway. So, for FICON, it is a best practice 
to leave a bounced port disabled and let the host handle recovery. Then customers can resolve or 
re-enable the port at a later time. The Port AutoDisable feature minimizes traffic disruption that is 
introduced in certain instances when automatic port recovery is performed. 
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CONNECTIVITY BLADES
The Brocade FC16-32 (32-port) and FC16-48 (48-port) Port Blades and the Brocade FX8-24 Extension 
Blade (Fibre Channel over IP [FCIP]) may be used and even intermixed in any Gen 5 Brocade 8510 
chassis. Gen 5 chassis no longer support 16-port connectivity blades.

At Brocade FOS 6.4.2a and below, 64-port blades can only be used on Brocade DCX and DCX-4S 
chassis that are not supporting FICON connectivity. 

At Brocade FOS 7.0.0c and higher, 64-port blades can be used on the 8 Gbps Brocade DCX and DCX-4S 
chassis that are supporting FICON connectivity:

• However, the 64-port blade can be used only for Fibre Channel Protocol (FCP) traffic, and not  
FICON traffic. 

• The 64-port blade has to be in an LS that is not used for FICON; it can be in the same chassis where 
other LSs are used for FICON. 

CREATING FIVE-9S HIGH AVAILABILITY FABRICS
Single switches that host all of a user’s FICON connectivity (such as the Brocade 5100, 5300, and 
6510 Switches, and so forth) create an environment with two-9s of availability. 

Redundant switches in redundant fabrics, with path groups utilizing both devices, potentially create an 
environment with four-9s of availability. Users must also consider the impact of losing 50 percent of 
their bandwidth and connectivity. 

Single Directors (such as the Brocade DCX, DCX-4S, 8510 and so forth) that host all of the FICON 
connectivity create an environment with four-9s of availability. 

• Dual Directors in dual fabrics, with path groups utilizing both devices, potentially create an 
environment with five-9s of availability. 

• Also consider the impact of losing a fabric and some percentage of your bandwidth and connectivity. 

Many mainframe customers ensure a five-9s high-availability environment by deploying four or eight 
redundant fabrics, which are shared across a path group, so that the bandwidth loss in the event of a 
fabric failure is not disruptive to operations. 

It is a best practice to split up the redundant fabrics across two or more cabinets. It is also optimal 
to locate those cabinets some distance apart, so that a physical misfortune cannot disrupt all of the 
FICON fabric cabinets and their switching devices at the same time.

DIAGNOSTIC PORT (D_PORT)
At Brocade FOS 7.0 and higher, Gen 5 Brocade Fibre Channel-based switches deliver enhanced 
diagnostic capabilities in the form of a new port type, called the Diagnostic Port (D_Port): 

• Brocade FOS 7.0.0a and later support the execution of D_Port tests concurrently on up to  
8 ports on the switch. 

• Brocade FOS 7.0.0d and lower does not support D_Port for FICON fabrics. However, it  
is supported on FCP-only ISL links. 

• Brocade FOS 7.1 and higher does support D_Port for FICON fabrics, FCP fabrics,  
and Protocol Intermixed fabrics. 

It is a best practice to utilize this diagnostic feature to enable smooth operation of metro-connected 
FICON and FCP fabrics. 
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Initially supported only for ISLs, the D_Port is able to perform electrical as well as optical loopback 
tests. It is also able to perform link-distance measurement and link saturation testing: 

• Identifies and isolates SFP and cable problems 

• Reduces the time to successfully deploy an extended fabric 

• Non-intrusively verifies transceiver and cable health 

• Ensures predictable I/O traffic performance over ISL links

• Can test 10 Gbps or 16 Gbps SFPs that are deployed as ISL connections 

DOMAIN ID
The Domain ID defines the FICON Director address (or the switch address in a System z environment). 
The Domain ID is specified in the FICON Director as a decimal number, and it must be converted to a 
hexadecimal value for use in the System z server. 

Always make Domain IDs unique and insistent. Insistent Domain IDs are always required for 2-byte 
addressing (FICON cascading). 

Set the switch ID in the I/O Configuration Program (IOCP) to be the same as the Domain ID of the 
FICON switching device.

Make the Switch ID in the IOCP the same as the hex equivalent of the Domain ID. Although not 
required, this is a best practice that makes it easier to correlate switches that are displayed through 
management software to the IOCP, since the Domain ID displays as a hex equivalent number:

• SID=01 to DID=01 [0x01]; SID=10 to DID=16 [0x10]); SID=15 to DID=21 [0x15]

When setting insistent Domain ID on a switch using the FICON Configuration Wizard from Brocade 
Network Advisor, the switch is always taken offline and the insistent Domain ID is set, even if the 
insistent Domain ID is already set.

FICON HOPS
FICON continues to be allowed only one “official” hop. 

There are configurations that appear to create multihops, but they are certified by IBM to be  
“hops of no concern”:

• In-line Inter-Chassis Links (ICLs) between two or three 8 Gbps or Gen 5 Directors 

• ISL links from the Brocade 8 Gbps or Gen 5 Director to the Brocade 7500/Brocade 7800 Extension 
Switches, as long as the Brocade 7500/7800 is only providing extension services and not doing any 
source-target FCP or FICON switching 

FILLWORDS: AN 8 GBPS CONCERN 
One of the interesting byplays that has occurred with the advent of 8 Gbps Fibre Channel is that it 
requires a change to the way a switching device handles its idle time, the quiet time when no one is 
speaking and nothing is said across a link. 

• In these periods of quiet contemplation, a FC switch sends a primitive character called Idles. 

Prior to 8 Gbps, the fill word on switching devices was always Idle (as it had been for decades). 

When the speed of the link increased from 4 Gbps to 8 Gbps, the bit pattern used for the Idles proved 
to be unsuitable, so a different fill pattern was adopted, known as an ARB. 
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These developments created more of an impact when it became apparent that some 8 Gbps storage 
devices, as well as the System z 8 Gbps CHPIDs, were having trouble connecting to 8 Gbps capable 
switching devices. 

This led to two things:

1. Brocade changed its firmware to better handle this situation. 

2. IBM and other Brocade partners released several alerts describing how to connect 8 Gbps capable 
devices to 8 Gbps capable Fibre Channel switches. 

Fill words are not required to be set on ports controlled by Gen 5 Fibre Channel ASICs (16 Gbps platforms): 

• The 16 Gbps ASIC autodetects which fill word it should use; therefore, there is no need to manually 
set a fillword. The Gen 5 Fibre Channel autosets the correct primitives to be used.

When Brocade FX8-24 blades are used in Brocade DCX 8510 platforms, the 8 Gbps FC ports must 
have their fill word set through use of a Command Line Interface (CLI) command. This is because the 
Brocade FX8-24 uses the Condor2 ASIC. 

FORWARD ERROR CORRECTION
Forward Error Correction is a capability that became available as part of the 16 Gbps FC standard. 
Brocade customers have been making good use of this capability since 2011 when the Gen 5 Brocade 
products came to market.

The Gen 5 Brocade Fibre Channel ASIC includes integrated Forward Error Correction (FEC) technology, 
which can be enabled only on E_Ports connecting ISLs between switches. 

FEC is a system of error control for data transmissions, whereby the sender adds systematically 
generated Error-Correcting Code (ECC) to its transmission. This allows the receiver to detect and correct 
errors without the need to ask the sender for additional data: 

• FEC corrects bits only in the payload portion of a frame. 

• FEC does not provide any reporting about the corrections that it might make within frames, or how 
much total correcting it does. 

ISL links using FEC must be directly connected together between Gen 5 switching devices. 

The Gen 5 Brocade Fibre Channel implementation of FEC enables a Gen 5 ASIC to recover bit errors 
in both 16 Gbps and 10 Gbps data streams. The Gen 5 Fibre Channel FEC implementation can enable 
corrections of up to 11 error bits in every 2,112-bit transmission. This effectively enhances the 
reliability of data transmissions and is enabled by default on Gen 5 Fibre Channel E_Ports. 

• In other words, for approximately every 264 bytes of data in the payload of a frame, up to 11 bit 
errors can be corrected. 

• Based on the ratio between enc in and crc err—which basically shows how many bit errors on 
average there are in a frame—FEC has the potential to solve over 90 percent of the physical 
problems users have when connecting FC fabrics. 

INTEGRATED ISL COMPRESSION AND ENCRYPTION
The Gen 5 Brocade 8510 Director and Brocade 6510 switch enable high-speed replication and 
backup solutions over metro or WAN links with native Fibre Channel (10/16 Gbps) and optional FCIP 
(1/10 Gigabit Ethernet [GbE]) extension support. The integrated metro connectivity includes in-flight 
compression and encryption to optimize bandwidth and minimize the risk of unauthorized access. 
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• This technology enables only switch-to-switch compression, not device or data-at-rest compression. 

• In-flight data compression optimizes network performance within the data center and over long-
distance links. 

• Data is compressed at the source and uncompressed at the destination. 

• Performance varies by data type, but Brocade uses an efficient algorithm to generally achieve 2:1 
compression with minimal impact on performance. 

• Compression can be used in conjunction with in-flight encryption. 

• In-flight compression is available only on 16 Gbps port blades. 

ASIC
with

Compression
Encryption

F_Port
Ingress

1:1

Frame Frame Frame

ISL
Egress Port

2:1 or more

F F F F F F

�g
0
3
_P

2
C

H
5

Figure 3. Compression and encryption are ASIC-based.

This compression technology is described as “in-flight” because this ASIC feature is enabled only 
between E_Ports. This allows ISL links to have the data compressed as it is sent from the Gen 5 Fibre 
Channel based switch on one side of an ISL and then decompressed as it is received by the Gen 5 
Fibre Channel based switch that is connected to the other side of the ISL. 

In-flight data encryption minimizes the risk of unauthorized access for traffic within the data center and 
over long-distance links:

• This technology enables only switch-to-switch encryption, not device or data-at-rest encryption. 

• Data is encrypted at the source and decrypted at the destination. 

• Encryption and decryption are performed in hardware using the AES-GCM-256 algorithm, minimizing 
any impact on performance. 

• Encryption can be used in conjunction with in-flight compression. 

• In-flight encryption is available only on 16 Gbps port blades. 

As with Gen 5 Fibre Channel integrated compression, the integrated encryption is supported in-flight, 
exclusively for ISLs, linking Gen 5 Fibre Channel based switches.

• The result of enabling ISL encryption is that all data is encrypted as it is sent from the Gen 5 Fibre 
Channel based switch on one side of an ISL and then decrypted as it is received by the Gen 5 Fibre 
Channel based switch connected to the other side of the ISL. 
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Chassis Two
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MM cables

(FOS dependent)

Figure 4. Example of ICLs.

At FOS 7.0 and earlier, the Port Decommissioning/Port Commissioning feature is not supported 
on ISL links that are configured with encryption or compression. Beginning at FOS 7.1, the Port 
Decommissioning/Port Commissioning feature is supported on ISL links that are configured with 
encryption or compression. 

INTER-CHASSIS LINKS (ICLS) 
ICL connectivity is a unique Brocade 8 Gbps and Gen 5 feature that provides short-distance connectivity 
between two Director chassis. ICL is a good option for customers who want to build a powerful core 
without sacrificing device ports for ISL connectivity.

Now in its second generation, the Brocade optical ICLs—based on Quad SFP (QSFP) technology—
replace the original 8 Gbps ICL copper cables with MPO cables and provide connectivity between the 
core routing blades of two Brocade DCX 8510 chassis: 

• The second generation ICL ports for the Gen 5 Directors are quad-ports, so they use MPO cables and 
QSFP rather than standard SFP+. 

• Each QSFP-based ICL port combines four 16 Gbps links, providing up to 64 Gbps of throughput within 
a single cable. 

• Available with Brocade FOS 7.0 and later, Brocade offers up to 32 QSFP ICL ports on the Brocade 
DCX 8510-8 and up to 16 QSFP ICL ports on the Brocade DCX 8510-4. 

INTER-SWITCH LINKS (ISLS)
There are three common terms that are used for switch-to-switch connections: E_Port (Expansion Port), 
ISL, and Cascaded Link (Cascading). These terms all mean the same thing. 

An ISL is a link that joins two Fibre Channel switches through E_Ports. 

For Brocade FOS 7.1 or higher environments, you can configure a Diagnostic Port (D_Port) within 
a FICON LS and use it to validate an ISL in any LS (FICON or FCP). Testing an ISL link as a D_Port 
connection before deploying that link as an ISL is a best practice. 
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Figure 5. Example of ISLs.

For ISLs, an Extended Fabrics license is required on each chassis that participates in the long-distance 
connection, if it is equal to or greater than 10 km. 

For dark fiber connections, you should deploy long-wave optics and single-mode cabling. 

A best practice is to use the Brocade Network Advisor Cascaded FICON Fabric Merge wizard to create 
cascaded fabrics.

• The merging of two FICON fabrics into a cascaded FICON fabric may be disruptive to current I/O 
operations in both fabrics, as the wizard needs to disable and enable the switches in both fabrics. 

• Make sure that fabric binding is enabled. 

• Make sure that a security policy (Switch Connection Control, or SCC, policy) is in effect with  
strict tolerance.

• In-Order Delivery (IOD) must be enabled. 

• Make sure that every switch has a different Domain ID. 

• Make sure that all Domain IDs are insistent. 

It is a best practice to not mix tape I/O and DASD I/O across the same ISL links, as the tape I/O often 
uses the full capacity of a link. This leaves very little for the DASD I/O, which can become very sluggish 
in performance. 

From Brocade FOS 7.0 to Brocade FOS 7.0.0d, when using 10 Gbps or 16 Gbps ISL links, any FCP 
frames traversing ISL links can be compressed and encrypted. FICON ISL compression and encryption 
(IP Security, or IPsec) was not certified for these releases. 

At Brocade FOS 7.1 or higher, when using 10 Gbps or 16 Gbps ISL links, any FICON or FCP frames 
traversing ISL links can be compressed and encrypted. 

At FOS 7.0 and earlier, the Port Decommissioning/Port Commissioning feature is not supported 
on ISL links that are configured with encryption or compression. Beginning at FOS 7.1, the Port 
Decommissioning/Port Commissioning feature is supported on ISL links that are configured with 
encryption or compression. 
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LOCAL SWITCHING
Brocade Local Switching is a performance enhancement that provides two capabilities: 

• Local Switching reduces the traffic across the backplane of the chassis, which reduces any 
oversubscription across that backplane for other I/O traffic flows. 

• Local Switching provides the fastest possible performance through a switching device by significantly 
reducing the latency time of a frame passing through the locally switched ports. 
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Figure 6. Local switching.

Brocade Local Switching occurs when two ports are switched within a single ASIC. 

With Local Switching, no I/O traffic traverses the backplane (the core blades) of a Director, so core 
blade switching capacities are unaffected. 

• The ASIC recognizes that it controls both the ingress and egress port; it simply moves the frame from 
the ingress to the egress port without ever having the frame move over the backplane. 

Local Switching always occurs at the full speed negotiated by the switching ports (gated by the SFP) 
regardless of any backplane oversubscription ratio for the port card. 

• Backplane switching on 8 Gbps and Gen 5 Brocade Directors is sustained at approximately 2.1 μsec 
per I/O. 

• Local Switching on 8 Gbps and Gen 5 Brocade Directors is sustained at approximately 700 ns 
(nanoseconds) per I/O, which is 3x faster than backplane switching. 

Local Switching always occurs at full speed in an ASIC, as long as the SFP supports the highest data 
rate that the port can sustain. 

NODE PORT IDENTIFICATION VIRTUALIZATION (NPIV)
Node Port (N_Port) ID Virtualization (NPIV) is a method for assigning multiple Fibre Channel addresses 
to a single N_Port. This feature is mainly used for systems that support multiple images behind a 
single N_Port. 

NPIV must be set up on the FICON entry switching device before it is set up on the mainframe. 
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There is a maximum of only 2,048 NPIV nodes on the Brocade 8 Gbps and Gen 5 switching devices. 
This limits NPIV-capable ports per chassis to <=64 (32 virtual node logins × 64 ports = 2048). These 
limitations are a function of both memory resources and processing power on today’s switches. 

A vital role of NPIV is to allow users to consolidate their I/O from many Linux guests onto just a few 
CHPIDs that are running in FCP mode. Users must be careful that this consolidation does not create a 
bottleneck. 

• Too many Linux guests might push the utilization of a CHPID link beyond what can be handled without 
congestion. After deploying NPIV, check the channel performance statistics to be sure that congestion 
is not occurring. 

• Deployment of the FCP CHPIDs must be careful to utilize as many Virtual Channel paths as possible, 
to avoid congestion at the VC level of any of the ISL links that might be utilized by the NPIV links. See 
the section on Virtual Channels for more information. 

OPERATING MODE (INTEROP MODE)
Interoperability (Interop) modes have been used by vendors for years to let switching devices know 
about their planned environment. Environments could be the following: 

• If all of the switching devices are made by Brocade and are running Brocade FOS, run IM=0. 

• If the switching devices are from one vendor, but the firmware is different (for example,  
Brocade FOS-to-McDATA EOS): 

 – At Brocade FOS 6.4.2a and below: Run IM=2 on the Brocade FOS if McDATA Fabric mode is 
running on the EOS. 

 – At Brocade FOS 6.4.2a and below: Run IM=3 on the Brocade FOS if McDATA Open mode is 
running on the EOS. 

 – At Brocade FOS 7 and higher, only IM=0 is available. Users cannot connect this Domain ID  
to McDATA. 

If a user is currently using Interop mode 2 or Interop mode 3 on the 8 Gbps Brocade DCX/DCX-4S, 
then a best practice is to change the Interop mode to IM=0 before, or at the time that, the upgrade to 
Brocade FOS 7.0 or higher is scheduled. 

Changing Interop mode requires the switch to be offline so that the action is disruptive.

A word of caution: If an enterprise is not using Integrated Routing (IR) (and FICON cannot use IR), then 
when the user changes the Interop mode on a Brocade FOS device, the zoning database is erased. 
Ensure that the shop has good backups, because users will need them to restore any zoning that they 
have created. 

OPTICS (SFPS)
Multimode cables, which are attached to short-wavelength SFP optics, are designed to carry light waves 
for only short distances. Single-mode cables, which are attached to long-wave length SFP optics, are 
designed to carry light waves for much longer distances. Three factors control a user’s ability to reliably 
send data over distances longer than 984 feet (300 meters):

• The intensity (brightness) of the transmitter (for example, lasers are better at long distance compared 
to LEDs)

• The wavelength of the laser

• The number of BCs available to the link, especially if it is a cross-site ISL
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Consistent with the IBM recommendation, the best practice in a mainframe environment is to use 
single-mode fiber and long-wave optics for FICON I/O connectivity. 

• Only optics branded by Brocade (or SmartOptics for FCP I/O traffic) can be used in Brocade 8 Gbps or 
Gen 5 switching devices. 

• 4 Gbps optics branded by Brocade can be used in 8 Gbps ports; however, 8 Gbps optics cannot be 
used in 4 Gbps ports. 

• 8 Gbps optics branded by Brocade can be used in Gen 5 16 Gbps ports; however, 16 Gbps optics 
cannot be used in 8 Gbps ports. 

Figure 7. Brocade SFP.

Brocade Gen 5 16 Gbps 8510 Directors do not support Brocade FC10-8, 10 Gbps blades. 

Brocade Gen 5 Director FC16-32 and FC16-48 blade ports can be enabled to use 10 Gbps SFP+ optics. 

10 Gbps speed for Brocade FC16-xx blades requires that the 10 Gbps license is enabled on each slot 
using 10 Gbps SFPs. 

10 GbE ports on any Brocade FX8-24 blade housed in a Gen 5 chassis also requires that a 10G license 
is enabled on the slot that houses the Brocade FX8-24 blade, in order to be used. 

If an optic begins to fail or flap, customers can use the management Port Auto Disable capabilities to 
cause intermittently failing ports to become disabled when they encounter an event that would cause 
them to reinitialize. This negates the ability of the ports to cause performance and/or availability 
issues, since error recovery does not have to try to recover the port. 

If an optic begins to fail or flap, then it should be replaced. It is a best practice to disable (vary offline) 
that port prior to switching out the SFP. 

PORT DECOMMISSIONING
At Brocade FOS 7.0 the Port Decommissioning feature became available for use for Brocade 8 Gbps 
and Gen 5 switching devices. This function provides an ability to gently remove the traffic from an ISL 
link, reroute that I/O traffic onto another link, and then bring that ISL link offline. 

• This is all done non-disruptively. 

• At this Brocade FOS level, Port Decommissioning is done only through CLI commands. 

At Brocade FOS 7.1 and higher, Port Decommissioning can be accomplished either through CLI 
commands or by using Brocade Network Advisor 12.0 or higher. 

The Port Decommissioning feature can automatically coordinate the decommissioning of ports in 
a switch, ensuring that ports are gracefully taken out of service without unnecessary interruption 
of service and without triggering the automatic recovery functionality that may occur during manual 
decommissioning of ports. 
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• Port Decommissioning provides an automated mechanism to remove an E_Port from use 
(decommission) and to put it back in use (recommission). 

Where ISL link aggregation (trunking) is provided for in the fabric, decommissioning of a port in a link 
aggregation group may be performed, if there are other operational links in the group. Decommissioning 
of a non-aggregated port (or the last operational port in a link aggregation group) may be performed if a 
redundant path is available. 

PROHIBIT DYNAMIC CONNECTIVITY MASK (PDCM) AND PORT BLOCKING
Historically a mainframe capability, PDCM controls whether communication between a pair of ports  
in the ESCON and/or FICON switch is prohibited. There are connectivity attributes that control 
whether all communication is blocked for a port. In one sense, this was an early form of zoning in 
mainframe environments.

Figure 8. PDCM example.

At Brocade FOS 6.4.2a and lower, PDCMs can be utilized by anyone who is using a B-Series chassis. 

At Brocade FOS 7.0 and above, the FMS setting can be enabled only when an FMS license has been 
installed on the chassis to allow in-band management through CUP. 

Since the FMS control must be enabled in order to utilize the PDCMs of the Allow/Prohibit Addressing 
Matrix, PDCMs are available only to a customer who implements CUP on that chassis. 

It is best practice to use PDCMs to prohibit the use of ports that do not have any cables attached to an 
SFP. This keeps accidental miscabling of FCP attachments into a FICON zone. 

If the mode register bit for Active=Saved (ASM mode) is enabled, the Initial Program Load (IPL) file is 
kept in sync with the active configuration on the switching device. However, if for any reason the ASM is 
not enabled, then the port states in the active configuration may differ from the port states in the IPL 
file of the switch. The switch’s IPL file governs how the port is configured (its state) following any Power-
on-Reset (POR). 
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• It is a best practice to make sure that ASM mode register bit is enabled in FICON environments. 

Brocade switching device PDCMs are enforced by the zoning module. That is why Brocade FOS firmware 
requires that a switch must have an active zoning configuration in order for PDCM settings to be useful. 
If default zoning mode (all access) has been implemented in the fabric, then there is no active zoning 
configuration (because no zones/zone-sets have been activated). PDCM changes can be set, but they 
are not enforced. 

PROTOCOL INTERMIX MODE (PIM)
Brocade and IBM fully support FICON and FCP Protocol Intermix on virtualized and non-virtualized 
Brocade switch chassis. 

PIM typically becomes an issue with Linux on the mainframe, data replication activities, and/or  
Storage Area Network (SAN) sharing of a common I/O infrastructure. 

It is a best practice to place FICON ports and FCP ports into different zones. 

It is also a best practice to have at least one specific zone for FICON and then at least one specific zone 
for each non-FICON protocol that is in use on the infrastructure (for instance, Windows, AIX, UNIX, and so 
forth). Additional specific zones may be implemented to meet a customer’s configuration requirements. 

Customers who want to provide isolation between their FICON and FCP environments should consider 
creating a Virtual Fabric (an LS) for FICON and one or more additional Virtual Fabrics to host their FCP 
environment(s). This prevents FICON and FCP I/O from communicating with each other on the fabric.

RESOURCE MANAGEMENT FACILITY (RMF), SYSTEMS AUTOMATION (SA),  
AND CONTROL UNIT PORT (CUP)
It is a best practice to purchase and install the FICON Management Server key on each FICON 
switching device and to use RMF to provide a FICON Director Activity Report per each FICON device in 
the environment. 

The FMS license must be purchased, installed, and enabled on the local switch in order for a remote 
CUP to work. 

Once FMS is enabled on a switching device, users should check the FICON CUP settings to be sure that 
Active=Saved is enabled, so that any changes to the switching environment will persist across PORs. 

It is a best practice to have only one Logical Partition (LPAR) polling the CUP for statistics. That LPAR 
should distribute the information to other systems in the sysplex, as required. The first reference for 
this, created many years ago, was IBM Authorized Program Analysis Report (APAR) 0A02187. 

It is a best practice that in the Control Unit statement for the switch in the Input/Output Configuration 
Data Set (IOCDS) and Hardware Configuration Definition (HCD), customers should configure two 
channels—and only two channels—as paths to each CUP in the enterprise. 

Option FCD in ERBRMFxx parmlib member and STATS=YES in IECIOSnn tell RMF to produce the 74-7 
records that RMF then uses to produce the FICON Director Activity Report on every RMF interval for 
every switch (or every Domain ID if a physical chassis is virtualized), using CUP. 

Prior to Brocade FOS 7.0.0c, a maximum of two CUPs could be enabled on a chassis utilizing Virtual 
Fabrics. At Brocade FOS 7.0.0c and higher, a maximum of four CUPs can be enabled on an 8 Gbps or 
Gen 5 Director chassis utilizing Virtual Fabrics. On any physical chassis (Director or modular switch) 
that is not utilizing Virtual Fabrics, only a single CUP can be enabled to report on that chassis. 
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If SA is using its I/O Operations (IOOPs) application to poll remote CUPs across ISL links, it is using 
small frames to do this polling. The IOOPs module polling can use up all of the BCs for an ISL link, so 
be alert to this possibility. 

When used on a chassis that also houses FCP ports for replication, Linux on System z, or SAN, CUP 
can report on the average frame size, bandwidth utilization, and Buffer Credit usage on the FCP ports, 
as well as the FICON ports. 

SWITCH ID
The switch ID must be assigned by the user, and it must be unique within the scope of the definitions 
(HCD, Hardware Configuration Manager [HCM], or IOCP). The switch ID in the CHPID statement is 
basically used as an identifier or label. Although the switch ID can be different than the switch address 
or Domain ID, it is recommended that you use the same value as the switch address and the Domain 
ID, when referring to a FICON Director. 

Set the switch ID in the IOCP to be the same as the switch address of the FICON switching device. (On 
Brocade DCX switches, the switch address is also the Domain ID.) 

• The “Switch” keyword (Switch ID) in the CHPID macro of the IOCP is only for purposes of 
documentation. The number can be from 0x00 to 0xFF. It can be specified however you desire. It is 
a number that is never checked for accuracy by HCD and the IOCP process. The best practice is to 
make it the same as the Domain ID, but there is no requirement that you do so. 

It is a best practice for customers to set the switch ID to the hex equivalent of the switch Domain ID. 
There are two reasons for this: 

• When entering 2-byte link address, the operator is less likely to make mistakes, because the first byte 
is always the switch ID. 

• When in debugging mode, the first byte of the link address and FC address is the switch ID, so there 
are no translations to do. 

• Some examples are: SID=01 to DID=01 [0x01]; SID=10 to DID=16 [0x10]); SID=15 to DID=21 [0x15].

In Interop Mode 0, which is the typical mode and is used for fabrics with B-type switches only, the 
switch address and the Domain ID are the same thing. 

SWITCH ID AND SWITCH ADDRESS
The switch address is a hexadecimal number used when defining the FICON switching device in the 
System z environment. The Domain ID and the switch address must be the same when referring to a 
FICON switch or Director in a System z environment. 

The 4 Gbps, 8 Gbps, and Gen 5 Brocade Directors and switches support the full range of  
standard Domain IDs, 1–239, and one of these values is recommended to be set for the address  
of these products.

Brocade FOS 7.0 and higher supports a fabric naming feature that allows users to assign a user-
friendly name to identify and manage a logical fabric. 

The switch address is a hexadecimal number that is used when defining the FICON switching device in 
the System z environment. The Domain ID and the switch address must be the same when referring to 
a FICON switch or Director in a System z environment. 



113BROCADE MAINFRAME CONNECTIVITY SOLUTIONS

PART 2 CHAPTER 5: BEST PRACTICES 

SWITCH SOFTWARE
It is a best practice to migrate away from the old Brocade Enterprise Fabric Connectivity Manager (EFCM) 
and Brocade DCFM management software and into the more robust and feature-rich Brocade Network 
Advisor management software. 

• Users are strongly cautioned against trying to discover switching devices with both DCFM and Brocade 
Network Advisor, as this can cause a number of serious issues. 

The 8-slot 8 Gbps and Gen 5 Brocade DCX and 8510 Directors typically come packaged with an 
“Enterprise Bundle”: 

• The bundle includes Extended Fabric, Fabric Watch, Trunking, Advanced Performance Monitoring,  
and Adaptive Networking.

• It may vary by OEM. 

The “Enterprise Bundle” is optional for the 4-slot 8 Gbps and Gen 5 Brocade Directors (again, it varies 
by OEM): 

• Individual licenses can be ordered for those devices. 

• The 4-slot Brocade Directors can ship with or without the Enterprise Bundle. 

ICL, FMS, and IR (not used with FICON) licenses are different for the 4-slot Brocade Directors than for the 
8-slot Brocade Directors. 

It is a best practice for the Brocade FOS firmware on all of the switching devices in a fabric to be at the 
same firmware level. 

Director-class switching devices always provide for non-disruptive firmware upgrades and can host a FICON 
infrastructure with five-9s of availability. But fixed-port switching devices can create fabric disruptions 
during firmware upgrades, so at best they can host a FICON infrastructure with four-9s of availability:

• There is a “blind period” that occurs during a firmware upgrade. This happens when the CP is rebooting 
the OS and reinitializing Brocade FOS firmware. On Director-class products (those with dual CP 
systems), this blind period lasts a short time—from 2 to 4 seconds. The blind period lasts only as long 
as it takes for mastership to change (hence, a few seconds) and does not cause fabric disruption. 

• Single CP systems (such as the Brocade 5100, 5300, and 6510 fixed-port switches) have a blind 
period that can last 1 to 2 minutes. Obviously, this potentially can cause fabric disruptions. These 
switches allow data traffic to continue flowing during the firmware upgrade CP blind period, unless a 
response from the CP is required. In the mainframe world, this can occur more frequently, since FICON 
implementations utilize Extended Link Services (ELSs) for path and device validation. In addition, FICON 
uses class-2 for delivery of certain sequences, which increases the chances that the CP needs to 
become involved. 

It is a best practice to vary the CUP port (0xFE) on a switching device offline, from every LPAR on every 
CEC, before starting a switch firmware download and install procedure. 

• This keeps the CUP from getting “boxed” and issuing an Interface Control Check (IFCC) when new 
firmware is being implemented. 

• After the firmware is successfully updated, vary the CUP back online to every LPAR on every Central 
Electronics Complex (CEC). 

It is a best practice to download and utilize the Brocade SAN Health® free software, which provides users 
with a host of reports and a storage network diagram, and which can point out inconsistencies between 
the deployed FICON networks and the user’s IOCP. 
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TRUNKING ISL LINKS INTO LARGER LOGICAL CONNECTIONS
The Brocade Trunk Group feature (known as Brocade Trunking or frame-based routing) allows a user to 
deploy multiple high-speed load-sharing ISL links between two Brocade switching devices: 

• The user can configure from two ports up to eight ports within an ASIC-based trunk group, where each 
link in the trunk supports transfer rates of up to 8 Gbps or 16 Gbps (Gen 5) of bidirectional traffic. 

• The ports in a trunk group make a single logical link (fat pipe). Therefore, all the ports in a trunk 
group must be connected to the same device type at the other end. 

• In addition to enabling load sharing of traffic, trunk groups provide redundant, alternate paths for 
traffic if any of the segments fail. 
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Figure 9. Example of Brocade Trunking.

Frame-based Trunking (that is, Brocade Trunking) is supported in all cascaded FICON fabric 
implementations. I/O traffic load sharing is accomplished very efficiently by the hardware ASIC pair to 
which the ISL links are connected. 

The Fibre Channel protocol has a function called Fabric Shortest Path First (FSPF) to assign ingress 
ports to ISL links via a costing mechanism.

• Brocade preempts FSPF with its own capability, Dynamic Load Sharing (DLS), in order to evenly assign 
ingress ports to egress ISL links at Port Login (PLOGI) time. 

DLS is valid for FICON environments regardless of the routing policy setting. Thus, DLS with Lossless 
mode enabled should be used for all FICON environments, whether port-based, device-based, or 
exchange-based routing (ISL load balancing mechanisms) are deployed. 

When using FICON device emulation (IBM Extended Remote Copy [XRC] and/or FICON Tape Pipelining), 
the FCIP blade—which is the Brocade FX8-24—is allowed to use only ASIC-based Brocade Trunking, if 
trunking is desired. 

A FICON Accelerator License (FAL) enables you to use FICON emulation (FICON acceleration) on Brocade 
FCIP links. The license is a slot license. Each slot that does emulation (acceleration) requires a license. 

IBM certifies IBM Global Mirror (XRC) with the Brocade non-accelerated (no FAL) FCIP products at up to 
300 km (186 mi). 

At Brocade FOS 6.0.4c and higher, IBM certifies IBM Global Mirror (XRC) with FICON Accelerated (FAL 
installed) FCIP products at up to 700 km (435 mi), when using the Brocade 7800 or the Brocade FX8-24. 

For IBM TS7700 tape, 100 km (62 miles) is the maximum distance supported from switching devices. 
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Emulation support for FCIP Tape Pipelining for the IBM TS7700 is supported for up to a 3,000 mi 
(4,828 km) distance. Switching and extension devices should be running firmware level Brocade FOS 
6.1.1a or Brocade FOS 6.4.0c or higher. 

TWO-BYTE LINK ADDRESSING
The LINK= parameter on the CNTLUNIT macro in IOCP is used to indicate that a switching device is in 
the channel path. The LINK= contains hex bytes to indicate whether single or cascaded FICON fabrics 
are used to connect the control unit to the System z channel path.

• A statement coded as LINK=(02,1A,20,2A) indicates that only a single switch is in the channel path.

• A statement coded as LINK=(3A02,3A1A,3A20,3A2A) indicates a cascaded FICON channel path. This 
format is known as two-byte link addressing.

Unless users are certain that their FICON fabrics will never need to be cascaded, it is a best practice to 
always utilize two-byte link addressing in the IOCP. 

Two-byte link addressing on Brocade 8 Gbps and Gen 5 devices requires, before activation, that users:

• Have a security policy set

• Are using insistent Domain IDs

• Have fabric binding enabled (SCC policy in strict mode) 

A mainframe channel that is using two-byte link addressing queries the switch for the proper security 
settings (Query Security Attributes [QSAs]) when it logs in. If the security attributes are changed (for 
instance, fabric binding or insistent Domain ID) on that channel after login, then nothing happens. 
However, if that channel logs out for any reason, it is not able to log back in. 

VIRTUAL FABRICS
It is a best practice to always enable Brocade Virtual Fabrics even if users do not deploy them (at 
Brocade FOS 6.0 and higher), because it is disruptive to change this mode at a later time. 
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Figure 10. Example of Brocade Virtual Fabrics.
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Once users have enabled Brocade Virtual Fabrics, a Default Switch is automatically created. However, 
this should not be used for FICON connectivity purposes. 

• When the Virtual Fabrics feature is enabled on a switch or Director chassis, all physical ports are 
automatically assigned to the Default Switch (which is an LS that is automatically created when 
Brocade Virtual Fabrics are enabled). 

The Default Switch should not be utilized to provide host/storage connectivity:

• Although it might work for a time, it is a bad practice to place any FICON or FCP connectivity ports in 
the Default Switch.

• Move connectivity ports that are in the Default Switch to some other LS that was created. 

After enabling Virtual Fabrics on a chassis, users should then create their own LSs. 

An LS is an implementation of a Fibre Channel switch in which physical ports can be dynamically added 
or removed. After creation, an LS is managed just like a physical switch. Each LS is associated with a 
Logical Fabric (Virtual Fabric). 

CUP should never be allocated on the Default Switch. CUP should be run only on LSs that users  
have created. 

Brocade Virtual Fabrics create a more complex environment and additional management duties, so it is 
a best practice not to use more of them on a chassis than necessary. In many FICON environments, a 
single user-created LS and its Virtual Fabric are adequate. 

In particular, consider using Brocade Virtual Fabrics under the following circumstances: 

• When 48-port blades are deployed in a Brocade DCX chassis (does not apply to the Brocade DCX-4S) 

• When users need absolute isolation between FICON and FCP workloads running across the same chassis 

• When users need absolute isolation between LPARs and customers running across the same chassis 

• When users are trying to isolate I/O traffic across specific links of their long-distance ISLs 

• To eliminate the possibility that the fabric takes multiple hops to redrive FICON I/O traffic, in the 
event of a fabric failure in a three-site configuration 

CONCLUSION
This chapter has presented a great deal of technical information in a highly compact format. The 
chapter reviewed best practices for architecture, design, implementation, and management in a Brocade 
FICON SAN. Best practices are typically based on years of experience from a wide variety of sources 
and customer implementations. However, if you are already implementing a method that is contrary 
to the best practices described in this chapter, and your method works for you and your installation, 
we recommend that you follow the reliable sage advice: “If it’s not broken, don’t fix it.” Do not change 
something that works for you, simply in order to comply with a best practice that is suggested here.

This chapter also concludes Part 2 of this book, which has covered the topic of FICON SAN. FICON 
SAN is just one aspect of mainframe connectivity. Part 3 describes the networking aspects of the 
modern IBM mainframe—such as Systems Network Architecture (SNA)/IP, Open Systems Adapter (OSA) 
channels, and Software Defined Networking (SDN).
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INTRODUCTION
This chapter serves as a brief introduction to the topic of networking on the modern IBM mainframe 
platforms: System z and zEnterprise. Beginning with a short historical perspective, the first half 
of the chapter covers some of the basics of networking on the mainframe, including a short look 
at use cases. This chapter also briefly reviews System Network Architecture (SNA) and Virtual 
Telecommunication Access Method (VTAM), as a precursor to a detailed discussion in the next chapter 
on SNA over Internet Protocol (SNA/IP). This chapter also introduces the z/OS Communications Server. 
The second half of the chapter focuses on the Brocade® MLX® series of routers and how they fit into a 
modern mainframe network. More detailed discussions on topics such as Open Systems Adapter (OSA) 
channel cards, Software-Defined Networking (SDN), and others are presented in chapters 2 and 3 of 
Part 3, as well as in Part 4. 

Network communication has both software and hardware aspects, and a separation of software and 
hardware communications duties is common in large enterprises. A skilled network expert, however, 
needs to understand both aspects. As a mainframe system programmer, the network professional 
must bring a thorough understanding of z/OS communications software to any project that involves 
working with a company network. While network hardware technicians have specific skills and tools for 
supporting the physical network, their expertise often does not extend to the z/OS communications 
software. When a nationwide retail chain opens a new store, z/OS system programmers and network 
hardware technicians must work as a team and coordinate their efforts to open the new store.

To support the changing requirements of online transactions, enterprise networks can be designed, 
customized, operated, and supported using the combined features and functions of network protocols, 
such as SNA and Transmission Control Protocol/Internet Protocol (TCP/IP). z/OS network capability 
includes a fully-featured communications server with integration of SNA and TCP/IP protocols, making 
the modern mainframe platform a very large server capable of serving a large number of worldwide 
clients simultaneously. Many technology options exist to transport, secure, protect, and encrypt z/
OS-hosted, business-sensitive, and customer confidential data between the mainframe and authorized 
clients. The requirements and specifications of your business transactions should determine the 
technologies you choose to handle the transactions.

As a data communications expert in the world of mainframe computing, you need to understand the 
role of the network in your company’s business objectives and corporate infrastructure. Part 3 of 
this book helps you understand how the latest networking technologies work with your company’s 
mainframe systems, as well as providing an introduction to the Brocade MLX family of routers. 

BACKGROUND: MAINFRAMES AND MODERN NETWORKS
What is a network? In the broadest sense of the word, a network is an interconnected system of 
people or things. In the fast-paced, lively field of Information Technology (IT), a network is defined as 
the hardware and software that enables computers to share files and resources and exchange data. 
Depending on the size of a business, a network can be as simple as two personal computers on a 
locally connected network or as complex as the Internet, a worldwide network of millions of computers 
of various types. To send or receive data through a network, a company’s employees interact through a 
variety of communication devices, such as telephones, workstations, and computers. Network data can 
flow through an even greater variety of mechanisms: communication software and hardware, telephone 
wires, broadband cable, wireless and microwave transmission units, satellite, fiber optics, and so 
on. For the purposes of this book, the primary focus is on how network technology relates to IBM 
mainframe computers, the workhorses of corporate IT.

To be effective, corporate communications rely on secure links between thousands of end users, 
applications, and computers of various sizes, including mainframes. Wherever speed and security are 
essential, mainframes are used as the most critical servers in the network infrastructure. Before the 
advent of the Internet, employees in a corporation perceived the network as the terminals that served 
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the company’s business transactions. This workload was rather predictable both in transaction rate 
and mix of transactions, and much of the work could be done after hours through batch processing 
on the mainframe.

The paradigm used today is Online Transaction Processing (OLTP). OLTP is a class of program that 
facilitates and manages transaction-oriented applications, typically for data entry, order entry, and 
retrieval transactions in a number of industries, including banking, airlines, mail order, supermarkets, 
and manufacturers. Today’s networks and transactional systems must be able to support an 
unpredictable number of concurrent users and transaction types. Most transaction programs need 
to respond in short time periods—in some cases, fractions of a second. For example, inside a bank 
branch office or through the Internet, customers are using online services when checking an account 
balance or transferring fund balances. Most of the traffic in a network involves transaction processing, 
where one side initiates the transaction and the other side processes, authorizes, and approves or 
declines the transaction. Some examples of activities that result in network traffic include (but are not 
limited to) (IBM Corporation, 2010):

• Purchasing merchandise at a retail Point-of-Sale (POS)

• Cash withdrawal from an Automated Teller Machine (ATM)

• Paying bills over the web using a home banking application

• Flight, hotel, and car rental reservations

• Ordering and receiving parts to assemble and repair automobiles

If you have never thought about the incredible interconnectedness of the modern world, its computers, 
and its end users, consider your own experience. You use a complex network when you withdraw money 
from a bank account through an ATM, submit a payment at the supermarket with a debit or credit card, 
and purchase a music download over the Internet. Computer networks touch nearly every aspect of 
everyday life. Today’s online transaction processing increasingly requires support for transactions that 
span a network and may include more than one company. When a large organization needs this type 
of transaction processing, it is likely that the network is connected to a mainframe (Ebbers, Kettner, 
O’Brien, & Ogden, 2012).

THE IMPORTANCE OF NETWORKS TO THE ENTERPRISE
A computer network is created to provide a means of transmitting data, sometimes essential data, from 
one computer to another. The accuracy and speed of daily business transactions for large organizations 
are vital to the organization’s success. Unscheduled disruptions resulting in the failure to process these 
daily business transactions are costly and potentially disastrous. The widespread use of networks 
extends the reach of organizations. These remote interactions with customers, suppliers, and business 
partners significantly benefit countless businesses and positively impact the overall productivity of 
many countries. However, such productivity gains are only as good as the network. Networks are 
created to provide a means to satisfy an objective or need, often a critical need. In today’s competitive 
market, responsiveness to customer or supplier demand is often a decisive factor in the success of an 
organization. The network is considered one of the most critical resources in an organization, both in 
the private and public sectors. 

MAINFRAME-BASED OLTP NETWORKS
Mainframes are used by large organizations as their central transaction processing system. Transaction 
processing in this context requires high availability, security, performance, and responsiveness. For 
example, consumers expect to be able to use their credit card 24 hours a day, 365 days a year. They 
expect those transactions to be safe, and they do not expect to be left standing at a checkout counter 
waiting for it to all happen. The mainframe is specifically designed to be the “best of breed” for performing 
massive concurrent transaction processing in the range of hundreds of transactions per second.
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TRANSACTIONS, TRANSACTION PROGRAMS, AND TRANSACTION SYSTEMS
Transactions occur in everyday life, for example, when you exchange money for goods and services 
or do a search on the Internet. A transaction is an exchange, usually a request and a response, that 
occurs as a routine event in running the day-to-day operations of an organization. Transactions have the 
following characteristics (Ebbers, Kettner, O’Brien, & Ogden, 2012):

• A small amount of data is processed and transferred per transaction.

• There are a large numbers of users.

• Transactions are executed in large numbers.

A business transaction is a self-contained business deal. Some transactions involve a short 
conversation (for example, an address change). Others involve multiple actions that take place over 
an extended period (for example, the booking of a trip, including car, hotel, and airline tickets). A 
single transaction might consist of many application programs that carry out the processing that is 
needed. Large-scale transaction systems (such as the IBM CICS product) rely on the multitasking and 
multithreading capabilities of z/OS to allow more than one task to be processed at the same time, with 
each task saving its specific variable data and keeping track of the instructions each user is executing.

Multitasking is essential in any environment in which thousands of users can be logged on at the same 
time. When a multitasking transaction system receives a request to run a transaction, it can start a new 
task that is associated with one instance of the execution of the transaction—that is, one execution of 
a transaction, with a particular set of data, usually on behalf of a particular user at a particular terminal. 
You might also consider a task to be analogous to a UNIX thread. When the transaction completes, the 
task is ended. Multithreading allows a single copy of an application program to be processed by several 
transactions concurrently. Multithreading requires that all transactional application programs be re-
entrant; that is, they must be serially reusable between entry and exit points.

Transaction systems must be able to support a high number of concurrent users and transaction types. 
One of the main characteristics of a transaction or online system is that the interactions between 
the user and the system are brief. Most transactions are executed in short time periods—under one 
second, in some cases. The user performs a complete business transaction through short interactions, 
with immediate response time required for each interaction. These are mission-critical applications; 
therefore, continuous availability, high performance, and data protection and integrity are required.

OLTP is transaction processing that occurs interactively. It requires (IBM Corporation, 2010):

• Immediate response time 

• Continuous availability of the transaction interface to the user

• Security

• Data integrity

In a transaction system, transactions must comply with four primary requirements, known jointly by the 
mnemonic A-C-I-D or ACID: 

• Atomicity: The processes performed by the transaction are done as a whole or not at all.

• Consistency: The transaction must work only with consistent information.

• Isolation: The processes coming from two or more transactions must be isolated from one another.

• Durability: The changes made by the transaction must be permanent.
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Usually, transactions are initiated by a user who interacts with the transaction system through a 
terminal. In the past, transaction systems supported only terminals and devices that were connected 
through a teleprocessing network. Today, transaction systems can serve requests submitted in any of 
the following ways: 

• Web page 

• Remote workstation program

• Application in another transaction system

• An automatic trigger at a predefined time

• Web service and Web 2.0 requests

• Arrival of asynchronous messages

The two examples that follow are typical cases of networks as they are commonly used in high-volume 
business transactions. Each of these examples shows an industry that relies on messages being 
sent electronically over a communication network. In most cases, a mainframe is used to send the 
message; one or more mainframes may be needed to route it to the appropriate place, and a third 
mainframe is used to receive it. Although simplified to some extent, these examples provide insight into 
the extent and complexity of electronic communication networks (IBM Corporation, 2010): 

• Credit card purchase at a retail store

• ATM cash withdrawal 

In practice, the number of transactions, the interfaces between the business partners, and the number 
of data elements are several orders of magnitude more complex than the examples illustrate.

Credit Card Purchase at a Retail Store
When you use a credit card to purchase goods from a retailer, a network (and most likely a mainframe) 
is involved. When your credit card is electronically scanned, the identification is initially handled by 
the company (bank) that provides the POS credit card reader. From there, the transaction is sent 
through the network to the credit card company’s mainframe. When your account is validated and 
the transaction is approved, the credit card company issues a debit message to the issuing bank. 
Concurrently, a credit message to the merchant is issued.

The advantage of sending the transaction immediately is to detect whether you are exceeding your 
credit limit and to prevent such violations. Furthermore, if the card is stolen, or if you have exceeded 
credit limits, the merchant must be notified in time to void the purchase. Often, an intermediate host 
is used to handle and approve or disapprove the transaction. All of this can be effective only when a 
robust, responsive communication network is in place between the merchant, credit card company, and 
issuing bank.

ATM Cash Withdrawal
The simple act of withdrawing cash from an ATM is much more complicated than it appears. You begin 
by inserting your identification card and entering a Personal Identification Number (PIN). Your identity is 
verified online when a computer in the network compares the information you entered to a database of 
customers belonging to that financial institution. Internal electronic messages are created to access the 
specific checking or savings account where the money is held. Then, the account balance is verified and 
approved. Finally, a message is sent back to the ATM to disburse the funds or refuse the transaction.

The withdrawal transaction triggers secondary transactions to update the appropriate checking or 
savings accounts; this is usually done in real time. By the time the money is dispensed from the 
machine, the account balance reflects the withdrawal. The transaction becomes more complex if you 
make an out-of-territory withdrawal. For example, you use Bank 1’s ATM to withdraw money from your 
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account at Bank 2. The peer bank’s database must be accessed and the account status verified. All 
of this occurs as the customer waits at the machine. The network and mainframe computers involved 
must be very fast to keep the response time “reasonable” from the customer’s point of view. The 
successful completion of the transaction depends on, among other things, both banks using compatible 
network technology to exchange information.

The transactions that were described in the examples take advantage of the following functionality that 
the mainframe can provide to an OLTP system: 

• Availability: Customers expect an ATM to always be available. 

• Security: The PIN number entered is encrypted at the ATM and decrypted at the host that executes 
the ATM transaction.

• Responsiveness: How long is a customer willing to wait until the transaction is completed?

BRIEF HISTORY OF DATA NETWORKS AND MAINFRAMES
Established in 1969, TCP/IP is actually five years older than SNA. However, SNA was immediately made 
available to the public, whereas TCP/IP was limited at first to military and research institutions, for 
use in the interconnected networks that formed the precursors to the Internet. In addition, SNA was 
designed to include network management controls not originally in TCP/IP, through the Synchronous 
Data Link Control (SDLC) protocol. In the 1980s, SNA was widely implemented by large corporations, 
because it allowed their IT organizations to extend central computing capability worldwide with 
reasonable response times and reliability. For example, widespread use of SNA allowed the retail 
industry to offer new company credit card accounts to customers at the POS (IBM Corporation, 2010).

In 1983, TCP/IP entered the public domain via Berkeley BSD UNIX. TCP/IP maturity, applications, and 
acceptance advanced through an open standards committee, the Internet Engineering Task Force 
(IETF), using the Request for Comment (RFC) mechanism. TCP/IP was designed for interconnected 
networks (an internet) and seemed to be easier to set up, whereas SNA design was hierarchical, with 
the “centralized” mainframe at the top of the hierarchy. The SNA design included network management, 
data flow control, and the ability to assign “class of service” priorities to specific data workloads. 
Communication between autonomous SNA networks became available in 1983. Before that, SNA 
networks could not talk to each other easily. The ability of independent SNA networks to share business 
application and network resources is called SNA Network Interconnect (SNI).

SNA and TCP/IP on z/OS
SNA was developed by IBM. SNA enabled corporations to communicate with their locations around the 
country. To perform this task, SNA included products such as VTAM, Network Control Program (NCP), 
terminal controllers, and the SDLC protocol. Similar to how TCP/IP in the 1990s offered the public a 
way to interconnect networks, SNA offered interconnected networks to large enterprises in the 1980s 
(Guendert & Johnson, 2011).

TCP/IP is an industry-standard, non-proprietary set of communications protocols that provides reliable 
end-to-end connections between applications over interconnected networks of different types. TCP/
IP was widely embraced when the Internet came of age, because it permitted access to remote data 
and processing for a relatively small cost. TCP/IP and the Internet resulted in a proliferation of small 
computers and communications equipment for chat, email, conducting business, and downloading 
and uploading data. Large SNA enterprises have recognized the increased business potential of 
expanding the reach of SNA-hosted data and applications to this proliferation of small computers and 
communications equipment in customers’ homes, small offices, and so on.

TCP/IP is the general term used to describe the suite of protocols that form the basis for the Internet. 
It was first included in the UNIX system offered by the University of California at Berkeley, and it is now 
delivered with essentially all network-capable computers in the world. It is named for two of the most 
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important protocols, which were the first two networking protocols defined in this standard:

• Transmission Control Protocol (TCP): TCP is a transport layer protocol used by applications that 
require guaranteed delivery. TCP establishes a full duplex virtual connection between two endpoints. 
Each endpoint is defined by an IP address and a TCP port number. A byte stream is transferred 
in segments. A number of bytes of data are sent, and an acknowledgement from the receiver is 
necessary.

• Internet Protocol (IP): IP routing is a set of protocols that determine the path that data follows to 
travel across multiple networks from its source to its destination. Data is routed from its source to its 
destination through a series of routers and across multiple networks.

Many factors contribute to the continued use of SNA. SNA is stable, trusted, and relied upon for mission-
critical business applications worldwide. A significant amount of the world’s corporate data is handled 
by z/OS-resident SNA applications. A distinctive strength of SNA is that it is connection-oriented, with 
many timers and control mechanisms to ensure reliable delivery of data. Mainframe IT organizations are 
often reluctant and skeptical about moving away from SNA, despite the allure of TCP/IP and web-based 
commerce. This reluctance is often justified. Rewriting stable, well-tuned business applications to change 
from SNA program interfaces to TCP/IP sockets can be costly and time-consuming. Many businesses 
choose to use web-enabling technologies to make the vast amount of centralized data available to the 
TCP/IP-based web environment, while maintaining the SNA APIs. This “best of both worlds” approach 
ensures that SNA and VTAM will be around well into the foreseeable future (Guendert S., 2014).

THE BASIC ELEMENTS OF A MAINFRAME NETWORK
The basic elements of a mainframe network are identical to other networks and include hardware, 
software, and protocols. The interrelationship of these basic elements constitutes the infrastructure of 
the network. A network infrastructure is the topology in which the nodes of a Local-Area Network (LAN) 
or a Wide-Area Network (WAN) are connected to each other. These connections involve equipment like 
routers, switches, bridges, and hubs using cables (copper, fiber, and so on) or wireless technologies (in 
other words, Wi-Fi).

Network protocols define how two devices in a network communicate. The specifications for network 
protocols starts with the electrical specifications of how a networking device is connected to the 
infrastructure. For example, line voltage levels, carrier signals, and the designation of which line might 
be used for what types of signals must be specified. Building up from there, network protocols include 
such specifications as the methods that can be used to control congestion in the network and how 
application programs communicate and exchange data. If you think of a network as roads, highways, 
railways, and other means of transport, the network protocols are the “traffic rules.” Today, TCP/IP is 
by far the most dominant suite of networking protocols. Prior to TCP/IP, SNA was arguably the dominant 
protocol suite. The irony is that TCP/IP is the older of the two protocols. Many networks in larger 
organizations use both of these protocol suites. As with most networking protocols, both SNA and TCP/
IP are layered protocol stacks (Guendert & Johnson, 2011).

A popular method of documenting network protocols is to use a layered network architecture model. 
Network architecture models separate specific functions into layers, which collectively form a network 
stack. While a protocol consists of rules that define characteristics for transporting data between 
network nodes, the layered model separates the end-to-end communication into specific functions that 
are performed within each layer. Ideally, the layers are isolated from each other—each layer does not 
need to know how the layer below it functions. All a layer needs to know is how to interact with the 
layers adjacent to it. 
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Layered Network Models
TCP/IP and SNA are both layered network models. Each model can indirectly map to the international 
Open Systems Interconnect (OSI) network model. 

The OSI network model depicts the organization of the individual elements of technology that are 
involved with end-to-end data communication. As shown in Figure 1 (IBM Corporation, 2010), the 
OSI network model provides common ground for both SNA and TCP/IP. Although neither technology 
maps directly into the OSI network model (TCP/IP and SNA existed before the OSI network model was 
formalized), common ground still exists, due to the defined model layers. The OSI network model is 
divided into seven layers. OSI layer 7 (Application) indirectly maps into the top layers of the SNA and 
TCP/IP stacks. OSI layer 1 (Physical) and layer 2 (Data Link) map into the bottom layers of SNA and 
TCP/IP stacks.
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Figure 1. Layered Network Model Comparison

In one typical scenario, two geographically separated endpoint software applications are connected at 
each end by a layered network model. Data is sent by one endpoint application and received by the 
other endpoint application. The applications can reside on large mainframes, PCs, POS devices, ATMs, 
terminals, or printer controllers. Endpoints in SNA are called Logical Units (LUs), whereas endpoints in 
IP are called application ports (abbreviated as “ports”). Consider how this model might be used in the 
network communications for a large chain of grocery stores. Each time a customer pays for groceries at 
one of the many POS locations in a grocery store, the layered network model is used twice:

• The POS application resides at the top of the local layered network stack.

• The application that records details of the sale and authorizes completion resides at the top of a 
remote layer network stack.

The local network stack might run on a non-mainframe system with attached POS devices, while the 
remote network stack quite often runs on a mainframe, to handle transactions received from all of the 
store locations. Method of payment, purchases, store location, and time are recorded by mainframe 
applications, and authorization to print a sales receipt is returned back through both layered network 
stacks to complete the sale. This transactional model is commonly known as a request/server or 
client/server relationship.
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MAINFRAME NETWORK CAPABILITIES OVERVIEW
What if the network or attached mainframe for the example grocery store chain somehow became 
unavailable? Most POS systems in use today include the ability to accumulate transactions in 
an intelligent store POS controller or small store processor. When the outage is corrected, the 
accumulated transactions are then sent in bulk to the mainframe. In the previous example, the recovery 
of transactions is essential to preventing bookkeeping and inventory problems at the store and in the 
chain’s central office. The cumulative effect of unaddressed, inaccurate records could easily destroy a 
business. Therefore, Reliability, Availability, and Serviceability (RAS) are just as important in the design 
of a network as they are in the mainframe itself. 

IBM’s current mainframe technology provides significantly large servers with the distinctive strength 
of handling a high volume of transactions and Input/Output (I/O) operations in parallel. The 
mainframe is capable of serving a large number of network nodes geographically dispersed across 
the world, while simultaneously handling a high volume of I/O operations to disk storage, printers, 
and other attached computers.

Mainframe architecture includes a variety of network capabilities. Some of these capabilities include 
(Ebbers, Kettner, O’Brien, & Ogden, 2012):

• IP communication among large numbers of Linux and z/OS operating systems running as z/VM 
(Virtual Machine) guest machines

• IP communication between independent operating systems running in Logical Partitions (LPARs) on 
the same machine

• IP communications among a tightly coupled cluster of mainframe LPARs (called a Parallel Sysplex) 

• Communications via the TCP/IP suite of protocols, applications, and equipment (for example, the 
Internet, intranets, and extranets)

• SNA suite of protocols and equipment, including subarea and Advanced Peer-to-Peer Networking with 
High-Performance Routing (APPN/HPR) 

• Integration of SNA into IP networks using Enterprise Extender (EE) technology 

Figure 2 illustrates a typical but simplified mainframe-based network. 
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Figure 2. A typical mainframe network
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The mainframe is usually connected to the outside world using an integrated LAN adapter called the 
Open Systems Adapter-Express (OSA-Express). The OSA-Express is the equivalent of the Network 
Interface Card (NIC) used in Windows and UNIX systems. It supports various operational modes and 
protocols. Most commonly, the OSA-Express card uses the Ethernet protocol, running over copper wire 
or fiber optic cabling. The latest OSA-Express card, called OSA-Express4S, supports Ethernet at a speed 
of 100 Gbps.

Because the I/O subsystem of the mainframe is different from Intel or UNIX systems, the OSA 
card implements advanced technologies that are required for networking. The OSA-Express card 
is connected to a redundant backbone switch or router (either in a server farm or dedicated to the 
mainframe) that implements the connection to the outside world. A redundant backbone switch or 
router is used to connect critical business servers to the primary (or most important) network for a 
given organization (IBM Corporation, 2012). The switch or router provides redundancy by providing more 
than one physical path to the backbone network. The switch or router is also aware of the network 
through a routing protocol, which ensures that changes to the network are quickly and seamlessly 
accommodated. The backbone network itself is an organization’s high-traffic density network.

A backup site takes over the data processing for planned and unplanned outages of the production site. 
The backup site is self-contained and can provide data processing services for a long time. Duplicating 
the production site can be very costly. The level and the type of services that the backup site provides 
is determined by the cost of a backup compared to the cost of a failure. The larger the organization, 
the higher the cost of failure—hence, the greater the value placed upon a fully functional backup site. 
The backup and the production site are connected using high-speed connections, normally using fiber 
optics. In addition to networking related data, the connections are used to mirror data stored on disks 
from the production site at the backup site. Mirroring may be done in real time. This is discussed 
further in Part 4 of this book.

Offices used for the computer personnel, administration, and back office services are usually located 
in the vicinity of the production computer site. These locations may be in the same building, the 
same campus, or a few blocks away. These sites also are connected using high-speed connections. 
Remote sites, such as branch offices and remote offices, are connected to the backbone network. The 
backbone network might use carrier-supplied communication lines. The speed, the protocol, and the 
topology are designed and implemented by the networking department and the network users. A carrier-
supplied network is a network that is provided (that is, maintained, supported, and operated) on behalf 
of another organization. It is a form of outsourcing: An organization simply needs the network, so it 
enlists another organization to supply the network.

Z/OS COMMUNICATIONS SERVER (COMM SERVER)
VTAM and TCP/IP for Multiple Virtual Storage (MVS) were combined into a single product 
(Communications Server) in 1996. VTAM follows SNA protocols and uses SNA concepts to connect 
and communicate with elements in a data communication network. Each element in a SNA network to 
which a data or control message can be sent is assigned a network address. Each element with such 
an address is known as a Network Accessible Unit (NAU). The network address uniquely identifies the 
element and contains the information necessary to route a message to its destination.

The “Communications Server” name is used by IBM for products running on various IBM server 
platforms: System z and zSeries, pSeries, or xSeries. Communications Server is currently available 
for z/OS, Windows, AIX, UNIX, and Linux operating systems. z/OS includes the Communications 
Server, which is an integrated set of software components that enable network communications for 
applications running on z/OS. z/OS Communications Server is a base element, meaning it is part of 
the z/OS operating system. Communications Server provides the data transportation corridor between 
the external network and the business applications running on z/OS (Rogers, 2011).
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z/OS Communications Server provides a set of communications protocols that support peer-to-peer 
connectivity functions for both LAN and WAN networks, including the most popular WAN, the Internet. 
z/OS Communications Server provides performance enhancements that can benefit a variety of 
TCP/IP applications; it also includes a number of commonly used applications. These performance 
enhancements and applications may be software-based or hardware-based. 

z/OS Communications Server is IBM’s implementation of SNA and standard TCP/IP protocol suites 
on the System z platform. SNA is IBM’s proprietary networking protocol, whereas TCP/IP is a 
component product of the Communications Server for z/OS that provides a multitude of technologies 
that collectively provide an environment for the development, establishment, and maintenance of 
applications and systems. 

z/OS Communications Server includes three major components (Rogers, 2011): 

1. The SNA protocol stack contained in VTAM

2. The TCP/IP protocol stack

3. The Communications Storage Manager (CSM), which provides a shared I/O buffer area for both TCP/
IP and VTAM data flow. The CSM function allows authorized host applications to share data without 
having to physically move the data.

Z/OS COMMUNICATIONS SERVER PROTOCOLS: SNA AND TCP/IP ON Z/OS
In the past, a mainframe backbone network used SNA. With the prevalence of TCP/IP and the 
introduction of SNA/IP integration technology and additional tools, current mainframe networks are 
migrating to IP-based networks. SNA was developed by IBM for the business community. SNA provides 
industry with a technology that permits unparalleled business opportunities. The z/OS Communications 
Server provides both SNA and TCP/IP networking protocols for z/OS. The SNA protocols are provided by 
VTAM and include subarea, APPN, and HPR.

VTAM and SNA Concepts
In 1974, IBM introduced its Systems Network Architecture (SNA), which is a set of protocols and services 
enabling communication between host computers (IBM mainframes) and peripheral nodes, such as IBM’s 
dedicated hardware boxes, the 3174 controller for 3270 type displays and printers, controllers for the 
retail and finance industries, and more. The mainframe subsystem that implements SNA was named the 
Virtual Telecommunication Access Method (VTAM). SNA is a data communication architecture established 
by IBM to specify common conventions for communication among the wide array of IBM hardware and 
software data communication products and other platforms. Among the platforms that implement SNA in 
addition to mainframes are IBM’s Communications Server on Windows, AIX, and Linux, Microsoft’s Host 
Integration Server (HIS) for Windows, and many more (Pataky, 1998).

SNA defines the standards, protocols, and functions used by devices from mainframes to terminals 
that enable them to communicate with each other in SNA networks. SNA functions are divided into a 
hierarchical structure of separate layers, each performing a specific set of functions. This division of 
network functions into layers enables network devices to share information and processing resources 
without having detailed information about each device on the network. A user at a workstation can 
communicate with another user without knowing anything about the physical devices on the network or 
the connections between those devices.
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In z/OS, VTAM provides the SNA layer network communication stack to transport data between 
applications and the end user. VTAM manages SNA-defined resources, establishes sessions between 
these resources, and tracks session activity. VTAM performs a number of tasks in a network, for example 
(Ranade & Sackett, 1991):

• Monitoring and controlling the activation and connection of resources

• Establishing connections and managing the flow and pacing of sessions

• Providing application programming interfaces that allow access to the network by user-written 
application programs and IBM-provided subsystems

• Providing interactive terminal support for the Time Sharing Option (TSO)

• Providing support for both locally and remotely attached resources

z/OS runs only one VTAM address space. Each application that uses VTAM, such as CICS/TS, requires 
a VTAM definition. The application and VTAM use this definition to establish connections to other 
applications or end users.

IBM introduced a new technology to help businesses preserve the investment in SNA and use IP as 
the protocol for connecting SNA computers. This technology is known as SNA/IP. With SNA/IP, the 
two endpoints, the SNA application in the mainframe, and the SNA application in the remote location 
(branch, store, and so forth), remain unchanged, thereby preserving the investment in SNA. This topic 
will be covered in more depth in Part 3 chapter 2.

Although today TCP/IP is by far the most common way to communicate over a network with a z/OS host, 
some environments still use native SNA, and many environments now carry (encapsulate) SNA traffic over 
User Datagram Protocol (UDP)/IP. The hierarchical design of SNA serves the centralized data processing 
needs of large enterprises. At the top of this hierarchy is VTAM. VTAM subarea networks predate APPN. 
In many large enterprises, migration of subarea networks to an APPN topology is a desired technical 
objective. If EE is also added to the network, additional functions are available, including TCP/IP packet 
enveloping of SNA application data. This consolidates older SNA-specific communication equipment by 
redirecting SNA data flows through existing TCP/IP communication networks. 

All three VTAM configuration types (subarea, APPN, and mixed subarea/APPN) exist throughout the 
world’s large enterprises.

VTAM (SNA) serves the following types of network topologies (Matusow, 1996):

1. A subarea network is a hierarchically organized network consisting of subarea nodes and peripheral 
nodes. Subarea nodes, such as hosts and communication controllers, handle general network 
routing. Peripheral nodes, such as terminals, attach to the network without awareness of general 
network routing. The part of VTAM that manages a subarea topology is called the System Services 
Control Point (SSCP).

2. A peer network, more commonly known as an APPN is a cooperatively organized network consisting 
of peer nodes that all participate in general network routing. The part of VTAM that manages APPN 
topology is called the Control Point (CP). VTAM administration and required coordination between 
communication hardware and software personnel can be significantly reduced with a pure APPN 
topology, as a result of its increased flexibility over subarea networks.

3. A mixed network (subarea/APPN mixed) is a network that supports both host-controlled 
communications and peer communications.
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The TCP/IP Protocol and z/OS
In 1983, the new protocol suite TCP/IP was adopted as a standard, and all hosts on the network were 
required to use it. TCP/IP is a non-proprietary protocol suite that enables different packet-switched 
networks to function as a single entity regardless of underlying network topology. Like SNA, TCP/IP is 
a set of communication protocols used between physically separated computer systems. Unlike SNA 
and most other protocols, TCP/IP is not designed for a particular hardware technology. TCP/IP can be 
implemented on a wide variety of physical networks, and it is specifically designed for communicating 
between systems on different physical networks (LAN and WAN). This is called internetworking.

All systems, regardless of size, appear the same to other systems in the TCP/IP network. TCP/IP 
can be used over LAN hardware using most common protocols, and over WANs. In a TCP/IP network 
environment, a machine that is running TCP/IP is called a host. A TCP/IP network consists of one or 
more hosts linked together through various communication links. Any host can address all the other 
hosts directly to establish communication. The links between networks are invisible to an application 
communicating with a host. It does not matter whether an application is a legacy CICS application using 
MVS services or a newly downloaded application using the UNIX component. System administrators 
might have to choose which components and programming interfaces to use (IBM Corporation, 2010). 
But to the application, the components used are transparent.

TCP/IP on z/OS also allows network administrators to define Virtual Internet Protocol Addresses 
(VIPAs). A VIPA address is managed by the low-level communications protocol inherent in z/OS. Such 
an address can be automatically mapped to more than one z/OS system at the same time. It can be 
dynamically transferred from one IP application to another, even if the application exists on another z/
OS host. All of this is transparent to the network and most applications. Further, a VIPA address can 
be associated with all physical adapters on a z/OS host. There is effectively no limit to the number of 
physical adapters a z/OS host can support. At the same time, VIPA addresses can work in conjunction 
with the workload management services of z/OS to move inbound IP connections to the z/OS host that 
has the largest number of available system resources.

When z/OS hosts existed in a SNA-only environment, dedicated terminal controllers and “dumb” (non-
programmable) terminals were the cornerstone of communicating with z/OS. The data protocol used to 
communicate between the dumb terminal and z/OS is called the 3270 data stream. As TCP/IP became 
a world standard, the 3270 data stream was adapted for use on a TCP/IP network. By blending 3270 
with the existing Telnet standard, the Telnet 3270 standard emerged. Today, TN3270 has been further 
refined into TN3270 Enhanced, or TN3270E. This standard is defined in RFC 2355. To communicate 
with z/OS using TN32702, you run a client such as IBM Personal Communications on the workstation. 
This client establishes a TN3270 session using TCP. On the z/OS side, a TN3270 server converts 
the TN3270 protocol to the SNA protocol, and the connection to an application is completed using 
VTAM. The completion of the SNA portion is done by the TN3270 server acquiring an LU on behalf of 
the TN3270 client. Then, an LU-LU session is established between the TN3270 server and the target 
application (IBM Corporation, 2010).

z/OS TCP/IP Specifics
TCP/IP on z/OS supports all of the well-known server and client applications. The TCP/IP started 
task is the engine that drives all IP-based activity on z/OS. The TCP/IP profile data set controls the 
configuration of the TCP/IP environment. The File Transfer Protocol (FTP) server implements the FTP 
standard and can communicate with any FTP clients on the network. The Telnet server implements 
a standard line mode Telnet daemon. Even though z/OS is an Extended Binary Coded Decimal 
Interchange Code (EBCDIC) host, communication with ASCII-based IP applications is seamless. IP 
applications running on z/OS use a resolver configuration file for environmental values. Locating a 
resolver configuration file is somewhat complicated by the dual operating system nature of z/OS  
(UNIX and MVS). 
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Note on IPv4 versus IPv6: IPv6 continues to be the coming standard for IP addresses. However, it 
has not been widely implemented yet. You should be aware that IPv6 is fully supported on z/OS (IBM 
Corporation, 2010).

BROCADE AND Z/OS NETWORKING
In today’s Information Age, countless data is created, transmitted, and stored. This valuable data 
enables the livelihood of businesses across the globe. Data takes various forms:

• Financial transactions

• Online purchases

• Customer demographics

• Correspondence

• Spreadsheets

• Input to (or created by) business applications

Customer transactions are vital, and it is important that none of this data is lost due to an IT system 
failure. In today’s competitive environment, users demand nearly 100 percent system and infrastructure 
availability. This is why large enterprises run their businesses on IBM System z and z/OS. Critical 
applications and operations require services and support that are dedicated to their important I/O traffic.

High availability is important to all businesses, but it is more important to businesses running on IBM 
System z and z/OS. Deploying high availability must be a conscious objective, because it requires time, 
resources, and money. High availability is a necessity, because it ensures constant connections of 
servers to storage networks and to storage devices with a reliable data flow. However, businesses pay a 
premium, given the Total Cost of Acquisition (TCA) of highly available equipment.

High availability equals viability. If companies do not have highly reliable and available solutions for the 
continuing operation of their equipment, they lose money. If one company’s server goes down due to 
a failure in availability, customers are likely to click over to a competitor. If essential computers that 
are involved in manufacturing are damaged by a machine failure, a lag in inventory can result, and 
schedules are missed. If a database application cannot reach its data due to I/O fabric failures, various 
situations can occur:

• Seats on airline flights remain unfilled.

• Hotel room reservations go to a competitor.

• Credit card transactions are delayed.

These situations can cause thousands to millions of dollars in damage to a company’s profits.

Networking is an important part of this infrastructure. Because they depend upon electronic devices, 
networks can at times fail. The failure might be due to software or hardware problems. Rather than 
taking big risks, businesses that run important processes integrate high-availability solutions into their 
computer environments. The network is crucial to high-availability environments.

The IT team must understand and answer the following questions when pursuing a high- 
availability environment:

• How do you design a network for “five 9s” high availability?

• What do you need to look for when engineering and designing switching devices, to ensure that high-
availability requirements are met?
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IBM System z requires an Ethernet router that provides the right mix of functionality without affecting 
performance or limiting high availability. In addition, a solid, future-proof network design must be able 
to handle the rapid pace of technological change. The increasing role of the converged network makes 
high availability and high performance crucial to the success of today’s System z network deployments. 
When selecting equipment, planners must also be confident that they can enable advanced features 
without purchasing more hardware or software.

Brocade MLX routers are built with a state-of-the-art architecture and terabit-scale switch fabrics. 
These routers provide a rich set of high-performance IPv4, IPv6, Multiprotocol Label Switching (MPLS), 
and advanced Layer 2 switching capabilities. As a result, these routers address the diverse needs in 
environments that include service provider backbones, data centers, and distributed enterprises.

Brocade MLX routers are highly optimized for IP Ethernet deployments, providing symmetric scaling with 
chassis options that include 4-, 8-, 16-, and 32-slot systems. These routers offer industry-leading wire-
speed port capacity without compromising the performance of advanced forwarding capabilities. For 
example, the Brocade MLXe-32 Core Router delivers data forwarding performance in excess of 6 Tbps 
today and scales to 15.36 Tbps. This capacity is enough to future-proof networks for years to come. In 
addition, the robust control plane is proven in thousands of mission-critical deployments around the globe.

Brocade MLX routers enable reliable converged infrastructures and support key applications. These 
routers feature advanced redundant switch fabric architecture for high availability. The architecture 
helps ensure that the system continues to operate at peak performance, even if a switch fabric card 
failure happens. If additional fabric failures occur (although unlikely), with the advanced architecture, 
the system continues operating in a graceful degradation mode. In this mode, the system tunes its 
performance to the remaining fabric capacity.

The advanced fabric architecture is complemented by comprehensive hardware redundancy for its 
management modules, power supplies, and cooling system. In addition, the multiservice Brocade 
IronWare OS offers the following features:

• Hitless management failover with Open Shortest Path First (OSPF)

• IP multicast non-stop routing

• Border Gateway Protocol (BGP) graceful restart capabilities

• Hitless (in-service) software upgrades to further enhance system availability and  
overall network availability

The Brocade MLX Series of routers is the ideal networking platform for today’s System z networks. The 
Brocade MLX Series provides the performance, reliability, serviceability, and availability that System z 
requires. The rest of this chapter discusses why in more detail.

BROCADE MLX SERIES MULTISERVICE ETHERNET ROUTERS
Today’s network architects seek solutions that provide the right mix of scalability, performance, operational 
simplicity, and cost-effectiveness. The Brocade MLX Series of high performance routers, which includes 
existing Brocade MLX Routers and new Brocade MLXe Core Routers, is designed to meet these and many 
other requirements. Built with a state-of-the-art, sixth-generation, network processor-based architecture 
and terabit-scale switch fabrics, the Brocade MLX Series provides a rich set of high-performance IPv4, 
IPv6, and MPLS capabilities, as well as advanced Layer 2 switching capabilities. As a result, these routers 
address diverse needs in environments that include service provider backbones, Metro Ethernet networks, 
transit/wholesale networks, Internet Service Providers (ISPs), Content Delivery Networks (CDNs), Internet 
Exchange Points (IXPs), data centers, and distributed enterprises.

The Brocade MLX Series has a non-blocking switching capacity of 15.36 Tbps, a data forwarding 
capacity of 12.8 Tbps, and total routing performance of 9.6 billion packets per second (Bpps). Its 
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advanced distributed hardware architecture with fine grained Quality of Service (QoS) support enables 
uncompromised full-duplex, wire-speed performance for any mix of IPv4, IPv6, and MPLS services. 

These capabilities are made possible by an innovative system architecture that offers these 
distinguishing characteristics (Brocade Communications Systems, 2013):

• Clos-based self-routing, distributed, non-blocking architecture provides the foundation for a robust, 
scalable platform.

• Distributed network processing and advanced QoS capabilities across the system allow a rich set of 
features to be implemented at wire-speed rates.

• A high-availability architecture has a clear separation between the control plane and data plane.

• Full redundancy, with redundant power supplies, management modules, fan trays, and Switch Fabric 
Modules (SFMs) avoids any single point of failure.

The Brocade MLX Series is highly optimized for IP Ethernet deployments, providing symmetric scaling 
with chassis options that include 4-, 8-, 16-, and 32-slot systems. These routers offer industry-leading 
wirespeed port capacity without compromising the performance of advanced capabilities such as 
IPv6, MPLS, and MPLS Virtual Private Networks (VPNs). For example, the Brocade MLXe-32 delivers 
data forwarding performance in excess of 6 Tbps today and scales to 15.36 Tbps, enough capacity to 
future-proof networks for years to come. However, true router scalability is measured not only in terms 
of packet forwarding performance, but also in the scalability of the hardware forwarding tables and 
maturity of the control plane. The Brocade MLX Series line modules offer a scale-as-you-grow model 
with hardware Forwarding Information Base (FIB) capacity options of 256,000 IPv4, 512,000 IPv4, and 
1 million IPv4 entries. 

Designed to enable reliable converged infrastructures and support mission-critical applications, the 
Brocade MLX Series features advanced redundant switch fabric architecture for very high availability. The 
architecture helps ensure that the system continues to operate at peak performance even in the case of a 
switch fabric card failure. In the highly unlikely case of additional fabric failures, the advanced architecture 
allows the system to continue operating in a graceful degradation mode, where the system tunes its 
performance to the remaining fabric capacity. The advanced fabric architecture is complemented by 
comprehensive hardware redundancy for the management modules, power supplies, and cooling system. 
In addition, the multiservice Brocade IronWare OS offers hitless management failover for IPv4 and IPv6 
with OSPF, Intermediate System-to-Intermediate System (IS-IS), IP multicast Non-Stop Routing, and Border 
Gateway Protocol (BGP) graceful restart capabilities—as well as hitless (in-service) software upgrades to 
further enhance both system availability and overall network availability. With Label Distribution Protocol 
(LDP) Graceful Restart, MPLS traffic loss is minimized if there is an interruption on the network. To 
maintain continuous operations in data centers and metro networks, the innovative Brocade Multi-Chassis 
Trunking (MCT) feature provides fast link and node failover protection while simultaneously maximizing 
network utilization. For example, MCT supports active/standby redundancy for Virtual Private LAN Service 
(VPLS) and Virtual Leased Line (VLL) pseudowires, providing flexible options for redundancy in network 
designs that interconnect multiple data centers. For increased redundancy and functionality, dynamic 
Layer 3 routing over MCT is also supported.

The Brocade MLX Series provides a wide range of capabilities to support advanced applications and 
services in the most demanding network environments, including service provider, enterprise, and 
data center environments. The routers enable scalable and resilient Layer 2 Metro Ethernet services 
that comply with the Metro Ethernet Forum (MEF) specifications for Ethernet Private Line (EPL), 
Ethernet Virtual Private Line (EVPL), and Ethernet LAN (E-LAN). Complementing Layer 2 Metro Ethernet 
capabilities is a powerful suite of MPLS capabilities and services, including MPLS-TE, Fast Reroute 
(FRR), MPLS VLL, VPLS, BGP/MPLS VPNs (MPLS Layer 3 VPNs), and Dynamic Inter-VRF. Routing over 
VPLS provides Layer 3 forwarding functionality on the VPLS endpoints, thus simplifying management 
and operations by allowing a single access point for both switching and routing applications. This is 
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ideal for inter-data center connectivity and VM migration in the cloud. The combination of Layer 2/3 
features and advanced MPLS capabilities enables the routers to function in the data center core and 
connect geographically distributed data centers using standards-based technology such as VPLS. Within 
the data center, advanced network resiliency features, such as MCT, eliminate the need for spanning 
tree while enabling efficient usage of network resources through active-active load balancing (Brocade 
Communications Systems, 2013).

A comprehensive suite of advanced traffic management and QoS functions enables the deployment of 
triple-play service provider networks and converged enterprise networks supporting voice, video, and 
data. The Brocade MLX Series offers advanced bandwidth control capabilities with two rate, three-
color traffic policers that provide committed bandwidth to users and/or applications. The routers also 
provide advanced packet marking, prioritization, queuing, and scheduling with Weighted Random Early 
Detection (WRED) congestion management for optimal and granular control of bandwidth utilization 
throughout the network. 

Hierarchical QoS (H-QoS) is supported on the Brocade MLX Series. H-QoS allows a carrier to 
consolidate different services on the same physical device running on the same physical infrastructure. 
H-QoS is a valuable tool, especially for networks that support multiple business customers who are 
running multiple applications with different prioritization and scheduling requirements over the same 
infrastructure. H-QoS uses an advanced scheduling mechanism—with multiple levels and instances of 
queuing, shaping, policing, and marking—to prioritize different services over the same connection and 
combine all services for an overall Service Level Agreement (SLA).

Driven by the growth of mobile networks, cloud computing, and virtualization, IP networks today must 
carry enormous levels of traffic that has unpredictable behavior. It is becoming increasingly important 
for service providers and enterprises to have a sophisticated level of visibility into this traffic. Greater 
network visibility through analytics provides increased security, operational efficiencies, and a wide 
range of cloud-based monitoring and value-added services. The Brocade MLXe Series of Core Routers 
provides analytics capabilities to non-disruptively and transparently tap into a production network with 
no loss in performance. Brocade MLXe routers filter and extract relevant network traffic based on the 
rules that are configured statically or dynamically on it. Industry-leading port density, low latency, high 
throughput, and extreme scalability make the Brocade MLXe Series a powerful solution for carrier-class 
environments. By implementing network analytics with the Brocade MLXe Series, network operators 
can increase visibility into network data and traffic, process captured data to evaluate network and 
application conditions, and generate actionable metric and analytic reports to use for network planning.

Designed to enable reliable converged infrastructures and support mission-critical applications, the 
Brocade MLX Series of Routers features advanced redundant switch fabric architecture for high 
availability. The architecture helps ensure that the system continues to operate at peak performance, 
even in the case of a switch fabric card failure. In the highly unlikely case of additional fabric failures, 
the advanced architecture allows the system to continue operating in a graceful degradation mode, 
where the system tunes its performance to the remaining fabric capacity.

The Brocade MLX Series provides a wide range of leading-edge Ethernet line modules (Brocade 
Communications Systems). The flexible half-slot 1 GbE, 10 GbE, and full-slot 100 GbE line modules 
enable organizations to use a single platform for both low-speed and high-speed applications. These 
Ethernet line modules support advanced Layer 2/3 features and scalable MPLS features such as VPLS 
and Layer 3 VPNs, enabling enterprises to design highly virtualized data centers. 1 GbE line modules for 
the Brocade MLX Series are available in 24- and 48-port models.

The 24-port 1 GbE module, available in auto-sensing tri-speed (10/100/1000 Mbps) RJ45 copper and 
Small Form-Factor Pluggable (SFP) versions, is ideal for environments that need to aggregate multiple  
1 GbE links. The SFP version of the line module supports a wide range of media modules that meet the 
IEEE 1000BASE-SX, 1000BASE-LX, 1000BASE-LHA, 1000BASE-LHB, and 1000BASE-TX standards.
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The 48-port 1 GbE auto-sensing tri-speed (10/100/1000 Mbps) module incorporates a space-saving 
design with mini-RJ21 connectors. In data center environments, this line module, along with the MRJ-
21 patch panel, allows direct connection from the server to the Brocade MLX Series, reducing cabling 
complexity, latency, and management overhead. 10 GbE line modules for the Brocade MLX Series are 
available in 4- and 8-port models.

The 4-port 10 GbE line module supports XFP media modules with software-configurable LAN physical 
layer standards (PHY) and WAN PHY modes that meet the IEEE 10GBASE-SR, 10GBASE-LR, 10GBASE-
ER and 10GBASE-ZR standards.

The 8-port 10 GbE line module provides the highest 10 GbE port density in a single router. Small Form 
Factor Pluggable Plus (SFP+) media modules with software-configurable LAN PHY and WAN PHY modes 
meet the IEEE 10GBASE-USR, 10GBASE-SR, 10GBASE-LR, 10GBASE-ER, 10GBASE-ZR, and direct-
attached copper cable standards.

The 2-port 100 GbE line module for the Brocade MLX Series provides unmatched performance and 
scalability with up to 32 wire-speed 100 GbE ports in a single Brocade MLXe-32 router. This full-
slot module supports CFP media modules that meet the IEEE 100GBASE-SR10, 100GBASE-LR4, 
100GBASE-ER4, and 10x10-2km and 10x10-10km MSA standards.

The Brocade MLX Series leverages Brocade Network Advisor, an application that offers comprehensive 
unified network management for all Brocade products. Brocade Network Advisor provides the easy-
to-use MPLS Manager, which can help you configure, monitor, and manage services across networks. 
Brocade Network Advisor also uses sFlow-based technology to provide proactive monitoring, traffic 
analysis, and reporting, which helps reduce network downtime. In addition, Brocade Network Advisor 
offers administrators end-to-end network visibility from a single dashboard.

MLX High-Density Core Routing
The Brocade MLX Series is scalable to high-density 32 × 100 GbE ports, 128 × 40 GbE ports, 768 × 
10 GbE ports, or 1536 × 1 GbE ports in a single chassis. In a standard 7-foot (2.1 meter) Telco rack, 
the Brocade MLXe Series can support up to 1152 × 10 GbE ports, 2304 × 1 GbE (MRJ-21) ports, or 
960 × 1 GbE (RJ-45 or SFP) ports. The Brocade MLX Series also supports up to 256 × OC-12/48 ports 
or 64 × OC-192 ports in a single chassis (Brocade Communications Systems).

MLX Clos Fabric Architecture
The Brocade MLX Series uses a Clos fabric architecture, which provides a high level of scalability, 
redundancy, and performance. As shown in Figure 3, there are multiple high-speed Switch Fabric 
Modules (hSFMs) in the system. Am SFM has multiple fabric elements, each of which has multiple 
connections to every interface slot.
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The Clos architecture uses data striping technology to ensure optimal utilization of fabric interconnects. 
This mechanism always distributes the load equally across all available links between the input and 
output interface modules. By using fixed-size cells to transport packets across the switch fabric, the 
switching architecture of the Brocade MLX Series ensures predictable performance with very low and 
deterministic latency and jitter for any packet size. In addition, the Brocade MLX Series offers a “turbo 
mode” that increases switch fabric efficiency by using variable-size cells to transport packets. The 
presence of multiple switching paths between the input and output interface modules provides an 
additional level of redundancy.

Advantages of a Clos architecture over a traditional architecture include (Brocade Communications 
Systems, 2013):

• A common architecture across the product family, because the same fabric elements are used on 
all chassis of the Brocade MLX Series. This demonstrates the superior scalability of the architecture 
from a small 4-slot system to a large 32-slot system.

• No head-of-line blocking at any point, irrespective of traffic pattern, packet size, or type of traffic.

• Optimal utilization of switch fabric resources at all times. The data striping capability ensures that 
there is fair utilization of the switch fabric elements at all times without overloading any single switch 
fabric element.

• “Intra-SFM” redundancy. An hSFM can withstand the failure of some fabric elements and still 
continue to operate with the remaining fabric elements. This unique capability provides a very high 
level of redundancy, even within an hSFM.

• Exceptionally high availability. The Brocade MLX Series supports redundant hSFMs. This allows the 
Brocade MLX Series to gracefully adapt to the failure of multiple switch fabric elements. Moreover, 
because there are multiple fabric elements within an hSFM, the failure of a fabric element does not 
disable the entire hSFM.

Innovative Packet Processing Technology 
Built with a state-of-the-art, sixth-generation architecture, terabit-scale switch fabrics, and Brocade 
MaxScale and VersaScale Packet Processor technology, the Brocade MLX Series has a proven heritage 
in more than 2,500 networks worldwide. The Brocade MLX Series features the coexistence of Field 
Programmable Gate Array (FPGA)-based and Application-Specific Integrated Circuit (ASIC)-based 
packet processors for maximum customer choice (in other words, the “best of both worlds”). Brocade 
VersaScale Packet Processors provide programmability and feature velocity, without compromise to 
performance. The Brocade MaxScale-160 Packet Processor provides massive memory, power, and 
efficiency—delivering industry-leading density and low Total Cost of Operation (TCO). Brocade MLX 
Packet Processors are designed from Brocade intellectual property in core packet processing and are 
purpose-built for high-performance provider networks. 

Brocade VersaScale Packet Processors and the Brocade MaxScale-160 are SDN-enabled, supporting 
the OpenFlow protocol, which enables programmatic control of the network, which allows providers to 
respond to business needs and dynamic traffic patterns. 

Brocade MaxScale-160 Packet Processor
Brocade MaxScale technology is based on fourth-generation high-performance packet processing 
innovation. Brocade has designed its industry-leading Fibre Channel ASICs to perform switching 
functions in its Storage Area Network (SAN) switches. Today, Brocade is delivering similar innovation 
to its high-performance IP routing platform, the Brocade MLX Series. The Brocade MaxScale-160 is 
designed and tailored specifically for high-capacity service provider and data center core networks with 
massive memory and high-performance fat pipe. With a 160 Gbps capacity, the Brocade MaxScale-160 
enables a single router to scale to 12.8 Tbps of data forwarding capacity and a 9.5 Tbps packet routing 
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performance. The Brocade MaxScale-160 has rich multiservice support for Layer 2 and Layer 3 services 
and provides massive MPLS scaling.

The Brocade MLXe 24-port 10 GbE module is built on the Brocade MaxScale-160 Packet Processor, 
providing industry-leading 10 GbE density and tripling the existing MLX density to 768 ports in a single 
router. The Brocade MLXe 24 × 10 GbE module is the most green and efficient module in the Brocade 
MLX family, due to the extremely low power consumption of the Brocade MaxScale-160 (<45W power 
consumption per 80 Gbps). This enables network operators to save on operational expenses (cooling 
and power), while also consolidating the number of devices in the network because of the number of  
10 GbE ports that are supported in a single system. 

Figure 4. Brocade MaxScale-160 Packet Processor

Brocade VersaScale Packet Processors
The Brocade VersaScale Packet Processor family is designed to enable service innovation through 
programmability and flexibility, but without compromise to performance. The Brocade interface modules 
that are built on the Brocade VersaScale Packet Processor technology (such as the 2 × 100 GbE,  
4 × 40 GbE, and 8 × 10 GbE modules) provide leading density, zero-packet loss, and line speed for all 
packet sizes—supporting up to 16 K simultaneous multicast groups at line rate. Brocade VersaScale 
Packet Processors are designed for provider and large-enterprise networks (service-driven IT) and 
provide a balance of scalability and feature richness. With the advent of virtualization and cloud 
computing, networks are seeing unpredictable traffic spikes. Brocade VersaScale Packet Processor 
technology provides extremely deep packet buffering to handle the dynamic nature of this traffic. It 
also supports large-scale Equal-Cost Multipathing (ECMP), which is ideal for cloud service providers 
and Web 2.0 companies that need scalable solutions to handle explosive bandwidth growth and to 
optimize the core for efficient packet transport. Brocade VersaScale Packet Processors have distributed 
network processing and advanced QoS capabilities, helping providers tighten their SLAs for traditional 
and value-added cloud services. As customers begin to demand network virtualization through SDN, the 
ability to easily add new services becomes vital. Brocade VersaScale Packet Processor technology is 
SDN-enabled with OpenFlow support today and is ready for future overlay technologies such as Virtual 
Extensible LAN (VXLAN).

More About the MLX Architecture (Brocade Communications Systems, 2013)

Distributed Forwarding
The Brocade MLX Series has a distributed forwarding architecture that combines state-of-the-art 
network processing technology with a very fast switch fabric to ensure uncompromised, full-duplex, wire-
speed performance at any packet size. The use of fast network processors on each interface module 
allows wire-speed performance to be maintained, independent of the features that have been enabled. 



BROCADE MAINFRAME CONNECTIVITY SOLUTIONS 137

PART 3 CHAPTER 1: INTRODUCTION TO NETWORKING ON THE MODERN MAINFRAME

Several capabilities are implemented in the multiservice Brocade IronWare OS software to facilitate 
distributed packet forwarding and security:

• Distributed Layer 2 MAC address table on each interface module: The management module maintains 
all the learned MAC addresses and distributes the information that is to be locally maintained on 
the interface modules. Each interface module locally manages aging of its local MAC addresses 
and updates the management module, in order to keep the MAC table consistent across the entire 
system.

• Brocade Direct Routing (BDR) technology: This stores the entire forwarding table in each interface 
module to allow for hardware forwarding of all traffic.

• Distributed Access Control List (ACL): Each interface module can support up to 224,000 input ACL 
entries and 128,000 output ACL entries for ACL rules that are applied to local interfaces.

High Availability
Both the hardware and software architecture of the Brocade MLX Series are designed to ensure very 
high Mean Time between Failures (MTBF) and low Mean Time to Repair (MTTR). Cable management and 
module insertion on the same side of the chassis allows ease of serviceability when a failed module 
needs to be replaced or a new module needs to be inserted.

The ability to handle the failure of an hSFM, as well as elements within an hSFM, ensures a robust, 
redundant system that is ideal for non-stop operation. The overall system redundancy is further 
bolstered by redundancy in other active system components such as power supplies, fans, and 
management modules. The passive backplane on the Brocade MLX chassis increases the reliability of 
the system.

Temperature sensors on the system are used to automatically adjust the speed of the fans to maintain 
an optimal operating temperature. Additionally, there is the ability to automatically power off a module, 
if the configured temperature threshold is crossed.

The Brocade MLX Series also supports the ability to gracefully shut down an SFM with zero packet loss 
for a scheduled maintenance event. When this is invoked, the system does not use the links between 
the interface modules and the decommissioned hSFM.

The modular architecture of the multiservice Brocade IronWare OS features these distinguishing 
characteristics that differentiate it from legacy operating systems that run on routers:

• Industry-leading cold restart time of less than a minute

• Support for a hitless software upgrade

• Hitless Layer 2 and Layer 3 failovers

• Subsecond switchover to the standby management module, if a communication failure occurs 
between active and standby management modules

Distributed Queuing for Fine-Grained QoS
A unique characteristic of the Brocade MLX Series is the use of a distributed queuing scheme 
that maximizes the utilization of buffers across the entire system during congestion. This scheme 
marries the benefits of input-side buffering (virtual output queuing) with those of an output-port-driven 
scheduling mechanism. Input queuing using virtual output queues ensures that bursty traffic from 
one port does not use too many buffers on an output port. An output-port-driven scheduling scheme 
ensures that packets are sent to the output port only when the port is ready to transmit a packet. Each 
interface module maintains multiple distinct priority queues to every output port on the system. Packets 
are “pulled” by the outbound interface module when the output port is ready to send a packet. Switch 
fabric messaging is used to ensure that there is tight coupling between the two stages. This closed-
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loop feedback between the input and output stages ensures that no information is lost between the two 
stages. The use of virtual output queues maximizes the efficiency of the system by storing packets on 
the input module until the output port is ready to transmit the packet. In all, there are up to one million 
virtual output queues on the Brocade MLX chassis.
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Figure 5. Distributed queuing scheme on the Brocade MLX Series

Congestion avoidance is handled by applying a WRED or tail-drop policy. On the output ports, a 
variety of scheduling mechanisms such as strict priority, weighted fair queuing, or a combination of 
these approaches can be applied to deliver tiered QoS guarantees for several applications. The QoS 
subsystem on the Brocade MLX Series has extensive classification and packet marking capabilities that 
can be configured as follows:

• Prioritization based on Layer 2 (IEEE 802.1p), Type of Service (ToS), Differentiated Services Code 
Point (DSCP), or MPLS Experimental Bits (MPLS EXP) of an input packet

• Mapping of packet and frame priority from ingress encapsulation to egress encapsulation

• Re-marking of the priority of a packet based on the result of the two-rate, three-color policer

Hierarchical QoS 
Hierarchical QoS (HQoS) is supported on the egress of 10 GbE ports of the Brocade NI-MLX-10GX8-M 
and BR-MLX-10GX8-X modules. HQoS allows a carrier to consolidate different services on the same 
physical device running on the same physical infrastructure. HQoS is a valuable tool, especially for 
networks that support multiple business customers who are running multiple applications over the 
same infrastructure, with different prioritization and scheduling requirements. HQoS uses an advanced 
scheduling mechanism, with multiple levels and instances of queuing, shaping, policing, and marking, 
to prioritize different services over the same connection and to combine all services into an overall SLA. 
HQoS organizes a scheduler policy into a hierarchical tree that consists of a root node, branch nodes, 
and leaf nodes, where:

• The root node is the convergence point for all traffic and corresponds to a scheduler.
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• A branch node is located in the middle of the hierarchy and corresponds to a scheduler.

• A leaf node is at the bottom layer and corresponds to a scheduling queue.

A scheduler can schedule multiple scheduling queues or schedulers. HQoS scheduling levels do not 
need to support any packet field matching capabilities. Packets are inspected only once before being 
queued. Once packets go into a queue, everything beyond that point is a sequence of rate shapers 
and schedulers that were previously configured for the ingress queues. HQoS supports a number of 
scheduling and shaping levels. Each level performs scheduling and shaping functions. The Brocade 
implementation of HQoS is one for which any level can be bypassed (partially or completely). By 
configuring actions oriented to different levels (customer level, service level, and logical port, for 
example) hierarchical traffic management can be achieved.

Traffic Policers and ACLs
All interface modules support a large number of inbound as well as outbound traffic policers in 
hardware. Up to 256,000 traffic policers can be concurrently configured in the system. The two-rate, 
three-color policers meter subscriber flows by classifying them as Committed Information Rate (CIR) 
or Excess Information Rate (EIR). This capability is especially useful when mixing traffic flows with 
different characteristics on the same port. For security purposes, input ACLs as well as output ACLs 
are supported by the system on every interface module. Up to 224,000 input ACL entries and 128,000 
output ACL entries for ACL rules can be applied to local interfaces on every interface module.

Denial of Service (DoS) Guards
Layer 2 services such as VPLS require support for efficient replication of packets to the entire 
broadcast domain. For example, traditional architectures handle Ethernet frames with unknown 
MAC addresses by sending them to a processor to replicate the packet to the broadcast domain. 
The involvement of the CPU makes the system vulnerable to a potential DoS attack. In contrast, the 
Brocade MLX Series handles this scenario very efficiently by performing the flooding in hardware.

The Brocade MLX Series has a dedicated out-of-band management link between each interface 
module and the management module, to isolate control traffic from data traffic. Multiple queues to the 
management module allow different types of control traffic to be prioritized. These capabilities, together 
with secure management and ACLs, are immensely useful in protecting the system from potential DoS 
attacks in the network.

Spatial Multicast Support
The Brocade MLX architecture has native support for spatial multicast, a critical requirement for offering 
video services in a network. The input interface module sends one copy of an incoming multicast 
packet to the switch fabric. The switch fabric then replicates the packet within itself to multiple output 
interface modules in the system, which in turn replicate the multicast packet to the destination ports.

Industry-Leading Multiservice Feature Set 
Brocade Network Advisor software leverages the cumulative experience that Brocade has gained in 
powering networks over the last decade. The software complements the Brocade MLX architecture to 
offer the following capabilities:

• Support for BGP version 4 (BGP4), OSPF, IS-IS, and Routing Information Protocol (RIP) in IPv4 networks

• Support for IPv6, including Multiprotocol BGP4 (MP-BGP4), OSPFv3, IS-IS, and RIPng routing protocols

• Support for MPLS, including signaling protocols such as Resource Reservation Protocol Traffic 
Engineering (RSVP-TE) and LDP

• Extensive traffic engineering support for MPLS

• MPLS Fast Reroute support
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• Layer 2 VPN using VPLS or VLL

• Layer 3 VPN using RFC 2547bis or Multi-Virtual Routing and Forwarding (Multi-VRF)

• Internet Group Management Protocol (IGMP), Multicast Listener Discovery (MLD), Protocol 
Independent Multicast Sparse Mode (PIM-SM) and Dense Mode (PIM-DM), PIM Source-Specific 
Multicast (PIM-SSM), and Distance Vector Multicast Routing Protocol (DVMRP) support to power IPv4 
and IPv6 multicast applications

• Hitless Layer 2 and Layer 3 failover with support for hitless software upgrades

• Layer 3 redundancy protocols such as Virtual Router Redundancy Protocol (VRRP) and Virtual Router 
Redundancy Protocol-Extended (VRRP-E)

• Layer 2 redundancy protocols such as Virtual Switch Redundancy Protocol (VSRP)

• Support for MAC layer service protection protocols such as Metro Ring Protocol (MRP) and Rapid 
Spanning Tree Protocol (RSTP)

• Support for secure management via Secure Shell (SSH) version 1 and version 2, Secure Copy 
Protocol (SCP) version 1 and version 2, or Simple Network Management Protocol (SNMP) version 3

• sFlow-based Layer 2 to Layer 7 traffic monitoring of activity on the node with underlying hardware 
support for reliable packet sampling

In contrast to some systems that limit the capabilities that can be concurrently enabled, the Brocade 
MLX architecture allows both Layer 2 and Layer 3 services to be offered on the same device and the 
same port concurrently. This ability gives unprecedented flexibility in tailoring the system to meet the 
needs of end users.

CONCLUSION
Enterprise networks can be designed, customized, operated, and supported using combined features 
and functions of both SNA and TCP/IP network layers using Communications Server on z/OS, AIX, 
Windows, Linux, and Linux on zSeries. A significant number of large enterprises use 3270 and SNA 
applications and have no need to rewrite the business application APIs. As a result, VTAM continues 
to be supported while integrating with technologies such as APPN, HPR, and EE. In addition, TCP/
IP uses VTAM for memory management, device communication (all IP devices go through VTAM), 
and TN3270 sessions. Enterprises can—for selected SNA workloads—use Communications Server 
products to replace some of the old SNA infrastructure components, such as the IBM 3725/45 (NCP) 
communication controller hardware or other channel-attached SNA controllers. Part 3 chapters 2 and 3 
explore these concepts further.

The Brocade MLX Series is the most advanced service delivery platform in the industry, offering IPv4, 
IPv6, MPLS, and Multi-VRF services. Its robust, scalable architecture, coupled with a rich feature set 
in multiservice Brocade IronWare OS software, makes the Brocade MLX Series the leading router in its 
class. The Brocade MLX Series is the ideal routing platform for a System z network. An industry-leading 
density of Ethernet ports in a single rack makes the Brocade MLX Series an excellent investment 
for businesses that are planning to build a converged multiservice network for the future. This book 
continues to explore the role of the Brocade MLX Series, as well as specific uses in System z networks, 
throughout the remainder of Part 3, as well as in Part 4.
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INTRODUCTION
System Network Architecture (SNA) over IP (SNA/IP) solutions have evolved over the last decade and 
a half to provide a variety of solution options. The optimal solution depends upon the application 
environment and the evolution of legacy equipment in those environments. Typically, end users 
modernize their networks and then deploy technology that allows them to transport the SNA application 
traffic over the new IP network. This chapter describes the evolution of SNA networks in IP-based 
environments, the modernization use case, and the tools needed to migrate from legacy SNA network 
structures to IP-based solutions. 

This migration involves replacing traditional 3270 terminals with emulation programs (TN3270) for 
SNA Logical Unit (LU) Type 2 applications and providing transport emulation (IBM Enterprise Extender, 
or EE) that replaces SNA infrastructure components to support SNA Advanced Peer-to-Peer Networking 
(APPN) applications (LU Type 6.2) and specialty devices (LU Type 0). The resulting solution leverages 
the advanced functionality and reliability of modern networking hardware with these dependable IBM 
software solutions for a simplified and effective SNA over IP solution. 

The second part of this chapter discusses the Open Systems Adapter (OSA) channel type and its many 
networking features and capabilities.

OVERVIEW
One of the key characteristics dating back to the inception of the IBM mainframe has always been 
investment protection, particularly for investments made in application software. Many current System z 
customers have invested considerable resources in SNA-based applications. Modernizing SNA reduces 
the costs of maintaining and operating what may be an aging SNA infrastructure, while preserving the 
investment made in those applications. This is accomplished by making changes that enable reuse 
of SNA applications in an IP-based network infrastructure. The modernization of corporate network 
infrastructures has seen a shift in the last decade from SNA networks and applications to TCP/
IP and Internet technologies. In many cases, applications have changed, and processes have been 
reengineered to use TCP/IP rather than SNA. In other cases, SNA application traffic has been adapted 
to run over IP-based networks using technologies such as TN3270, Data Link Switching (DLSw), SNA 
Switching Services (SNASw), or Enterprise Extender. Consequently, corporations have seen the traffic 
that traverses communications controllers such as the IBM 3745/46 decline to the point where such 
technologies can be eliminated entirely from their networking environments (Guendert S. , 2014). 

The ultimate goal of SNA modernization is the preservation and enhancement of SNA applications on 
the System z and in the branch environment for as long as the SNA applications remain a valuable 
business asset to the organization. Simultaneously, wide-area SNA application-level traffic will be 
transported over an IP Wide Area Network (WAN), and SNA network-level traffic will be consolidated to 
the data center, or even to the System z platform itself.

BACKGROUND
The modern IBM System z mainframe is the dominant Online Transaction Processing (OLTP) server 
platform on the market today. System z based OLTP applications such as DB2 and Virtual Storage 
Access Method (VSAM) are used to facilitate and manage transactions in a number of industries 
such as banking, airline reservations, mail order, retail, and manufacturing. Probably the most widely 
installed OLTP product in the world historically (and still today) is the IBM CICS (Customer Information 
Control System). Well-known examples of mainframe-based online systems are bank ATM networks, 
government tax processing systems, travel industry reservation systems, retail credit and debit card 
payment systems, and retail point of sale terminals.

SNA is a proprietary network data communication architecture developed by IBM and introduced in 
1974. SNA was established by IBM to specify common conventions for communication among the 
wide array of IBM hardware and software data communication products and other platforms. In the 
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early 1970s, IBM discovered that large customers were reluctant to trust unreliable communications 
networks to properly automate important transactions. In response, IBM developed Systems Network 
Architecture (SNA). SNA is a set of protocols and services enabling communications between host 
computers (IBM mainframes) and peripheral nodes, such as IBM’s dedicated hardware boxes, the 
3174 controller for 3270 type displays and printers, controllers for the retail and finance industry, and 
more. The mainframe subsystem that implements SNA was named Virtual Telecommunications Access 
Method (VTAM) (Pataky, 1998). In the 1980s, SNA was widely implemented by large (Fortune 1000) 
corporations, because SNA allowed IT organizations to extend central computing capability worldwide 
with reasonable response times and reliability. Among the platforms that implement SNA, in addition 
to mainframes, are the IBM Communications Server on Windows, AIX, and Linux, as well as Microsoft’s 
Host Integration Server (HIS) for Windows and many more.

Today, organizations still have a heavy investment in SNA-based transaction programs and applications 
on their mainframes. According to IBM, as of 2013, over 20 trillion dollars have been invested in 
SNA-based applications in over 40,000 organizations worldwide on the mainframe and other server 
platforms. Over 1 trillion lines of customer-written application code is mainframe-based CICS, DB2, and 
Information Management System (IMS). IBM surveys indicate that SNA-based applications account for 
61 percent of WAN traffic and 66 percent of WAN budgets (Guendert & Johnson, 2011).

FACTORS CONTRIBUTING TO THE CONTINUED USE OF SNA
Five primary factors contribute to the continued use of SNA-based applications (Guendert S., 2014):

• SNA is stable, trusted, and relied upon for mission-critical business applications worldwide.

• According to some analysts, 70 percent of the world’s corporate data is still handled on the 
mainframe, and much of that data is utilized by SNA applications. 

• SNA is connection-oriented, with many timers and control mechanisms that ensure reliable  
delivery of data.

• Rewriting stable, well-tuned business applications to change them from SNA program interfaces  
to TCP/IP sockets can be costly and time consuming.

• Many businesses are choosing to use Web-enabling technologies to make their vast amount of 
centralized data available to the TCP/IP-based Web environment while maintaining SNA Application 
Programming Interfaces (API)s.

SNA as a networking protocol is rapidly approaching its end of life, but this fact in no way lessens the 
importance or viability of these SNA applications or the SNA APIs to which they are written. It also does 
not extend the elapsed time since Year 2000 (Y2K), when many large investment decisions were made 
and the technology was expected to be productive for at least a decade. IP technology is well suited 
for reliable, high-speed communications lines. Indeed, IP network technology is ubiquitous and steadily 
improving through contributions from the Open Source community. IBM, like other vendors, for some 
time has focused on IP as its network transport. 

Does all of this mean that SNA is no longer useful? On the contrary, SNA applications are still thriving, 
but they can now exploit a network transport appropriate for today’s communications technology—one 
that will grow as that technology grows. The IBM Communications Server’s Enterprise Extender (EE) 
support provides the function necessary to transport SNA application flows over IP networks in a highly 
efficient and effective way. Enterprise Extender enables a customer’s SNA applications to fully exploit 
the latest IP technology transport. (Matusow, 1996)
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MODERNIZING SNA TO SNA/IP
During the 20-year period when SNA was the primary networking method, many CICS and IMS 
application programs were developed and implemented. The API of these application programs is 
heavily dependent on the underlying protocol, SNA. A transaction-oriented program is dependent on the 
underlying protocol it uses. Every protocol provides an API—in other words, the API is different if you 
use SNA or TCP/IP as the transport in the network. TCP/IP’s API is called socket programming; SNA 
has its own API (Guendert & Johnson, 2011). Migrating a networking application from one protocol to 
another, such as from SNA to TCP/IP, requires replacing the calls to the API. Changing a transaction-
oriented program from one protocol to another protocol even often requires a redesign of the 
communication component in the program—for example, replacing the code that handles error recovery, 
exception processing, and many other tasks.

More importantly, in the past four decades businesses have invested a tremendous amount of labor 
and money in developing SNA applications. Considering the amount of investment made in SNA 
applications, these programs will be used for many more years to come. To recode these applications 
as TCP socket applications is often impractical and cost-prohibitive. 

The relevant question becomes: How is it possible to enable IP applications and preserve SNA-
application and endpoint investment, while converging on a single network protocol? IBM introduced 
new technologies to help businesses preserve their investments in SNA and use IP as the protocol 
for connecting SNA computers. The technology is known as SNA over IP (SNA/IP). The two endpoints 
(the SNA application in the mainframe and the SNA application in the remote location) remain 
unchanged. This preserves the investment made in SNA applications, while providing the advantages 
of IP transport. SNA /IP solutions have evolved over 15 years to provide a variety of solution options. 
The optimal solution depends on the application environment and the evolution of legacy equipment 
in those environments. Typically, customers modernize the networks and then deploy technology that 
allows them to transport the SNA application traffic over the new IP network (Guendert S., 2014). 

It is worthwhile to take a brief look at the evolution of SNA from subarea networks to today’s SNA over 
IP networks.

THE EVOLUTION OF SNA: FROM SUBAREA NETWORKS TO ENTERPRISE EXTENDER
In 1974, IBM introduced SNA, which is a set of protocols and services enabling communication 
between host computers (IBM mainframes) and peripheral nodes, such as IBM’s dedicated hardware 
boxes, the 3174 controller for 3270 type displays and printers, controllers for the retail and 
finance industry, and more. The mainframe subsystem that implements SNA was called the Virtual 
Telecommunication Access Method (VTAM) (Ranade & Sackett, 1991).

The robustness of the SNA protocol, the IBM hardware, and the transaction management infrastructure 
software supplied by IBM (CICS and IMS) made SNA the dominant protocol used by Fortune 1000 
companies. In order to understand the rationale of the many functions and services in SNA, you must 
understand the computing environment at that time. Prior to 1974, data processing was batch-based. 
Batch-based means that data was recorded on paper, usually on predefined templates, and was keyed 
into media (such as punched cards), which were readable by the computer system. The computer 
department then executed various programs on the data. The final result was a printed report.

Around 1974, transaction processing was introduced. People used terminals to directly key in the 
data and instantaneously receive the output for their inquiry. To implement transaction processing, 
networking infrastructure was put in place. The carriers at that time were geared to supply voice 
services rather than data service, so communication lines were slow and unreliable (in the range of 
9600 bits per second). The human ear can tolerate small errors in telephone lines, but computers 
cannot. Even a missing bit, or an extra bit, in a data communication line can be catastrophic. Try to 
imagine what might happen to your bank account if the ATM you use receives a garbled message (IBM 
Corporation, 2010).
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In the early 1970s, computer memory was a scarce and expensive resource. Devices with 16 KB of 
memory were common in the computer industry. These devices were slow compared to the CPU speeds 
seen today. IBM had to address the limitation imposed by the communication lines and networking 
hardware, and so it developed a robust protocol that would guarantee the integrity of the messages.

Over the years, SNA has evolved to accommodate new technologies and has adapted to the changes in 
data communication. Today, there are two implementations of SNA: subarea networking and Advanced 
Peer-to-Peer Networking (APPN) (IBM Corporation, 2010):

• Subarea networking: Subarea networking was the initial implementation of SNA that defined 
mainframe-based hierarchical networks, in which every resource and SNA route had to be predefined. 
In the initial implementation of SNA, adding resources or changing SNA routes necessitated the 
shutdown of parts of the network.

• Advanced Peer-to-Peer Networking (APPN): To address the deficiency of the static nature of 
subarea SNA, IBM introduced an SNA-based peer network, with no hierarchical relations and with 
dynamic definition of resources. At a later stage, APPN was enhanced with the introduction of High-
Performance Routing (HPR) and SNA/IP, which, as its name implies, is a high-performance routing 
protocol that can be optionally exploited by APPN.

Neither subarea networking nor APPN resolved a weakness related to the loss of an SNA session 
when a resource along the session route fails. Besides improving routing performance, HPR provides 
non-disruptive rerouting of the SNA session to an available alternate route. HPR also enables the 
integration of SNA into IP-based backbones.

Hierarchical systems are organized in the shape of a pyramid, with each row of objects linked directly 
to objects beneath it. SNA subarea networking, besides implementing the model of a hierarchical 
system, is centrally managed from the top of the pyramid. Network resources in SNA are managed (that 
is, known and operated) from a central point of control that is aware of: all the activity in the network, 
whether a resource is operational, and the connectivity status of the resource. The resources can send 
reports on their status to the control point. Based on networking and organizational requirements, a 
hierarchical network can be divided into subnetworks, where every subnetwork has a control point with 
its controlled resources (IBM Corporation, 2010).

An airport control tower can serve as an example to explain the centrally managed approach. All 
airplanes in the control tower sphere of control (a subnetwork) are controlled and report to the control 
tower. The control tower also “operates” the resources (airplanes and runways) by granting landing and 
takeoff authorization.

In a peer network, every resource is self-contained and controls its own resources. Most of the time 
a networking resource in a peer network is not aware of its network peers, and it learns about their 
existence when it starts to communicate with the peer resources. A Windows workstation can serve 
as an example. You define only the local network of the workstation. The workstation can connect and 
exchange data with every resource it is authorized to access, as long as the physical path is available.

A national real estate franchise is a good illustration of a peer network. Every local real estate office 
maintains the listing in its area and is unaware of the information stored in other offices. If a customer 
who plans to relocate asks for service from the local office, the office calls (connects to) the office in 
the city the customer plans to move to and gets the listing from the remote location. If the customer 
does not make this request, the local office is not aware of the remote office, and learns about the 
remote office only when there is a need to access data that is stored remotely.

You might wonder why SNA initially followed the hierarchical path, yet TCP/IP, which was developed at 
the same time, is a peer protocol. The answer is that the goals of the protocols were different. TCP/
IP was developed to provide collaboration between computers and to enable data sharing. SNA was 
developed for centralized control by the mainframe. 
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In the 1980s, TCP/IP was used extensively by scientists who wanted to share research papers and 
ideas stored on their campus computers with academic staff around the world. IBM designed SNA for 
business data processing applications. The hierarchical topology of SNA matches the organizational 
structure of businesses and enterprises. The most common example is a bank where the tellers in 
the branch require access to the bank’s central database. The same paradigm is also true for the 
insurance and retail industry. Also, businesses that have regional offices connected to a corporate site 
can implement the hierarchical network model (Matusow, 1996).

Subarea Networking
The initial implementation by IBM was the SNA subarea network. This network is a hierarchical network 
implemented by VTAM in the mainframe. VTAM is the software that controls communication and data 
flow in an IBM mainframe SNA network. VTAM resides in the mainframe and supports a wide variety of 
network protocols, such as Synchronous Data Link Control (SDLC) and Local Area Networks (LANs).

VTAM controls data transfer between channels and OSA LAN-attached devices and performs SNA 
routing functions. VTAM provides an API that enables the development of application programs that 
communicate using SNA with remote application programs or devices (Ranade & Sackett, 1991). 
Currently, VTAM is part of Communications Server for z/OS and is called SNA Services.

SNA APPN
APPN is dynamic in nature and reduces the amount of predefinition required in an SNA subarea 
network. APPN is the IBM strategic SNA protocol in the mainframe. It is required for sysplex, Enterprise 
Extender implementation, and many other technologies. APPN/HPR was introduced in the mid-1990s. It 
supports non-disruptive route switching for failure recovery and connectionless intermediate routing of 
packets. APPN/HPR still maintains Class of Service (CoS) and data flow control using a more advanced 
pacing mechanism, called adaptive session pacing. Adaptive session pacing allows the pacing window 
size to either dynamically increase to accommodate increased traffic flow or decrease when congestion 
is occurring in the receiving node. The pacing window sizes are adapted to buffer availability and 
demand on a session-by-session basis. In contrast to subarea networking, where special hardware and 
software are required for intermediate session routing (VTAM in the mainframe and the network control 
program in the 3745), every node that can act as a network node can perform routing of SNA packets.

In the mid-1980s, SNA subarea networking was the dominant networking protocol used for data 
processing. Its robustness, management tools, and predictable response time attracted many 
organizations to SNA, and they used SNA in their mission-critical applications. The major drawback of 
SNA subarea networking was the requirement to provide static definitions for most SNA resources. At 
the same time, intelligent workstations were proliferating. The hierarchical nature of subarea SNA was 
not suitable for these workstations, which required peer connections and dynamic definitions.

Another criticism of SNA subarea networking addresses session continuity. Although subarea networks 
use alternate routes, failure of hardware or software components along the route causes the sessions 
along the route to fail. Although sessions can be reestablished over alternate routes, the process 
affects the end-user’s session availability.

IBM developed APPN to reduce to a minimum the task of defining SNA resources and routes (IBM 
Corporation, 2010). The definitions are limited to the local APPN node, where you define the name 
assigned to the resources, the attachment (LAN or WAN) to be used, and the node type. APPN learns 
the network topology and the location of the various nodes in the local network and searches for 
resources in the network and adjacent networks.

When establishing a session, APPN selects the best available route between the session partners. 
Some APPN nodes implement intermediate session routing. Nodes that support intermediate session 
routing are used along the session path to route session data between the two session endpoints. The 
initial APPN implementation did not address the session continuity problem, and when organizations 
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started to implement APPN they realized that the performance of the intermediate session routing 
function was poor. 

IBM initiated new research and developed an extension to APPN, called High-Performance Routing 
(HPR). HPR introduced the Rapid Transport Protocol (RTP) and Automatic Network Routing (ANR) (IBM 
Corporation, 2010). These two additional functions address session continuity and the performance issue 
of intermediate session routing. With HPR, a session is switched to an available route without disrupting 
the session. The end user is not aware that a failure took place along the path of the session.

High-Performance Routing 
HPR is an addition to APPN that improves reliability, increases network performance, and is designed 
to exploit higher link speed technologies. Intermediate Session Routing (ISR) requires significant 
processing for error control, flow control, and segmentation at each intermediate node. The significant 
processing causes significant latency in each node.

As higher speed connections evolved, the APPN architecture was required to introduce changes and 
enhancements to allow switching in intermediate nodes to be done at higher speeds (that is, lower 
layers), which improved the throughput of data. HPR addresses this by routing at Layers 2 and 3 and 
changing the existing ISR, which is done in basic APPN at Layer 5 (Matusow, 1996). HPR introduced 
new headers that HPR analyzes to determine the next hop to route the message. Inspecting headers 
of the higher layer requires more resources, which affects performance. As HPR is done in lower layers 
than ISR, the delay in each node along the path is shortened.

HPR also shifted error recovery to the endpoints, instead of to individual lines. The two endpoints 
are the APPN nodes—the end node or network node—that provide for the LU-LU session. With basic 
APPN, every network node is responsible for recovering from errors on the two links that are used  
to deliver the data to and from the network node. The error recovery consumes resources and  
affects performance.

With high-speed networking, the reliability of the communication lines has improved dramatically. Today, 
the errors that occur during a transmission of data traffic is extremely low, on the order of 109 (10 
to the ninth power). Therefore, the probability for error is very low; moving the responsibility for error 
recovery to the endpoints improves performance and does not affect the integrity of the data.

HPR was also designed to provide a non-disruptive path switch to route around failures. In simple 
words, non-disruptive path switching addresses one of the major deficiencies of SNA compared to other 
protocols. With non-disruptive path switching, a session is switched to another available path without 
affecting session availability to the end user (Pataky, 1998).

SNA OVER IP NETWORKS
In the early 1990s, enterprises began to implement router technology in their backbone networks. At 
that time, many enterprise networks were proprietary and were unable to communicate with each other. 
Among the dominant proprietary protocols were the IBM SNA protocol, Digital Equipment Corporation’s 
DECNET, Novel’s IPX, and Microsoft’s NetBIOS (IBM Corporation, 2010).

Router vendors were enthusiastic about introducing their products, and competition was focused 
on which product supported the greatest number of protocols. This introduction of multiprotocol 
routers into an enterprise backbone network helped consolidate many networking protocols into one 
infrastructure, thus reducing the expenses related to communication lines. However, not long after 
implementing routers in their backbone network, network managers realized that it was not easy to 
control, maintain, and perform problem determination in a network that implemented multiple protocols. 
Implementing only one protocol in the backbone network reduced the complexity of the network and the 
router. So, there needed to be a single protocol or set of protocols.
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It was easy to decide which protocol set to use. At that time, Internet usage was growing dramatically 
among home users and enterprises. Because of the Internet, IP, TCP, and UDP were the protocols of 
choice. Many computer and operating system vendors added IP and the application protocols to their 
products and allowed access to their proprietary hardware and software using TCP/IP.

Some networking protocols, including the IBM subarea network, were non-routable. Non-routable 
means that, based on protocol headers, a router cannot decide where to route a packet. Although 
APPN intermediate session routing and High-Performance Routing are routable, the resources (CPU 
and memory) required for implementing these protocols is so high as to be almost impractical 
(Matusow, 1996). To accommodate SNA in a router-based network, IBM designed and defined several 
protocols that allowed the use of SNA subarea and APPN protocols in a router-based IP backbone 
(IBM Corporation, 2010).

SNA over IP solutions are designed to connect enterprise applications built on top of the SNA 
architecture over a wide area. The SNA over IP translation points are supported either in the IP router, 
on servers at end of the IP network, or they are mixed—that is, the router solution is in the branch and 
the server solution is in the data center (Guendert S., 2014).
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Figure 1. SNA over IP configuration options.

The router solution provides flexible options that allow the IP router to act as a concentrator at the 
branch (using DLSw) and as an End Node (EN) in the data center. In addition, the IP router can provide 
Enterprise Extender capabilities, allowing the branch router to drive the SNA traffic all the way to the 
host (that is, there is no need for an EN in the data center). However, this solution requires specialized 
router software (the SNASw feature), which includes customized extensions to completely support the 
SNA requirements.

If, however, you want to get the most out of your IP network, using the latest switching/routing hardware 
paired with the TN3270 emulation software or EE software is the most robust, flexible, and cost-
effective solution for your enterprise (Guendert & Johnson, 2011). The EE solution, more formally 
known as SNA APPN with HPR over IP is embedded in z/OS for the data center and is available on 
servers that are attached to the IP network at the branch. Enterprise Extender uses an IP network as 
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the SNA HPR link. From the APPN viewpoint, the IP network appears like any other HPR link in a normal 
APPN HPR topology. From the IP perspective, HPR over IP looks like any other UDP-based application. 
HPR over IP allows the end user to implement IP connectivity from the branch-based workstation 
right into the data center, even right to z/OS itself for System z (in other words, end to end), without 
depending on any traditional SNA network infrastructure components (Guendert S., 2014). 

From the topology perspective of APPN, EE merely looks upon the entire IP network as a single-hop HPR 
link. For end users who have enabled APPN with HPR, transport of the SNA HPR data over an IP network 
is quite simple: You define the HPR EE link and configure the local TCP/IP environment to support 
five UDP port numbers used by EE (12000 to 12004). These five UDP ports include one UDP port per 
SNA CoS. What this then does is provide the IP network routers with IP packet priority information 
based on the original SNA network priorities. By using a separate port number for each of the five SNA 
classes of service, it is then possible to maintain the SNA prioritization in the IP network by assigning 
differentiated services settings (previously known as Type of Service or ToS) per UDP port that match 
the relative priorities of the SNA class of service definitions (Guendert & Johnson, 2011). 

One other key point about EE is that it uses the UDP transport layer. From a TCP/IP perspective, EE is 
just another UDP application. UDP is a connectionless, best-effort transport, non-reliable protocol, so 
at first glance it seems to be an odd choice for the reliability you typically associate with the mainframe 
and SNA networking. However, EE is an extension to HPR, and HPR uses the RTP layer in the SNA 
protocol stack to achieve the levels of required reliability (Guendert S., 2014).

This solution can be as varied as software deployed on a per-terminal basis or concentrated on 
scalable servers from Windows, to pSeries, to zSeries Business Continuity (BC) solutions. EE offers the 
potential for true end-to-end SNA over IP transport between the branch and the data center. The range 
of flexible options associated with Enterprise Extender makes it the natural choice for modernizing your 
existing SNA network.
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SOLUTIONS
Modern switching and routing solutions integrate SNA applications into modern networking 
infrastructures and provide you with the tools you need to support existing business operations and 
processes on strategic enterprise networks. The best of these solutions help your enterprise or service 
provider build highly reliable broadband IP infrastructures, laying the foundation for next-generation 
applications. These IP solutions can even help build your competitive advantage in business and ensure 
a network that scales with your business. These solutions now incorporate SNA over IP to provide you 
with a highly flexible option for modernizing your SNA networks and applications.

The technologies at the core of these IP solutions are the latest switching and routing hardware and 
IBM SNA support technologies (TN3270 and Enterprise Extender). These combine to create the most 
flexible solution for your SNA applications now and into the future.

METHODOLOGY
Basic SNA networks consist of the following four components (Guendert & Johnson, 2011):

• The mainframe hosting the applications and acting as the System Services Control Point (SSCP)

• The communications controller hosting the Network Control Program (NCP)

• The leased or dial-up lines connecting the data center to the remote locations

• The terminal control units connecting terminals and printer or branch computers hosting applications 
and/or connecting terminals and printers (see Figure 3)
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As enterprises migrate from this hierarchical infrastructure to a peer-to-peer based infrastructure, the 
most logical component to modernize first is the network. IP networks provide a strategic transition 
for you and your enterprise and also provide the most common replacement technology for the SNA 
network components. Once an IP network is in place, replacement of the LU 2 components becomes 
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cost-effective and manageable. By deploying the TN3270 terminal emulation on workstations or 
PCs, you can remove the legacy 3270 terminals and control units. In addition, you can complete 
the transition by attaching APPN applications or LU 0 devices to local branch servers enabled with 
Enterprise Extender.

INFRASTRUCTURE
The role of data networks in daily life continues to expand. Emerging needs such as application 
convergence, non-stop operation, scalability, and IPv6-readiness place new demands on the network. 
Modern network solutions must be assessed across a wider set of attributes than earlier-generation 
equipment. In particular, the network must be evaluated on merits that include performance, reliability 
and scalability, Quality of Service (QoS), security, and Total Cost of Ownership (TCO).

The modernization of SNA networks begins by updating the networking infrastructure with highly 
reliable, strategic components. Network designers need to deploy an Ethernet infrastructure that 
addresses today’s requirements with a scalable and future-ready architecture that will support network 
growth and evolution for years to come. Such an infrastructure should incorporate the latest advances 
in switch architecture, system resilience, QoS, and switch security in a family of modular chassis, 
setting industry-leading benchmarks for price performance, scalability, and TCO (Guendert S., 2014).
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TERMINALS
SNA LU Type 2 devices are the most common interface to SNA applications. Typically, these devices 
are connected to the SNA network by 3174 cluster controllers, which in turn connect to the 3745/46 
communications controllers. As the SNA infrastructure becomes modernized, these devices have been 
replaced by emulators running on intelligent workstations or PCs. The most common deployment is 
the TN3270 emulation software running on a PC attached to the LAN. Using this methodology, the 
data stream is driven as standard IP traffic to the data center before bridging to the SNA network and 
applications.
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TN3270 is a standard application protocol defined by the Internet Engineering Task Force (IETF) that 
allows a 3270 emulator to connect over an IP network to the TN3270 server running on the mainframe. 
The TN3270 protocol emulates SNA LUs (Type 1, 2, and 3) and establishes SNA sessions with the 
requested SNA application. In this configuration, the PC-to-TN3270 server connection is TCP/IP over the 
Ethernet network, and the server-to-SNA application connection is an SNA session over an SNA network 
(Guendert & Johnson, 2011). However, the local connection to the network is still just an IP protocol 
connection, which simplifies deployment.
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APPLICATIONS AND DEVICES
The methodology used to adapt SNA LU Type 6.2 applications or LU Type 0 devices into the local IP 
network is to provide SNA bridge technology at the edge of the enterprise. The most effective technique 
to do this is to exploit the functionality and flexibility of Enterprise Extender for this purpose.
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Figure 6. SNA over IP network deploying Enterprise Extender. 

The Enterprise Extender architecture carries SNA (HPR) traffic of any LU type over an IP infrastructure 
without requiring changes to that infrastructure. EE essentially treats the IP network as a particular 
type of SNA logical connection, in much the same way as an ATM or frame relay network is treated. In 
this manner, these SNA protocols act as transport protocols on top of IP, as does any other transport 
protocol such as TCP (IBM Corporation, 2010).

Enterprise Extender provides end-to-end SNA services because you can deploy it in hosts and intelligent 
workstations. Running at the edges of the IP network, EE benefits from IP dynamic rerouting around 
failed network components, without disrupting SNA sessions. In addition, these capabilities are 
performed without the need for specialized data center routers or network communications protocol 
concentrators.

Enterprise Extender integrates SNA APPN technology with modern IP infrastructures, enabling the 
preservation of SNA transmission priorities across a QoS-enabled IP network. This capability, coupled with 
support for HPR, provides for optimal SNA application performance and behavior (Guendert S., 2014).
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THE MODERN OSA-EXPRESS CHANNEL

Introduction
The Open Systems Adapter-Express (OSA-Express) channel is actually a network controller that you 
can install in a mainframe I/O cage or zEnterprise I/O drawer. The adapter integrates several hardware 
features and supports a wide variety of networking transport protocols. Each of the four generations of 
OSA-Express features supports different LAN technologies and a different number of ports per feature: 

• IBM Open Systems Adapter-Express 

• IBM Open Systems Adapter-Express2

• IBM Open Systems Adapter-Express3

• IBM Open Systems Adapter-Express4S

The IBM zEnterprise 196 is the last system to support OSA-Express2 channels. These features have 
been withdrawn from the market and are not supported on IBM zEnterprise EC12. Therefore, for the 
purposes of this chapter, the focus is on the OSA-Express3 and OSA-Express4S. Figure 7 shows the 
OSA-Express4S and OSA-Express3 Ethernet features available on zEC12, zEnterprise CPCs, and  
System z10 systems (Dobos, Hamid, Fries, & Nogal, 2013).
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OSA-Express3: The third-generation OSA channel card, OSA-Express3, is available for 1 Gigabit Ethernet 
(GbE), 10 GbE, and 1000Base-T-Ethernet LAN connections. It is designed to provide high performance 
with both standard and jumbo frames. The 10 GbE version of the OSA-Express3 has two separate 
channels per feature and one port per channel. This provides a total of two ports of connectivity for 
each 10 GbE feature. The 1 GbE and 1000Base-T Ethernet versions have two separate channels per 
feature, and each channel has two separate ports—for a total of four ports of connectivity per feature. 
Only the 1000Base-T version can be configured for both non-QDIO (Queued Direct Input/Output) and 
QDIO modes of operation. 1 GbE and 10 GbE versions can be configured only for QDIO mode. QDIO and 
non-QDIO modes of operation are explained in more detail in a later section. 

OSA-Express4S: The fourth-generation OSA channel card, OSA-Express4S, is available for 1 GbE, 10 
GbE, and 1000Base-T Ethernet connections. Like the OSA-Express3, OSA-Express4S is designed for 
high performance with both standard and jumbo frames. The 10 GbE version of OSA-Express4S has one 
separate channel per feature and one port per channel, for a total of one port of connectivity for each 
10 GbE feature. The 1 GbE version has one separate channel per feature, and each channel has two 
separate ports, for a total of two ports of connectivity per feature. 1 GbE and 10 GbE can be configured 
only for QDIO mode on the OSA-Express4S. 
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Both the OSA-Express3 and OSA-Express4S are hot pluggable and support the Multiple Image Facility 
(MIF), which shares channels across Logical Partitions (LPARs). The OSA-Express3 and OSA-Express4S 
can be defined as a shared channel among LPARs within and across Logical Channel Subsystems 
(LCSSs). All OSA-Express features support QDIO mode. QDIO continues to be the preferred architecture 
on System z for high-speed communication, helping to reduce host interruptions and improve response 
time. The OSA-Express2 (and later) 1000Base-T Ethernet features also support non-QDIO mode (OSE). 
All of the OSA-Express features help to ensure you have a balanced system to satisfy the bandwidth 
demands of your applications.

OSA Operating Modes
The integration of a channel path with network ports makes the OSA a unique channel or Channel Path 
Identifier (CHPID) type, recognized by the hardware I/O configuration on a port-by-port basis as one of 
the following types (Singh, Dobos, Fries, & Hamid, 2013):

• QDIO (OSD)

• Non-QDIO (OSE)

• OSA Integrated Console Controller (OSC)

• Open Systems Adapter for NCP (OSN)

• OSA-Express for zEnterprise BladeCenter Extension (OSX)

• OSA-Express for Management of an Ensemble (OSM)

For the purposes of this chapter, the focus is primarily on the OSD and OSE operating modes.

OSD: Queued Direct Input/Output 
All OSA-Express features can handle IP traffic in QDIO mode. QDIO is a signaling protocol that 
minimizes I/O interruptions. QDIO is a highly efficient data transfer mechanism that is designed to 
dramatically reduce system overhead and improve throughput. QDIO does this by using system memory 
queues and a signaling protocol to directly exchange data between the OSA microprocessor and 
network software. QDIO is the interface between the operating system and the OSA hardware (Singh, 
Dobos, Fries, & Hamid, 2013). Once the QDIO data queues are activated, then continuous direct data 
exchange between the OSA-Express and the mainframe host operating system is initiated and remains 
active, without the need for additional instructions to start the subchannel.

QDIO supports IP and non-IP traffic with the OSA-Express4S, OSA-Express3, and OSA-Express2 features. 
These features support two transport modes:

1. Layer 2 (Link Layer) for IP (IPv4, IPv6) and non-IP (AppleTalk DECnet, IPX, NetBIOS, or SNA) traffic

2. Layer 3 (Network Layer) for IP traffic only

The OSA adapter can be configured from the host operating system to run in either Layer 3 or Layer 2 
mode. When running in QDIO Layer 3 mode, the OSA CHPID forwards LAN packets to the connected 
operating systems based on the destination IP address in the IP header. (The IP header portion of 
a LAN packet resides at Layer 3). Since the destination IP address is used to determine how to 
forward the packet, only IP-based traffic is supported in this mode. Each connected operating system 
can register one or more IP addresses to the OSA. As IP addresses are registered, the OSA adapter 
constructs an internal table to map the IP addresses to the owning operating systems. OSA verifies that 
the same IP address is not registered by two different operating systems. In Layer 3 mode, OSA also 
handles IP multicast and IP broadcast traffic and forwards the packets to all operating systems within 
the IP multicast and IP broadcast domain. QDIO includes an IP assist function, which gathers Address 
Resolution Protocol (ARP) data during the mapping of IP addresses to Media Access (MAC) addresses.
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The components that make up QDIO are (Singh, Dobos, Fries, & Hamid, 2013):

1. Direct Memory Access (DMA)

2. Data router (OSA-Express3 and OSA-Express4S only)

3. Priority queuing (z/OS only)

4. Dynamic OSA address table building

5. LPAR-to-LPAR communication

6. IP assist functions

Direct Memory Access (DMA)
OSA and the operating system share a common storage area for memory-to-memory communication, 
reducing system overhead and improving performance. Data can move directly from the OSA 
microprocessor to system memory and vice versa, using a store and forward technique in DMA. There 
are no read or write channel programs for data exchange. For write processing, no I/O interrupts must 
be handled. For read processing, the number of I/O interrupts is minimized.

Data Router
With OSA-Express3 and OSA-Express4S, what was previously done in Licensed Internal Code (LIC) is 
now performed in hardware. There is additional logic in the IBM Application-Specific Integrated Circuit 
(ASIC) processor of the OSA feature to handle packet construction, inspection, and routing. This allows 
packets to flow between host memory and the LAN at line speed without firmware intervention. With 
the data router, the store and forward technique in DMA is no longer used, which enables a direct host 
memory-to-LAN flow and avoids a hop. The data router is designed to reduce latency and increase 
throughput for standard frames (1492 bytes) and jumbo frames (8992 bytes) (Singh, Dobos, Fries, & 
Hamid, 2013).

Priority Queuing
Priority queuing is supported by the QDIO architecture and introduced with the Service Policy Server (for 
z/OS environments only). Priority queuing sorts outgoing IP message traffic according to the service 
policy that is set up for the specific priority that is assigned in the IP header. This capability is an 
alternative to the best-effort priority assigned to all traffic in most TCP/IP networks. Priority queuing 
allows the definition of four different priority levels for TCP/IP traffic through the OSA features defined 
for QDIO. For example, interactive communications can be granted the highest priority and batch traffic 
the lowest priority, with two additional categories in between (perhaps based on particular user groups 
or projects). QDIO uses four write (outbound) queues and one read (inbound) queue for each TCP/IP 
stack that is sharing the OSA feature. z/OS Communications Server puts outbound packets in one of 
the four queues, based on priority settings (IBM Corporation, 2012).

At a certain time, z/OS Communications Server signals the OSA feature that there is work to do. The 
OSA feature searches the four possible outbound queues by priority and sends the packets to the 
network, assigning more priority to queues 1 and 2 and less priority to queues 3 and 4. For example, 
if there is data on every queue, queue 1 is served first, then portions of queue 2, then fewer portions 
of queue 3, then even fewer portions of queue 4, and then back to queue 1. This means that if there 
are four transactions running across the four queues, over time queue 1 finishes first, queue 2 finishes 
second, and so on.
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Dynamic OAT Update
With QDIO, the Dynamic OSA Address Table (OAT) update process simplifies installation and 
configuration tasks. The definition of IP addresses is done in one place—the TCP/IP profile—thus 
removing the requirement to enter the information into the OAT using the OSA Support Facility (OSA/
SF). The OAT entries are dynamically built when the corresponding IP device in the TCP/IP stack 
is started. At device activation, all IP addresses contained in the TCP/IP stack’s IP HOME list are 
downloaded to the OSA port, and corresponding entries are built in the OAT. Subsequent changes to 
these IP addresses cause a corresponding update of the OAT.

LPAR-to-LPAR Communication
Access to an OSA port can be shared among the system images that are running in the logical 
partitions to which the channel path is defined to be shared. Also, access to a port can be shared 
concurrently among TCP/IP stacks in the same logical partition or in different logical partitions. When 
port sharing, an OSA port operating in QDIO mode can send and receive IP traffic between logical 
partitions without sending the IP packets out to the LAN and then back to the destination logical 
partition. For outbound IP packets, the OSA port uses the next-hop IP address within the packet to 
determine where the packet is sent. If the next-hop IP address has been registered by another TCP/IP 
stack sharing the OSA port, then the packet is sent directly to that TCP/IP stack, and not onto the LAN. 
This makes the forwarding of IP packets possible within the same host system.

Internet Protocol Assist (IPA) Functions
OSA QDIO assists in IP processing and offloads the TCP/IP stack functions for the following processes:

1. Multicast support

2. Broadcast filtering

3. Building MAC and LLC headers

4. Address Resolution Protocol (ARP) processing

5. Checksum offload

ARP Cache Management
The query and purge ARP enhancements are supported for all OSA features when configured in QDIO 
mode. The OSA feature maintains a cache of recently acquired IP-to-physical address mappings (or 
bindings) (IBM Corporation, 2012). When the binding is not found in the ARP cache, a broadcast (an 
ARP request “How can I reach you?”) to find an address mapping is sent to all hosts on the same 
physical network. Because a cache is maintained, ARP does not have to be used repeatedly, and the 
OSA feature does not have to keep a permanent record of bindings.

ARP Takeover
ARP takeover provides the capability of switching OSA port operations from one OSA to another OSA 
running in the same mode in z/OS environments. When z/OS TCP/IP is started in QDIO mode, it 
downloads all the home IP addresses in the stack and stores them in each OSA feature to which it 
has a connection. This is a service of the QDIO architecture and occurs automatically only for OSD 
channels. For OSA ports set up as OSE channels (non-QDIO), multiple IP addresses must be defined in 
the OSA Address Table using OSA/SF. The OSA then responds to ARP requests for its own IP address, 
as well as for Virtual IP Addresses (VIPAs). If an OSA feature fails while there is a backup OSA available 
on the same network or subnetwork, TCP/IP informs the backup OSA of which IP addresses (real 
and VIPA) to take over, and the network connection is maintained. Note that for this to work, multiple 
paths must be defined to the TCP/IP stack. For example, MULTIPATH must be defined to the IPCONFIG 
statement of the TCP/IP profile in z/OS (IBM Corporation, 2012).
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IP Network Availability
There are several ways to ensure network availability, should failure occur at either the logical partition 
or the CHPID/network connection level. Port sharing, redundant paths, and the use of primary and 
secondary ports all provide some measure of recovery. A combination of these can guarantee network 
availability regardless of the failing component. When TCP/IP is started in QDIO mode, it downloads 
all the home IP addresses in the stack and stores them in the OSA feature. This is a service of QDIO 
architecture. The OSA port then responds to ARP requests for its own IP address, as well as for VIPAs. 
If an OSA feature fails while there is a backup OSA available on the same network or subnetwork, TCP/
IP informs the backup OSA port which IP addresses (real and VIPA) to take over and sends a gratuitous 
ARP that contains the MAC address of the backup OSA. The network connection is maintained (IBM 
Corporation, 2010).

OSE: Non-Queued Direct Input/Output
Similarly to any other channel-attached control unit and device, an OSA port can execute channel 
programs (CCW chains) and present I/O interrupts to the issuing applications. For non-QDIO mode, the 
OSA ports are defined as channel type OSE. The non-QDIO mode requires the use of the OSA/SF for 
setup and customization of the OSA features. The 1000Base-T features support non-QDIO mode. This 
mode supports SNA/APPN/HPR and TCP/IP traffic simultaneously through the OSA port. This section 
discusses the non-QDIO mode types. You can configure OSA-Express FENET, 1000Base-T, and TR 
features to run as channel type OSE (non-QDIO) in TCP/IP Passthru or SNA modes, or both concurrently 
(Rogers, 2011).

TCP/IP Passthru mode
In TCP/IP Passthru mode, an OSA feature transfers data between a TCP/IP stack to which it is defined 
and clients on an Ethernet 10/100/1000 Mbps LAN that is attached to the port on a 1000Base-T 
feature (and that supports one of the following frame protocols): 

1. Ethernet II using the DEC Ethernet V 2.0 envelope

2. Ethernet 802.3 using the 802.2 envelope with SNAP

For TCP/IP Passthru mode, the default OAT can be used. In that case, no configuration or setup  
is required.

SNA/APPN/HPR Support
In this mode, an OSA feature acts as an SNA Passthru agent to clients that use the SNA protocol on 
the LAN that is directly attached to the OSA. If an OSA feature is running in the SNA mode, it is viewed 
by VTAM as an External Communications Adapter (XCA) that can have either switched or non-switched 
lines of communication (Rogers, 2011).

If an OSA is configured in SNA mode, VTAM and the SNA function of z/OS treat the OSA as an XCA that 
can have either switched or non-switched lines of communication. In this mode, an OSA acts as a SNA 
Passthru agent to the clients that use the SNA protocol on the LAN that is directly attached to the OSA. 
Native SNA supports only 802.3 type frames. DIX II frames are discarded. This applies only to SNA 
traffic. TCP/IP traffic allows both.

QDIO vs. Non-QDIO
Figure 8 illustrates the much shorter I/O process when the system is in QDIO mode compared with 
non-QDIO mode. I/O interrupts and I/O path lengths are minimized, resulting in improved performance 
versus non-QDIO mode, reduced System Assist Processor (SAP) utilization, improved response time, 
and reduced system utilization (Rogers, 2011).
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Note that OSA-Express3 and OSA-Express4S features use Direct Memory Access (DMA) and a data 
router model to eliminate store and forward delays that can occur with the OSA-Express2 features when 
in QDIO mode. Also, in QDIO mode, all OSA features dynamically receive configuration information from 
the host. This reduces configuration and setup time, eliminates duplicate data entry, and reduces the 
possibility of data entry errors and incompatible definitions.

OSN CHPID Type (OSA NCP)
OSA for the Network Control Program (OSA NCP) support provides a bridge between two distinct 
interfaces, the Channel Data Link Control (CDLC) protocol on the operating system side and the QDIO 
architecture on the Linux side that is running Communications Controller for Linux (CCL), which provides 
the NCP function. This is accomplished with OSA-Express2 and higher (GbE or 1000Base-T Ethernet) 
defined as an OSN CHPID type. This support eliminates the need to have any form of external medium 
and related hardware (ESCON-attached 734x Communications Controller and associated ESCON switches) 
while providing channel connectivity between the operating systems and the Linux NCP. The OSN CHPID 
type does not support any additional network functions; its only purpose is to provide this bridge between 
the CDLC and QDIO interfaces to connect to the Linux NCP (Dobos, Hamid, Fries, & Nogal, 2013).

OSX CHPID Type (OSA zBX System z BladeCenter Extension)
An OSA-Express3 or OSA-Express4S 10 GbE feature can be configured as an OSA-Express for zBX (OSX) 
feature. When configured as OSX, it provides connectivity between the z196 or later models and the 
Intra-Ensemble Data Network (IEDN) for application workloads (Singh, Dobos, Fries, & Hamid, 2013).

OSM CHPID Type (OSA Intranode Management Network)
An OSA-Express3 and OSA-Express4S 1000Base-T Ethernet can be configured as an OSA-Express for 
z/OS Unified Resource Manager (OSM) feature. When configured in this mode, the OSA port provides 
connectivity between the z196 (and later models) and the Intra-Node Management Network (INMN) for 
management related functions.

Important OSA Capabilities: Features and Addressing Support
This section concludes the discussion of the OSA CHPID and the capabilities that exploit the OSA-
Express4S, OSA-Express3, and OSA-Express2 features. This section also describes the maximum 
number of IP addresses, MAC addresses, and subchannels supported by the OSA features.
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IPv6 Support
Internet Protocol Version 6 (IPv6) is supported by the OSA features when configured in QDIO mode. 
IPv6 is the protocol designed by the Internet Engineering Task Force (IETF) to replace Internet Protocol 
Version 4 (IPv4). IPv6 provides improved traffic management in the following areas (Singh, Dobos, Fries, 
& Hamid, 2013):

1. 128-bit addressing: This eliminates all practical limitations on global address ability. This means that 
private address space—and the Network Address Translators (NATs) used between private intranet 
and public Internet—is no longer needed.

2. Simplified header formats: This allows for more efficient packet handling and reduced bandwidth cost.

3. Hierarchical addressing and routing: This keeps routing tables small and backbone routing efficient 
by using address prefixes rather than address classes.

4. Improved support for options: This changes the way IP header options are encoded, allowing more 
efficient forwarding and greater flexibility.

5. Address auto-configuration: This allows stateless IP address configuration without a configuration 
server. In addition, IPv6 brings greater authentication and privacy capabilities through the definition 
of extensions, and integrated QoS through a traffic class byte in the header.

VLAN Support
Virtual Local Area Network (VLAN) is supported by the OSA-Express4S, OSA-Express3, and OSA-
Express2 features when configured in QDIO mode. This support is applicable to z/OS, z/VM, and Linux 
on System z environments.

The IEEE standard 802.1q describes the operation of Virtual Bridged Local Area Networks. A VLAN is 
defined to be a subset of the active topology of a LAN. The OSA features provide for the setting of multiple 
unique VLAN IDs per QDIO data device. The OSA features also provide for both tagged and untagged 
frames to flow from an OSA port. The number of VLANs supported is specific to the operating system.

VLANs facilitate easy administration of logical groups of stations that can communicate as though 
they were on the same LAN. VLANs also facilitate easier administration of moves, adds, and changes 
in members of these groups. VLANs are also designed to provide a degree of low-level security by 
restricting direct contact with a server to only the set of stations that comprise the VLAN. With System 
z systems, where multiple TCP/IP stacks exist, potentially sharing one or more OSA features, VLAN 
support is designed to provide a greater degree of isolation.

Virtual IP Address 
In the TCP/IP environment, VIPA frees TCP/IP hosts from dependence on a particular network 
attachment, allowing the establishment of primary and secondary paths through the network. VIPA is 
supported by all of the OSA features.

An IP address traditionally ties to a physical link at one end of a connection. Unfortunately, if the 
associated physical link goes down, that address becomes unreachable. But a VIPA can be configured 
onto the TCP/IP stack rather than a physical adapter. By configuring multiple paths to the TCP/IP stack 
using VIPA, in combination with conventional IP addresses, a user can eliminate OSA hardware and 
transmission media as a single point of failure for many of its connections. This VIPA capability allows 
multiple IP addresses to be defined to a TCP/IP stack, allowing fault-tolerant, redundant backup paths 
to be established. Applications become insensitive to the condition of the network because the VIPA 
is always active, enabling users to route around intermediate points of failure in the network (Singh, 
Dobos, Fries, & Hamid, 2013).
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VIPA Takeover and Takeback
Because a VIPA is associated with a TCP/IP stack and not a physical network attachment, it can be 
moved to any TCP/IP stack within its network. If the TCP/IP stack that the VIPA is on fails (due to an 
outage), the same VIPA can be brought up automatically on another TCP/IP stack (VIPA takeover) to 
allow users to reach the backup server and applications. The original session between the user and 
original server is not disrupted. After the failed TCP/IP stack is restored, the same VIPA can be moved 
back automatically (VIPA takeback).

Primary/Secondary Router Function
The primary/secondary router function enables an OSA port to forward packets with unknown IP 
addresses to a TCP/IP stack for routing through another IP network interface, such as HiperSockets or 
another OSA feature. For an OSA port to forward IP packets to a particular TCP/IP stack for routing to its 
destination, the PRIRouter must be defined on the DEVICE statement in the TCP/IP profile. If the TCP/
IP stack that has an OSA port defined as PRIRouter becomes unavailable, then a second TCP/IP stack, 
defined as the secondary router (SECRouter on the DEVICE statement in the TCP/IP profile) receives 
the packets for unknown IP addresses. For enhanced availability, the definition of one primary router and 
multiple secondary routers for devices on an OSD-type CHPID is supported. However, only one secondary 
router is supported for devices on an OSE-type CHPID (Singh, Dobos, Fries, & Hamid, 2013).

CONCLUSION
SNA over IP environments have well-defined and mature solutions. TN3270 is a proven solution for LU 2 
SNA connections. The components of Enterprise Extender are embedded in the z/OS operating system 
and are kept current with the available capabilities of z/OS. Leveraging this technology allows end 
users to develop solutions that not only meet the SNA requirements for existing applications, but that 
also provide a consistent migration path that remains current with the expanding functionality of the 
System z environment.

The OSA CHPID family is a blend of traditional Host Bus Adapter (HBA), Network Interface Card (NIC), 
and I/O channel features and capabilities, which provides a robust, highly capable networking interface 
supporting a wide variety of network protocols for IBM System z.
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Chapter three concludes the portion of the book 
discussing traditional networking and the mainframe.  
This chapter introduces two new “hot” topics: Ethernet 
Fabrics and Software-Defined Networking (SDN). We will 
discuss both topics, and then look at some possible ways 
they will become part of the mainframe ecosphere.

Ethernet Fabrics, SDN, Cloud 
Computing, and Mainframes 
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INTRODUCTION
The first two chapters of Part 3 covered the recent past and current state of mainframe networking. 
This chapter looks forward to the two most recent technology developments in networking since 2010: 
Ethernet fabrics and Software Defined Networking (SDN). These technologies are key enablers for 
cloud computing. Specifically, this chapter provides an introduction to these two technologies and then 
hypothesizes on how these technologies might fit into the world of IBM mainframes and their networks 
in the near future. Much of the content from this chapter is based on Brocade white papers on the 
subjects of Ethernet fabrics and SDN. The content has been modified to provide more of a mainframe-
centric theme. 

ETHERNET FABRICS
Data center networks rely on Ethernet. Over the decades, Ethernet has evolved, as new types of 
application architectures emerged. Today, data center networks carry traffic for a diverse set of 
applications including client/server, Web services, unified communications, Virtual Machines (VMs), 
and storage—each with different traffic patterns and network service requirements. Applications are 
increasingly deployed within VMs hosted on server clusters. And Ethernet can be used to build shared 
storage pools, which place stringent demands on the network, including lossless packet delivery, 
deterministic latency, and high bandwidth. Combined, these changes have been driving the next 
evolution in Ethernet networks—the Ethernet fabric (Brocade Communications Systems, 2012).

An Ethernet fabric network is a type of Ethernet that is aware of all its paths, nodes, requirements, 
and resources. Ethernet fabrics are able to automatically manage themselves to scale up or down 
depending on demand. They also eradicate the need for the challenging and comparatively less efficient 
Spanning Tree Protocol (STP) and the redundancies it creates. Compared to classic hierarchical 
Ethernet architectures, Ethernet fabrics provide the higher levels of performance, utilization, availability, 
and simplicity required to meet the business needs of data centers today and into the future. Ethernet 
fabric systems can be incorporated with preexisting networks. 

Data centers continue to grow as digital assets increase and more applications are deployed. 
Businesses expect agile application deployment—in minutes, not months—to keep their competitive 
edge as markets and competitors become global in scale. Data center resources such as rack space, 
power, and cooling are growing more scarce and costly. When deployed together effectively, high-density, 
multicore servers; network, server, and storage virtualization; and IT orchestration tools can be used 
to pool IT resources and implement cloud architectures. Moving towards cloud computing can reduce 
capital and operational expenditures by driving the consolidation of applications and improving resource 
utilization, while at the same time creating an infrastructure that rapidly scales and responds to 
business needs. 

The capital cost savings of server virtualization have generally met the business mandate to “do 
more with less.” However, the underlying limitations in existing virtualization and system management 
tools, as well as current network architectures, have often prevented organizations from meeting 
the performance, availability, security, and mobility requirements of cloud computing. System 
management and orchestration tools tend to be extremely complex and require a high degree of 
customization, making them expensive to deploy and often difficult to use effectively. In order to 
simplify the management layer and bring the promise of virtualization to fruition, the underlying 
infrastructure—especially the network—must evolve. It must move from management of physical 
ports to flows (virtual server to virtual server, or virtual server to virtual storage communication). It 
must be simpler to set up, operate, and scale and be more flexible, highly resilient, and much more 
VM-aware. As Gartner explains, “These changes will evolve the network from the traditional tiered-tree 
topology to a flat-meshed Layer 2 network topology architecture” (Brocade Communications Systems, 
2012)—in other words, to an Ethernet fabric.
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This section reviews classic Ethernet architecture in light of new data center requirements, provides an 
overview of the differences between traditional Ethernet and Ethernet fabrics, and explains how you can 
use Ethernet fabrics to address emerging data center challenges.

A Short History of Data Center Local Area Networks (LANs) 
In enterprise data centers around the world, today’s network is transitioning from the classic 
hierarchical, three-tier network design to a flatter design that can better address the challenges created 
by virtualization, Web 2.0, and cloud computing. Evolving business demands are also causing changes 
to ripple through data centers as CEOs and CIOs look for ways to better leverage their existing IT 
resources to gain a competitive edge. 

Looking ahead three to five years, organizations will be able to provision their own applications and 
services on demand from their own data center, as well as take advantage of dynamic, on-demand 
applica¬tions and services available from the cloud. But first, the network must pass through several 
stages along the path to the cloud (Brocade Communications Systems, 2011).

The Classic Three-Tier Ethernet Network Architecture
In order to better understand Ethernet fabrics, consider first a classic Ethernet network. The dominant 
architecture today, which has existed for more than a decade, is the conventional three-tier (or 
hierarchical) data center network architecture. This architecture includes the familiar LAN access, 
aggregation, and core tiers. It dates back to the era when clients consumed applications running 
on dedicated physical servers, and network traffic typically flowed from the client, through the data 
center network tiers, to the application, and back out. This traffic pattern is typically referred to as 
“north-south.” This environment tolerates oversubscription in the switching components because, on 
average, each server connection utilizes a relatively small portion of network bandwidth. To help ensure 
application availability, network resiliency is delivered through redundant switching compo¬nents and 
network connections (Brocade Communications Systems, 2011). Most data centers need more ports 
than are available in a single Ethernet switch, so multiple switches are connected to form a network 
with increased connectivity. For example, server racks often include a switch at the Top of the Rack 
(ToR), or servers in several racks connect to a Middle of Row (MoR) or End of Row (EoR) switch. All 
these Ethernet switches are connected, forming a hierarchical—or “Ethernet tree”—topology, as shown 
in Figure 1 (Brocade Communications Systems, 2012).
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Figure 1. Classic Ethernet architecture.
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Limitations of Classic Ethernet Architecture
In a classic Ethernet network, the connections between switches, or Inter-Switch Links (ISLs, shown as 
solid blue lines in Figure 1), are not allowed to form a loop, otherwise the frames cannot be delivered. 
STP prevents loops by creating a tree topology with only one active path between any two switches. 
(In Figure 1, inactive paths are shown as dotted lines.) This means that ISL bandwidth is limited to a 
single logical connection, since multiple connections between switches are prohibited. Enhancements 
to Ethernet tried to overcome this limitation (DeCusatis, 2012). Link Aggregation Groups (LAGs) were 
defined so that multiple links between switches were treated as a single connection without forming 
loops. However, a LAG must be manually configured on each port in the LAG and is not very flexible.

The tree topology requires traffic to move up and down the tree, or north-south, to get to an adjacent 
rack. When most of the access traffic is between servers in a rack, this is not a problem. However, 
server clusters, such as those required for clustered applications and server virtualization, have 
traffic between servers in multiple racks that is traveling “east-west,” so the tree topology increases 
latency with multiple hops and restricts bandwidth with single links between switches (Brocade 
Communications Systems, 2012). 

STP automatically recovers when a link is lost. However, STP halts all traffic through the network and 
must reconfigure the single path between all switches in the network before allowing traffic to flow 
again. Halting all traffic for tens of seconds up to minutes on all links limits scalability and constrains 
traffic to applications that can tolerate data path blocking to achieve link resiliency. In the past, traffic 
relied on Transmission Control Protocol (TCP) to handle this interruption in service. Today, with almost 
all data center applications running in a 24x7 high-availability mode and storage traffic growing on the 
Ethernet network, loss of connectivity in the data path for even a few seconds is unacceptable.

Finally, the classic Ethernet switch architecture presents other limitations. Each switch has its own 
control and management planes. Each switch has to discover and process the protocol of each frame 
as it arrives on an ingress port. As more switches are added, protocol processing time increases, 
adding additional latency time. Each switch and each port in the switch has to be configured 
individually, since there is no sharing of common configuration and policy information between switches 
(Brocade Communications Systems, 2012). Complexity increases, configuration mistakes increase, and 
operations and management resources do not scale well.

The increasing use of server virtualization, which removes the hardware dependency that existed 
between applications and the underlying hardware, is causing data center architects to rethink the 
current traditional three-tier network design and consider a migration to a flatter network design. 

The cost and time savings of server virtualization are tremendous, and virtualizing applications 
unleashes great opportunities. The difficulty, though, is that server virtualization changes the dynamics 
of network traffic from a north-south pattern to a multidirectional pattern. Moreover, Gartner predicts 
that by 2014 more than 80 percent of network traffic will be server to server (Munch, 2011). This will 
force next-generation data centers to change in an unprecedented fashion.

A network redesign is required for the following reasons (Brocade Communications Systems, 2011): 

• As more VMs are added to each physical server, the traffic load per server increases accordingly. 
Application service levels become more difficult to maintain due to increased server-to-server traffic 
latency, as data is forced to run north-south before reaching its destination. 

• Web 2.0 and application disaggregation that depend on server-to-server communication can become 
poor performers in a three-tier environment. 

• VM mobility is supported only at Layer 2 and is limited to the size of the Layer 2 network. Network 
traffic and STP, which allows only one active path between switches, are causing the build-out of large, 
unwieldy, hard-to-manage Layer 2 networks. 
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• The increasing complexity of a three-tier architecture and its inability to fully utilize the entire 
network due to STP limitations creates cost inefficiencies and prevents IT organizations from quickly 
responding to changing business demands.

Flat Network Design 
The more powerful flat network design supports higher traffic loads and increasing east-west traffic in 
virtualized environments, while avoiding network congestion. Collapsing network layers also reduces 
complexity, which lowers overhead costs and reduces risk. Yet, challenges still remain. 

This flatter design requires high-density, high-bandwidth, and low-latency network components 
that deliver full wire-speed connectivity. At the same time, STP brings traffic to a halt during 
tree convergence, allows only one active path between switches, and requires a manual switch 
reconfiguration when changing interswitch connections or attempting to move a VM, limiting network 
scalability as well as IT agility and efficiencies. 

To overcome scalability, management, and productivity challenges, the next step in the data center 
transformation is Ethernet fabrics.

Ethernet Fabrics 
Figure 2 shows the architecture of a classic Ethernet switch. The control, data, and management planes 
are logically connected to every port via a back plane. Control and management planes operate at the 
switch level, not at a network level.
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Figure 2. Ethernet switch architecture.

You can think of Ethernet fabrics as extending the control and management planes beyond the physical 
switch into the fabric. As shown in Figure 3, these planes now operate at a fabric level rather than at a 
switch level.
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Figure 3. Ethernet fabric architecture.

In an Ethernet fabric, the control path replaces STP with link state routing, while the data path provides 
Equal-Cost Multipath (ECMP) forwarding at Layer 2, so that data always takes the shortest path using 
multiple ISL connections without loops. Combined with the fabric’s control plane, scaling bandwidth is 
made simple. For example, it becomes possible to automate the formation of a new trunk when a new 
switch connects to any other switch in the fabric. If a trunk link fails or is removed, traffic is rebalanced 
on the existing links non-disruptively. Finally, if an ISL is added or removed anywhere in the fabric, traffic 
on other ISLs continues to flow instead of halting, as happens with STP.

With this architecture in place, a group of switches can be defined as part of a “logical chassis,” similar 
to port cards in a chassis switch. This simplifies management, monitoring, and operations, since policy 
and security configuration parameters can be easily shared across all switches in the logical chassis. 
In addition, because information about connections to physical and virtual servers and storage is now 
known to all switches in the fabric, the fabric can ensure that all network policies and security settings 
continue to be applied to any given VM, no matter whether it moves or where it resides.

In Ethernet fabrics this large, flat Layer 2 network delivers high wire-speed performance and high 
network resiliency. In addition, Ethernet fabrics are efficient. All paths between switches are fully active, 
and traffic is continuously routed to use the most efficient path. The network topology is scalable, 
flexible, and dynamic—changing quickly as the needs of the business change. And, if appropriate 
to the application, IP and storage traffic can be converged over a common network infrastructure, 
further reducing cost. Ethernet fabrics provide unprecedented levels of network intelligence that 
enable seamless VM mobility and simplified management across the entire data center environment. 
With Ethernet fabrics, all devices in the fabric are aware of each other. As a VM moves, manual 
reconfiguration is no longer needed, because the VM’s profile information already exists in the fabric 
and is known by all network devices. Network administration is simplified, since all switches in the 
fabric can be managed as a single entity or individually, as needed. Last, Ethernet fabrics are self-
forming, self-aggregating, and VM-aware. By simply having an administrator add a switch to the fabric, 
ISLs are automatically configured and aggregated, and VM profile settings are automatically extracted 
from the hypervisor and applied.

IDC and Brocade define Ethernet fabrics as switch networks that are much more flexible than and 
simpler than today’s common Layer 3 routed networks. Ethernet fabrics also provide greater scalability 
than classic hierarchical switched networks that use STP. These networks can be loosely described as 
“Layer 2 routing,” and they allow organizations to build large, flat, and fast data center networks that 
can be routed based on location-independent Layer 2 Media Access Control (MAC) addresses.
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Two technologies lie behind the significant performance, management, and efficiency improvements in 
Ethernet fabrics—Data Center Bridging (DCB) and Transparent Interconnect of Lots of Links (TRILL). 

TRILL, a new standard protocol recently ratified by the Internet Engineering Task Force (IETF), provides a 
multipath Layer 2 alternative to the single-path and network bandwidth-limiting STP currently deployed in 
data center networks. TRILL offers the following advantages (Brocade Communications Systems, 2011): 

• Eliminates the need for STP and utilizes formerly unused links

• Creates a loop-free infrastructure that continuously analyzes and routes traffic to the most efficient path 

DCB, another enhancement to Ethernet, provides additional benefits: 

• Provides granular control for reliability and improved Quality of Service (QoS)

• Lays the foundation for reliably transmitting storage traffic (lossless Ethernet) 

DCB and TRILL are two technology advancements behind Ethernet fabrics. To get a broader perspective 
on Ethernet fabrics, consider a comparison of five characteristics of today’s typical Ethernet networks to 
Ethernet fabric networks.

Flatter Architecture 
Classic Ethernet networks are hierarchical, with three or more tiers. Traffic has to move up and down a 
logical tree to flow between server racks, adding latency and creating congestion on ISLs. 

STP prevents loops by allowing only one active path, or ISL, between any two switches. This means that 
ISL bandwidth is limited to a single connection, since multiple paths between switches are prohibited. 
Enhancements to Ethernet tried to overcome this limitation. LAGs were defined so that multiple links 
between switches were treated as a single connection without forming loops. But a LAG must be 
manually configured on each port in the LAG and is not very flexible (DeCusatis, 2012). 

Ethernet fabrics prevent loops without using STP. Flatter networks include self-aggregating ISL connections 
between switches, which eliminate manual configuration of LAG ports while providing non-disruptive, 
scalable bandwidth within the fabric. Ethernet fabrics support any network topology (tree, ring, mesh, or 
core/edge) and avoid bottlenecks on ISLs as traffic volume grows—since all ISLs are active.

Intelligence 
Classic Ethernet switches require configuration of each switch port. Configuration requirements 
include setting network policies such as QoS, security, Virtual LAN (VLAN) traffic, and others. When 
only physical servers were connected to the network, this model was sufficient. But today, server 
virtualization requires multiple VMs to be configured on each switch port. When a VM migrates, for 
either load balancing or routine maintenance, the port configuration has to move to a new network port, 
or the migration fails. This requires manual configuration. 

Ethernet fabrics have built-in intelligence, which allows common configuration parameters to be shared 
by all switch ports in the fabric. In the case of VM migration, the network policies for that VM are known 
at every switch port, so migration does not require any changes to network configuration. VMs can 
move seamlessly and transparently to any compute node in the primary data center or another data 
center. Network polices such as QoS and security also automatically follow VMs when they move. 

In an Ethernet fabric, switches share configuration information and sophisticated automation. When a 
device connects to an edge port of the fabric, all switches know about that device. As the device sends 
traffic to other devices, the fabric can identify the shortest loop-free path through the fabric and can 
forward frames with the lowest possible latency. New traffic types such as VM migration and storage 
traffic are latency-sensitive. The Ethernet fabric ensures that this traffic gets to its destination with 
minimal latency. 
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Scalable 
Classic Ethernet allows only one path between switches. LAGs allow several physical links to act as a 
single link, but these links must be manually configured on every port in the LAG, which is an inefficient 
and time-consuming process. If a new switch is added for more connectivity, it becomes an increasingly 
complex process to manually configure multiple LAG connections. 

Ethernet fabrics overcome this challenge. When a new switch connects to the fabric, no manual 
configuration is required for the ISLs. The switch joins the fabric and learns about all the other switches 
in the fabric and the devices connected to the fabric. This eliminates the need for manual configuration 
of policies and special LAG configurations on specific ports. 

If multiple ISLs are connected between two switches, a logical trunk automatically forms. Traffic is 
load-balanced in hardware so that utilization is near line rate on every link for high efficiency and 
performance. Should a link in a trunk go offline, traffic on the remaining links is not affected, and 
incoming frames are automatically distributed on the remaining links without disruption to the devices 
sending them.

Efficient 
Classic Ethernet uses STP to create a loop-free path, forming a logical hierarchical switch tree. Even 
when multiple links are connected for scalability and availability, only one link or LAG can be active. This 
lowers utilization. When a new link is added or removed, the entire network halts all traffic for tens of 
seconds to minutes while it configures a new loop-free tree. This is highly disruptive for storage traffic, 
VM migration, and so on (DeCusatis, 2012). In the case of storage traffic, traffic disruption could cause 
a server crash. 

The Ethernet fabric does not use STP to prevent loops. It uses link-state routing with ECMP routes, 
which always take the most efficient path through the network. When a link is added or removed in 
the fabric, traffic on other links continues to flow non-disruptively. Link resiliency is assured, and full 
utilization of all links between switches is automatic when the topology is changed. 

Simplified Management 
Classic Ethernet switches require management. Each switch has to be configured, and each port has 
to be configured for protocols—such as STP, Rapid Spanning Tree Protocol (RSTP), Multiple Spanning 
Tree Protocol (MSTP), LAG, and so on—as well as VLANs, network policies, QoS, and security. As 
more server racks are added, more switches are added at the ToR, MoR, or EoR. Each switch requires 
configuration, and none of the switches can share configuration parameters. 

An Ethernet fabric shares configuration information among all switches in the fabric. The fabric appears 
to network administrators as one large switch and allows increased traffic visibility and control of 
the network, while reducing network management and overhead. Each physical switch in the fabric is 
managed as if it were a port module in a chassis. When a new switch joins the fabric, it automatically 
receives common information about devices, network policies, security, and QoS. This simplifies network 
configuration, reduces mistakes, and reduces operating costs. No manual intervention is necessary.

Addressing Data Center Challenges with Ethernet Fabrics
In modern, virtualized data centers, IT groups need to better scale virtual server environments, provide 
application mobility, and reduce infrastructure complexity and management overhead.

Scaling Virtual Server Environments
When organizations attempt to scale virtual server environments, the network often presents 
challenges due to STP, the growing number of Gigabit Ethernet (GbE) connections per server, low 
utilization, and link failure recovery.
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Enabling virtualization capabilities, such as VM mobility, requires VMs to migrate within a single Layer 2 
network, since non-disruptive migration of VMs across VLANs using Layer 3 protocols is not supported 
by virtualization hypervisors. In traditional Layer 2 Ethernet networks, in order to create a highly 
available network, organizations designate paths through the network as active or standby using STP. 
While this provides an alternate path, only one path can be used at a time, which means that network 
bandwidth is not well utilized. Since one of the goals of server virtualization is to increase utilization of 
the physical server, increased utilization of network bandwidth should also be expected.

To increase network utilization, MSTP and similar protocols allow for separate spanning trees per VLAN. 
While this improves bandwidth utilization, the STP limit of one active path between switches remains. 
And, because traffic paths are manually configured with MSTP, complexity increases.

Another challenge with STP is network behavior when links fail. When failures occur, the spanning tree 
needs to be redefined. This can take anywhere from five seconds with RSTP up to several minutes with 
STP—and this convergence can vary unpredictably even with small topology changes. The demands for 
non-stop traffic flow increases with server virtualization; consequently, network convergence times have 
to shrink. STP does not provide an adequate solution for these requirements. Finally, when a spanning 
tree is reconverging, broadcast storms can occur and can result in network slowdown. All of these 
limitations of STP are why Layer 2 networks are typically kept small in the data center.

In contrast, consider the benefits of a Layer 2 network that offers the following features:

• Is highly available

• Guarantees high-bandwidth utilization over equal-cost paths

• Does not stall traffic when links are added or removed due to failure or network reconfiguration

• Makes latency deterministic and lossless

• Can transport IP and mission-critical storage traffic over the same wire 

These are some of the Ethernet fabric features that enable efficient scaling of virtual server 
environments without VM mobility constraints and potential network downtime (Brocade 
Communications Systems, 2012).

Application Mobility
When an application is running in a VM rather than on a physical server, it is not tied to a specific 
physical server. In theory, this allows a VM to move between physical servers when application 
demands change, when servers need to be maintained, and when a quick recovery from site disasters 
is necessary.

VM mobility can occur within a cluster of physical servers that are in the same IP subnet and Ethernet 
VLAN. This is required for the migration to be non-disruptive to client traffic, as changes in the IP subnet 
are necessarily disruptive. As described in the review of STP limitations, the sphere of VM migration can 
be further constrained. The solution for flexible VM mobility is a more scalable and available Layer 2 
network with higher network bandwidth utilization.

For a VM to migrate from one server to another, many server attributes must be the same on the 
origination and destination servers. This extends into the network as well, requiring VLAN, Access 
Control List (ACL), QoS, and security profiles to be the same on both the source and destination access 
switch ports. If switch port configurations differ, either the migration preflight fails or network access 
for the VM breaks, as shown in Figure 3. Organizations could map all settings to all network ports, but 
that violates most networking and security best practices. The distributed virtual switch in VMware 
vSphere 4 addresses some of these issues, but at the cost of consuming physical server resources for 
switching, adding complexity in administering network policies at multiple switch tiers, and having a lack 
of consistent security enforcement for VM-to-VM traffic.
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With automated VM migration, network administrators have limited visibility to the location of 
applications. This makes troubleshooting a challenge, and pinpointing issues to a specific VM are like 
finding a needle in a haystack.

Now, again consider a Layer 2 network with these characteristics:

• Places no physical barriers in the way of VM migration

• Is aware of VM locations and consistently applies network policies

• Does not require manual intervention when a VM moves to a new machine

• Removes the overhead of switching traffic from the hypervisor for maximum efficiency and 
functionality

• Supports heterogeneous server virtualization in the same network 

More advanced, highly VM-aware Ethernet fabrics allow IT organizations to broaden the sphere of 
application mobility, provide VM awareness, and optimize server resources for applications (Brocade 
Communications Systems, 2012).

Network Management
Similar to data center LANs today, multitier architectures involve considerable complexity (as shown 
in Figure 4), paired with the long list of Layer 2 and 3 protocols with which administrators have to be 
familiar. And the network and its intersection with other domains have become much more complicated 
to manage. The access layer is no longer managed via a single switch, but now includes multiple 
stages of switching that extend from the software switch in the hypervisor (called a “softswitch”) to the 
ToR or EoR access switch. Each time a new rack of servers is deployed to host VMs, each switching 
layer has to be configured, driving up cost and complexity.
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Figure 4. Multitier architecture.

Contributing to management complexities are the separate tools used to manage the LAN, SAN, 
blade server connectivity, Network Interface Cards (NICs), and Host Bus Adapters (HBAs). Often 
administrators can see only what is in their direct line of responsibility and do not have an overall view 
of the entire network environment. Data center management and orchestration tools alone do not take 
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care of this any more than virtualization alone does. The network infrastructure itself needs to become 
far simpler and more able to share information automatically and laterally across devices, not just 
upwards to the management stack.

Ethernet fabrics address this need by:

• Logically eliminating the management of multiple switching layers

• Applying policies and managing traffic across many physical switches as if they were one switch

• Scaling network bandwidth without manual reconfiguration of switch ports and network policies

• Making a unified, customized view of network status available to server, network, and  
storage administrators

A Business Perspective 
So far, this discussion of Ethernet fabrics has focused on the technical aspects of this technology. Yet 
Ethernet fabrics do impact your business. From a business point of view, Ethernet fabrics eliminate the 
typical infrastructure barriers that prevent organizations from realizing the full potential of virtualization 
and, most importantly, from reacting quickly to business opportunities. Consider these scenarios: 

• Your company’s sales and business development teams have a new service offering idea. You need 
to put it into production. 

• A new sales promotion is launching, or the buying season is approaching, and Web traffic is expected 
to increase dramatically. 

• Your company just announced a merger, and you are responsible for integrating all systems, 
platforms, and networks. 

• Executive management and sales are scheduled to receive new mobile devices with Customer 
Relationship Management (CRM) and analytic applications in two months. 

• The compliance deadline for encryption is four weeks away. 

• Poor application performance in branch offices must be improved through load balancing.

With Ethernet fabrics, IT can offer this response to such requests: “Yes, we can deliver that in a 
few hours” instead of having to explain why these changes would take significant amounts of time, 
resources, and planning to complete. 

Upgrading to Ethernet fabrics also leads to cost savings. Businesses can expect to lower capital 
expenses, reduce operational expenses, and eliminate lost revenue due to unplanned outages. 
Consider these examples (Brocade Communications Systems, 2011): 

• Decreasing capital expenses: Consider for a minute the built-in redundancies and idle links in your 
current network. Ethernet fabrics can reduce overall purchases for new equipment by as much as 
30 percent. Organizations can purchase switches with fewer ports, because they are able to use all 
of the links instead of having half of the links sit idle. Ethernet fabrics double the ISL resiliency and 
support twice the bandwidth between servers. 

• Reducing operational expenses: The sophisticated automation of Ethernet fabrics decreases the time 
and resources needed to configure and administer networks and manage VMs. Ethernet fabrics also 
decrease overall network management. Organizations can expect up to a 30 percent reduction in 
operational costs due to time savings. 

• Eliminating lost revenue: When a network outage occurs, businesses lose potential revenue and 
tarnish their good reputation. Although it is difficult to quantify the loss of potential revenue or a 
poor reputation, in this era of social media, one bad day for the network can subject a business to 
considerable public criticism.
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Brocade VCS Fabric Technology
Brocade® VCS® Fabric technology, which provides advanced Ethernet fabric capabilities, enables you to 
transition gracefully to elastic, highly automated, cloud-optimized networks. 

VCS: The Brocade Approach to Ethernet Fabrics
When Brocade set out to build an Ethernet fabric technology, it did so with several customer challenges 
in mind (Brocade Communications Systems, 2011):

• Network barriers to expanding virtualization adoption and VM mobility

• Guaranteed application availability and performance in the face of network disruptions or bottlenecks

• The need to scale networks to support exponential growth of traffic with existing personnel

• Few options for adding many new switches or an entirely new architecture to support network or VM 
growth, due to power, space, or budget constraints

Accordingly, Brocade VCS Fabric technology is built upon three core design principles:

• It must support non-stop networking in a modern, highly virtualized environment.

• It should “just work,” with minimal human intervention.

• It is evolutionary, interoperating with existing Ethernet networks and designed to support future 
network requirements. 

Non-Stop Networking
Ninety percent of Global 1000 companies rely on Brocade solutions to support their mission-critical 
applications. Resilience is a foundational attribute of Brocade Fibre Channel storage networks—a 
mature technology—and resilience is also a requirement in modern data centers with clustered 
applications and demanding compute Service Level Agreements (SLAs). In developing its VCS Fabric 
technology, Brocade naturally carried over this core characteristic to its Ethernet fabric design.

In traditional Ethernet networks running STP, only 50 percent of the links are active; the remaining links 
act as backups in case the primary connection fails.

In addition, it is considered a best practice to constrain the scalability of a traditional Ethernet network, 
because the larger the network, the longer the network takes to reconverge when a failure or other 
network change occurs. However, constraining the size of the network affects not just scale but 
flexibility, particularly in virtualized environments. VM mobility must occur within the bounds of a Layer 2 
network; if the network remains small, the sphere of VM mobility also remains small.

Brocade VCS Fabric technology does not use STP; rather, it is TRILL-based. TRILL is a new standard for 
delivering Link Layer (Layer 2) multipathing and multihop routing. Unlike STP, with TRILL the shortest 
paths through the network are active, and traffic is automatically distributed across the equal-cost 
paths. Therefore, VCS fabrics allow for active-active connections originating from the server, and they 
enable much more rapid failover and convergence in the fabric. VCS fabrics are self-monitoring; the 
Brocade Fabric Watch feature tracks health at the switch component level. In the event of an outage, 
links can be added or modified quickly and non-disruptively. This self-healing fabric approach doubles 
the utilization of the entire network while improving resilience. It also allows IT architects to confidently 
increase the size of their Ethernet networks, which helps make VM mobility much more feasible.

Brocade VCS Fabric technology enables very elastic Layer 2 and Layer 3 domains with more effective 
and responsive link utilization and improved resilience at all layers of the network. Brocade VCS 
fabrics provide four or more active Layer 3 gateways and highly efficient load balancing at Layer 3, 
on top of Layer 2 ECMP and automatic Brocade Inter-Switch Link (ISL) Trunking. These capabilities 
provide efficient inter-VLAN traffic optimization, since all Brocade VDX® switches can handle Layer 3 
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traffic. Layer 3 traffic is kept as low as possible in the network topology, minimizing hops, accelerating 
server-to-server traffic, and increasing application performance. In addition, each Brocade VCS-enabled 
switch has a full, fabric-wide view of Layer 2 address tables, as well as QoS, security, and VLAN-related 
information. Since the entire fabric shares the same virtual IP and MAC addresses, default gateways 
do not need to change when a VM moves, irrespective of the physical location of the VM within the VCS 
fabric. (See the Brocade Inter-Switch Link [ISL] Trunking At-a-Glance for more details.)

Brocade VM-aware network automation also provides secure connectivity and full visibility to virtualized 
resources, with dynamic learning and activation of port profiles. Automatic Migration of Port Profiles 
(AMPP), implemented in a hypervisor-agnostic manner, enables seamless VM migration, since the 
VCS fabric is aware of port profiles and automatically tracks them as they move. This helps ensure 
consistency across all fabric elements and minimizes downtime due to human error. 

Finally, unlike other approaches to Ethernet fabric, which may require a central or “master” device, VCS 
fabrics are masterless and can be designed in full-mesh, partial mesh, leaf-spine, and various other 
topologies. With Brocade VCS Fabric technology, different end-to-end subscription ratios can be created 
or fine-tuned as application demands change over time, and the network can quickly and easily be 
reconfigured with minimal disruption to ongoing operations.

Simple and Automated—“It Just Works”
Traditionally, network management has been very labor-intensive, accounting for a very high percentage 
of overall data center network Total Cost of Ownership (TCO). Administrators must possess extensive 
knowledge of a wide range of commands and protocols. Each device must be configured individually 
and, in many networks, switches in different tiers run different operating systems. In a classic three-tier 
architecture, increasing network scale has a multiplicative effect on the number of switches that must 
be purchased and deployed, as well as on the level of effort required to do so.

This mode of operation was manageable while traffic growth and virtualization adoption both remained 
at low to moderate levels. However, all industry data points to a rapid explosion in the data that is 
generated, exchanged, and stored, while most observers believe staff growth will remain relatively flat. 
According to IDC: “Over the next decade, the number of servers (virtual and physical) worldwide will 
grow by a factor of 10, the amount of information managed by enterprise data centers will grow by a 
factor of 50...Meanwhile, the number of IT professionals in the world will grow by less than a factor of 
1.5” (Gantz & Reinsel, 2011).

The need to automate IT operations in general, and networking in particular, is abundantly clear. This 
does not mean simply relying on broad IT orchestration and management tools, or even SDN, to help 
manage existing devices at a higher level than before. If these approaches are used instead of rather 
than in addition to fundamental network reform, they simply mask or relocate complexity rather than 
actually reducing it, and they may even complicate troubleshooting. Instead, the complexity of every 
element of the data center infrastructure must be reduced and ease of alignment between IT domains 
improved, so that the higher-level IT management stack can provide better visibility and control of data 
center operations as a whole.

Zero-Touch Virtualization Support
Today, most IT organizations say that approximately 30 percent of their workloads are virtualized. Most 
businesses would like to move beyond 50 percent workload virtualization in the near future. However, one 
of the major barriers to greater virtualization adoption to date has been the difficulty of consistently aligning 
network connectivity and services with VMs, another factor in the relatively slow adoption of VM mobility.

Clearly, the network has an important role to play here. Seventy-one percent of IT organizations are 
running virtualization technologies from at least two different vendors, according to ESG. Brocade 
VCS Fabric technology is hypervisor-agnostic, providing basic VM alignment capabilities that match 
the reality of most data centers. Brocade AMPP and VM-aware network automation features enable 
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customers to fully align virtual server and network infrastructure resources and realize the full 
benefits of server virtualization. 

Brocade VM-aware network automation provides secure connectivity and full visibility to virtualized 
resources, with dynamic learning and activation of port profiles. In VMware environments, the Brocade 
VCS fabric communicates directly with VMware vCenter to eliminate manual configuration of port 
profiles. Brocade VCS fabric also supports VM mobility across VCS fabrics within a data center, while 
providing protection against VM MAC spoofing. Additional VMware vCenter integration with Brocade 
Network Advisor provides another layer of intelligence to network administrators. (See the Advanced 
VCS-VDX Management through Brocade Network Advisor At-a-Glance for more details.) 

True “plug-and-play” fabric capabilities that automatically align physical and virtual resources are critical 
for cloud deployments, where services that rely on a virtualized infrastructure may be turned on or off in 
real time. Only Brocade VCS Fabric technology delivers this capability today. 

Network Automation 
Brocade VCS fabrics are self-forming and self-aggregating, making them very elastic and enabling 
real-time scaling. The fabric is automatically aware of all devices (servers, switches, and appliances) 
within its domain. The VCS fabric control plane improves upon the TRILL control plane, in that it 
provides automatic assignment of R_Bridge IDs, automatic resolution of duplicate IDs, and automatic 
ISL formation and topology discovery. This allows users to add and remove switches from a VCS fabric 
without any manual configuration. As discussed above, physical and virtual servers can be located upon 
connection without the fabric requiring manual reconfiguration. In addition, VCS fabrics provide RESTful 
and Netconf APIs, as well as extensions to OpenStack Quantum to orchestrate both physical and logical 
networking resources as part of VM deployment to support multitiered application topologies.

A Brocade VCS fabric is designed to be managed as a single logical chassis, so that each new switch 
inherits the configuration of the fabric, and the new ports become available immediately. The fabric 
then appears to the rest of the network as a single switch. This significantly reduces complexity for the 
management layer, which in turn improves reliability and reduces troubleshooting. 

Within the broader context of a cloud data center, Brocade VCS Fabric technology provides OpenStack 
(or any other cloud orchestration platform) with a single logical view to a cluster of physical switches—
by leveraging the service-level abstractions provided by distributed fabric intelligence. This offloads the 
orchestration of individual network elements from the orchestration platform, allowing it to achieve a 
larger scale, yet with less complex deployments.

Evolutionary
The traditional three-tier Ethernet network was designed for north-south traffic between physical servers 
running monolithic applications and clients. However, such a design is also inflexible, as well as difficult 
and expensive to scale. In environments with heavy “east-west” traffic within server clusters, this 
traditional design also imposes significant latency burdens.

The Brocade VCS Fabric architecture is based on an access/aggregation-centric design rather than a 
core-based architecture, for several reasons (Brocade Communications Systems, 2011):

• Increasing VM density means increasing I/O at the access point. By eliminating STP within the 
access layer, Brocade VCS Fabric technology immediately doubles the available links and bandwidth 
to the servers, without multiplying the capital and facilities costs of twice as many switches.

• Brocade VCS fabrics can also be implemented in the aggregation tier, either above existing traditional 
access switches or as part of a multifabric design. This approach can provide significant scalability 
for the attached hierarchical network while sheltering core switches from considerable traffic.
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• Core switches are the most expensive part of a data center network. By implementing Ethernet 
fabrics at the access and/or aggregation tiers rather than in the core, Brocade VCS Fabric technology 
offers a low cost of adoption while preserving existing core investments.

• The Brocade Ports on Demand (PoD) feature enables pay-as-you-grow scaling, without disrupting 
upstream network architecture.

Designed to support your transition to the next wave of data center networking innovations, Brocade 
VCS fabrics are implemented on Brocade VDX switch platforms with 1 GbE, 10 GbE, and 40 GbE 
interfaces, with 100 GbE support baked in. In addition, the Brocade VDX 8770 Switch is hardware-
enabled to flexibly support emerging SDN protocols such as OpenFlow, Virtual Extensible LAN/Network 
Virtualization using Generic Routing Encapsulation (VXLAN/NVGRE), and others. RESTful APIs provide 
openness to emerging management frameworks such as OpenStack.

In short, compared to core-based Ethernet fabric designs, Brocade VCS offers a cost-effective approach 
for transitioning gradually to end-to-end data center fabrics, future-proofing your network and providing a 
strong foundation for cloud adoption.

Ethernet Fabrics Summary
Ethernet fabrics provide organizations with the competitive advantages they need to support a more 
agile, streamlined business that can easily support its users and be cost-effective. The key takeaways 
you need to know about Ethernet fabrics are as follows: 

• The network is resilient without being redundant. 

• Latency is extremely low (as much as 10 times lower than hierarchical networks), while scalability is 
quite high. 

• Multipath technology delivers increased bandwidth between servers. 

• The overall architecture is flat, fast, and efficient.

Brocade VCS fabric technology allows data center teams to create efficient data center networks that 
“just work.” Ethernet fabric architectures built on Brocade VCS technology share information across 
nodes and may be managed as a single logical chassis, greatly simplifying management and reducing 
operational overhead. Brocade VCS technology offers unmatched VM awareness and automation versus 
traditional architectures and competitive fabric solutions and supports storage over a converged fabric 
when the organization is ready. 

Brocade VCS technology, backed by a heritage of proven fabric innovations, delivers IT agility and 
assures reliability, with a cost-effective point of entry to allow you to transition gracefully to elastic, 
highly automated, mission-critical networks in the virtualized data center.

SOFTWARE DEFINED NETWORKING
SDN is a relatively new approach to computer networking, which evolved from some preliminary 
research and work done at UC Berkeley and Stanford University that commenced in 2005. SDN allows 
network administrators to manage network services through abstraction of lower-level functionality. 
This is done by decoupling the system that makes decisions about where traffic is sent (the control 
plane) from the underlying systems that forward traffic to the selected destination (the data plane) 
(Nadeau & Gray, 2013). This section of the chapter examines the problems with the traditional network 
architectures that led to this research, discusses the concepts behind SDN and the problems it solves, 
discusses some of the standards work done with SDN, and concludes by examining how Ethernet 
fabrics and SDN can work together. 



BROCADE MAINFRAME CONNECTIVITY SOLUTIONS 179

PART 3 CHAPTER 3: ETHERNET FABRICS, SDN, CLOUD COMPUTING, AND MAINFRAMES

Problems with Traditional Network Architectures
Enterprises are being forced to meet the needs of increasingly global and virtualized customers and 
organizations. Unfortunately, their existing monolithic, inflexible networks are a major limiting factor.  
Faced with flat or reduced budgets, enterprise IT departments are trying to squeeze the most from 
their networks using device-level management tools and manual processes. Traditional, hierarchical, 
closed network infrastructures restrict innovation and limit the services the network operations team 
can offer. Existing network architectures were not designed to meet today’s requirements. If anything, 
today’s network architects are constrained by three things: an inability to scale, complexity, and vendor 
dependence (Open Networking Foundation, 2012). 

Inability to Scale
As demands on the data center have rapidly grown, networks have also grown. As networks have grown, 
they have become vastly more complex. Also, IT organizations typically reply on link oversubscription to 
scale networks. The practice of link oversubscription is predicted on what at one time were relatively 
predictable traffic patterns. However, the reality is that with increasingly virtualized data centers, traffic 
patterns are simultaneously becoming extremely dynamic, and therefore unpredictable. There is no 
real-time visibility into the network that allows you to accurately gauge bandwidth utilization. There also 
is no standard mechanism to change traffic flows to handle user mobility and dynamic changes in the 
applications that are being executed. Any changes made to scale production networks are difficult, slow, 
and risky.

Increasing Complexity
To date, network technology has largely consisted of discrete sets of protocols. These protocols are 
designed to connect servers/hosts and devices reliably over arbitrary topologies, link speeds, and 
distances. These protocols tend to be defined in isolation; that is, each protocol is intended to solve 
a specific problem without the benefit of certain fundamental abstractions. This has resulted in a lot 
of complexity: Any decision and change regarding the network must take into account the specifics on 
network topology, vendor switch model, and management software and firmware version.  This ever 
increasing complexity has, in turn, led to a situation of stasis: Today’s networks are highly static.

This complexity-induced stasis in today’s networks starkly contrasts with the dynamic nature of today’s 
server and storage environments within the data center. Server and storage virtualization has greatly 
increased the number of hosts requiring network connectivity, while simultaneously fundamentally 
altering assumptions about the physical location of host servers and storage devices. There also are 
no software tools that allow the user to dynamically change services, or that allow for doing “dry runs” 
of new services, without adversely impacting the production network. The bottom line: Due to the static 
nature of networks, the network cannot dynamically adapt to changing traffic, application, and end-
user demands. Existing networks lack the flexibility and agility needed to support end users and the 
unprecedented demands they place on the network for ubiquitous service delivery. 

Vendor Dependence
In an effort to deal with the scalability and complexity-induced stasis issues, enterprises are seeking 
to deploy new capabilities and services in rapid response to changing business needs and end-user 
demands on their networks. However, the ability to respond is often hindered by vendors’ equipment 
product cycles. These cycles often range to three years or more. The lack of standard, open interfaces 
limits the ability of enterprise network operators to tailor the network and its products to their individual 
environments’ requirements.

Basics: What is Software Defined Networking?
SDN is an emerging concept that proposes to disaggregate traditionally vertically integrated 
networking stacks to improve network feature velocity and customize network operation for specialized 
environments. At the same time, this disaggregation improves network flexibility and manageability. 
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SDN enables “mass customization” of network operations to better support differentiated cloud 
services. SDN is comprised of a group of technologies that open the data, control, and management 
planes of the network to participate more easily in broader orchestration frameworks through APIs 
(DeCusatis, Towards an Open Data Center with an Interoperable Network [ODIN], 2012). SDN is 
intended to solve the problems described in the previous section:

• Allow enterprises to better meet the needs of increasingly global, virtualized customers and internal 
organizations.

• Provide enterprises with a more scalable, flexible, cloud-optimized network architecture that does not 
restrict innovation or limit service offerings. 

SDN continues the network evolution that started with Ethernet fabrics. SDN does this by providing a 
software abstraction layer on top of the physical network infrastructure. This software abstraction layer 
enables control plane functions distinct from the data plane and from the discrete physical network’s 
control plane. Therefore, SDN directly addresses the inflexibility and complexity that makes today’s 
networks a constraint for network operators, by enabling one overarching orchestration level. An SDN-
enabled network therefore provides three key benefits (Shukla, 2013):

• It becomes more deterministic and predictable. 

• It is faster at adapting to business needs. 

• It is more efficient in reducing costs and power consumption. 

The real value in SDN resides in its powerful abstractions. By hiding the complexity of the physical 
infrastructure and providing transport layer visibility for applications and services, SDN helps simplify 
network management. SDN brings virtualization to the network itself. It provides centralized network 
operations management, and its increased network intelligence and open environment facilitate rapid 
application development. Network operators can offer and scale an increased number of network 
applications to support new services. 

SDN Components
SDN is an overarching framework that encompasses protocols and technologies (such as OpenFlow 
and OpenStack) and affects all planes in the network. In the SDN architecture, the control and data 
planes are decoupled. Network intelligence and state are logically centralized, and the underlying 
network infrastructure is abstracted from the applications. As a result, enterprises gain unprecedented 
programmability, automation, and network control. This, in turn, enables enterprises with the ability to 
build highly scalable, extremely flexible networks that readily adapt to changing business needs. 

SDN is driven by the Open Networking Foundation (ONF). The ONF is a non-profit industry consortium 
that has enlisted more than 60 major companies as its members. The ONF is leading the advancement 
of SDN and is standardizing elements of the SDN architectures, such as the OpenFlow protocol. 
OpenFlow is the first standard interface designed specifically for SDN. OpenFlow provides high-
performance, granular traffic control across multiple vendors’ network devices (Open Networking 
Foundation, 2012). The OpenFlow protocol is discussed in more detail in a later section of this chapter.  

Figure 5 shows a reference model from ONF, illustrating a complete view of a Software Defined Network. 
There are options for network operators within each component, but all are necessary to consider when 
deploying SDN.
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Figure 5. ONF reference model.

There are three primary areas of focus in an SDN solution (Nadeau & Gray, 2013):

• The network virtualization layer (data plane): This layer is where tunnel overlays are used as the 
means of transport for traffic that is removed from physical network constraints and controlled by the 
cloud management layer.

• The value-added services layer (control plane): This layer provides programmatic control APIs as the 
slicing layer that gives control of specific traffic flows to network operators. OpenFlow is an important 
standardized protocol for Layer 2/3 forwarding, while Brocade OpenScript® is a standards-based API 
for Layer 4/7 forwarding control. The services layer needs open standards to foster a rich ecosystem 
of network application development and broad interoperability with different controllers.

• The cloud management layer (management plane): This is the orchestration layer, where network 
operators control the policies of their network through standards-based interfaces and plugins to 
orchestration frameworks, such as OpenStack, CloudStack, and vCenter.

The abstraction layer provided by SDN does not relegate the physical network infrastructure as 
inconsequential. The packet forwarding layer affects overall performance and the ability to deliver 
services across the network. To best enable SDN, high-performance forwarding, simplified deployment 
and operations, and support for rich real-time analytics need to be enabled with programmatic control 
up to higher-layer management and orchestration.

SDN Architecture
SDN is an emerging network architecture where network control is decoupled from forwarding and is 
directly programmable. Control was formerly bound in individual network devices. The migration of 
control into accessible computing devices enables the underlying infrastructure to be abstracted for 
applications and network services, which can treat the network as a logical or virtual entity.

Figure 6 depicts a logical view of the SDN architecture. Network intelligence is (logically) centralized 
in software-based SDN controllers, which maintain a global view of the network. This results in 
the network appearing to the applications and policy engines as a single logical switch. With SDN, 
enterprises and carriers gain vendor-independent control over the entire network from a single logical 
point, which greatly simplifies the network design and operation. SDN also greatly simplifies the 
network devices themselves, since they no longer need to understand and process thousands of 
protocol standards, but can merely accept instructions from the SDN controllers.
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Network operators and administrators can programmatically configure this simplified network 
abstraction rather than having to hand-code tens of thousands of lines of configuration scattered 
among thousands of devices. By centralizing network state in the control layer, SDN gives network 
managers the flexibility to configure, manage, secure, and optimize network resources via dynamic, 
automated SDN programs. They can also write the programs themselves instead of waiting for features 
to be embedded in vendors’ proprietary and closed software environments in the middle of the network. 

In addition to abstracting the network, SDN architectures support a set of APIs that make it possible to 
implement common network services, including routing, multicast, security, access control, bandwidth 
management, traffic engineering, QoS, processor and storage optimization, energy usage, and all forms 
of policy management, custom tailored to meet business objectives.

SDN makes it possible to manage the entire network through intelligent orchestration and provisioning 
systems. With open APIs between the SDN control and application layers, business applications can 
operate on an abstraction of the network, leveraging network services and capabilities without being 
tied to the details of their implementation. SDN:

• Makes a network application-customized as opposed to application-aware

• Makes applications network capability-aware as opposed to merely being network-aware

As a result, computing, storage, and network resources can all be optimized.

OpenFlow
OpenFlow is an early-stage SDN protocol that enables communications between an OpenFlow controller 
and an OpenFLow-enabled router (Brocade Communications Systems, 2012). OpenFlow is the first 
standard communications interface defined between the control and forwarding layers of an SDN 
architecture. OpenFlow allows direct access to and manipulation of the forwarding plane of network 
devices such as switches and routers, both physical and virtual (hypervisor-based). In a classic/
traditional router or switch the packet forwarding (data path) and high-level routing decisions (control 
path) occur on the same device. An OpenFlow switch separates these two functions. The data path 
portion still resides on the switch, while the higher level routing decisions are moved to a separate 
controller. Thus, OpenFlow facilitates more sophisticated traffic management, especially for virtualized 
and cloud environments. 
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The OpenFlow protocol is implemented on both sides of the interface between network infrastructure 
devices and the SDN control software. OpenFlow uses the concept of flows to identify network traffic 
based on predefined match rules that can be statically or dynamically programmed by the SDN 
control software. It also allows IT to define how traffic should flow through network devices based on 
parameters such as usage patterns, applications, and cloud resources. Since OpenFlow allows the 
network to be programmed on a per-flow basis, an OpenFlow-based SDN architecture provides extremely 
granular control, enabling the network to respond to real-time changes at the application, user, and 
session levels. Current IP-based routing does not provide this level of control, as all flows between two 
endpoints must follow the same path through the network, regardless of their different requirements 
(DeCusatis, Towards an Open Data Center with an Interoperable Network [ODIN], 2012).

The OpenFlow protocol is a key enabler for SDN and currently is the only standardized SDN protocol 
that allows direct manipulation of the forwarding plane of network devices. While initially applied 
to Ethernet-based networks, OpenFlow switching can extend to a much broader set of use cases. 
OpenFlow-based SDNs can be deployed on existing networks, both physical and virtual. Network 
devices can support OpenFlow-based forwarding as well as traditional forwarding, which makes it very 
easy for enterprises and carriers to progressively introduce OpenFlow-based SDN technologies, even 
in multivendor network environments.

For enterprises, SDN makes it possible for the network to become a competitive differentiator for 
business strategy. OpenFlow-based SDN technologies enable IT to address the high-bandwidth, dynamic 
nature of today’s applications, adapt the network to ever-changing business needs, and significantly 
reduce operations and management complexity. 

There are five primary benefits that enterprises can achieve through an OpenFlow-based SDN 
architecture (Shukla, 2013):

• Centralized management and control of networking devices from multiple vendors

• Improved automation and management by using common APIs to abstract the underlying networking 
details from the orchestration and provisioning systems and applications

• Rapid innovation through the ability to deliver new network capabilities and services without the need 
to configure individual devices or wait for vendor releases

• Increased network reliability and security as a result of centralized and automated management of 
network devices, uniform policy enforcement, and fewer configuration errors

• More granular network control within the ability to apply comprehensive and wide ranging policies at 
the session, user, device, and application levels

Bringing Ethernet Fabrics and SDN Together
Simply stated, SDN is the continuation of the network transformation started by Ethernet fabrics. 
Just as Ethernet fabrics simplify network management and operations on the physical level, SDN 
does so on the logical level. Ethernet fabrics provide the network fabric layer of a complete SDN-
based solution, bringing an emphasis on reliability and simplicity in the foundation of the solution. By 
combining Ethernet fabrics with SDN, network architects can optimize their networks for virtualization 
on every level and enable the kind of collaboration that is proving to be key in future network designs 
and implementations. The two technologies used together protect existing investments, while future-
proofing the network. The combination of Ethernet fabrics and SDN allows the static networks of today 
to evolve into an extensible service delivery platform for tomorrow. Such a platform is capable of rapidly 
responding to changing business and end-user needs (Nadeau & Gray, 2013).

SDN: The Bottom Line
SDN provides a new dynamic network architecture that transforms traditional network backbones 
into rich service delivery platforms. By decoupling the network control and data planes, OpenFlow-
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based SDN architecture abstracts the underlying infrastructure from the applications that use it. 
This then allows the network to become as programmable and manageable at scale as the compute 
infrastructure it supports. An SDN approach fosters network virtualization, enabling IT staff to manage 
their servers, applications, storage, and networks with a common approach and tool set. Thus, SDN 
adoption improves network manageability, scalability, and agility. 

The future of networking will increasingly rely on software. This will accelerate the pace of innovation for 
networks, just as it has in the compute and storage domains. SDN is well on the way to becoming the 
new norm for networks (Nadeau & Gray, 2013).

Brocade is a strong public supporter of SDN and has helped drive movements for enabling technologies 
that are part of SDN, such as OpenFlow. Brocade endorsed OpenFlow in 2010, participated in the 
first public demonstration of OpenFlow in 2011, and is building networking products that support 
this revolutionary way of networking. Brocade has also been solving network architecture problems in 
the data center with Ethernet fabrics. Brocade launched its first Ethernet fabric product in 2010 and 
is seeing significant adoption rates of this technology. Fabric architectures will form the foundation 
for SDN, and Brocade is already driving deployable solutions in this space today. SDN, coupled with 
Ethernet fabrics, is a crucial part of the transformation of the network from its current position as a 
constraint, to that of a valuable asset (Brocade Communications Systems, 2012).

CONCLUSION: HOW DOES THE MAINFRAME FIT IN?
Ethernet fabrics and SDN really are the foundation for highly virtualized cloud computing environments. 
In fact, the argument could be made that the modern IBM mainframe environment is a cloud unto itself. 
A zEnterprise platform, running a variety of operating systems, coupled with a z Blade Center Extension 
(zBX) could very well be the center of a cloud computing architecture for many enterprises. Also, 
consider this: Isn’t much of how the modern IBM mainframe does networking already a form of SDN? 
Perhaps SDN really is yet another technology with which the modern mainframe has led the way!
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INTRODUCTION
This chapter introduces some basic concepts associated with BC/DR/CA (Business Continuity, 
Disaster Recovery, and Continuous Availability) to provide a level-set background for the more detailed 
discussions throughout the rest of part four. It then discusses the various methodologies for network 
extension that you can use with the replication networks associated with BC/DR/CA architectures. 

BC/DR/CA BASIC CONCEPTS
Business continuity (BC) is an integrated, enterprise-wide process that includes all activities, both 
internal and external to IT, that a business must perform to mitigate the impact of planned and 
unplanned downtime. This entails preparing for, responding to, and recovering from a system outage 
that adversely impacts business operations. The goal of BC is to ensure the information availability that 
is required to conduct essential business operations (Guendert, 2013).

Information availability (IA) refers to the ability of an IT infrastructure to function according to business 
expectations during its specified period of operation. IA involves ensuring that 1) information is 
accessible at the right place to the right user (accessibility), 2) information is reliable and correct in all 
aspects (reliability), and 3) the information defines the exact moment during which information must be 
accessible (timeliness).

Various planned and unplanned incidents result in information unavailability. Planned outages may 
include installations, maintenance of hardware, software upgrades or patches, restores, and facility 
upgrade operations. Unplanned outages include human error-induced failures, database corruption, 
and failure of components. Other incidents that may cause information unavailability are natural 
and manmade disasters: floods, hurricanes, fires, earthquakes, and terrorist incidents. The majority 
of outages are planned; historically, statistics show the cause of information unavailability due to 
unforeseen disasters is less than 1 percent.

Information unavailability (downtime) can result in loss of productivity, loss of revenue, poor financial 
performance, and damage to the reputation of your business. The Business Impact (BI) of downtime is 
the sum of all losses sustained as a result of a given disruption. One common metric used to measure 
BI is the average cost of downtime per hour. This is often used as a key estimate in determining the 
appropriate BC solution for an enterprise. Table 1 shows the average cost of downtime per hour for 
several key industries (Guendert, 2013).

Table 1. Average Cost Per Hour of Downtime by Industry

Cost of Downtime by Industry

Industry Sector Loss per Hour

Financial $8,213,470

Telecommunications $4,611,604

Information Technology $3,316,058

Insurance $2,582,382

Pharmaceuticals $2,058,710

Energy $1,468,798

Transportation $1,463,128

Banking $1,145,129

Chemicals $1,071,404

Consumer Products  $989,795

Source: Robert Frances Group 2006, “Picking up the value of PKI:  
Leveraging z/OS for Improving Manageability, Reliability, and  
Total Cost of Ownership of PKI and Digital Certificates.”
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How to Measure Information Availability
IA relies on the availability of both physical and virtual components of a data center; failure of these 
components may disrupt IA. A failure is defined as the termination of a component’s capability to 
perform a required function. The component’s capability may be restored by performing some sort 
of manual corrective action, for example, a reboot, repair, or replacement of the failed components. 
“Repair” means that a component is restored to a condition that enables it to perform its required 
function. Part of the BC planning process should include a proactive risk analysis that considers the 
component failure rate and average repair time. 

• Mean Time Between Failure (MTBF) is the average time available for a system or component to 
perform its normal operations between failures. It is a measure of how reliable a hardware product, 
system, or component is. For most components, the measure is typically in thousands or even tens 
of thousands of hours between failures.

• Mean Time To Repair (MTTR) is a basic measure of the maintainability of repairable items. It is 
the average time required to repair a failed component. Calculations of MTTR assume that the 
fault responsible for the failure is correctly identified and that the required replacement parts and 
personnel to replace the failed component are available. 

You can formally define IA as the time period during which a system is in a condition to perform its 
intended function upon demand. IA can be expressed in terms of system uptime and system downtime 
and can be measured as the amount or percentage of system uptime:

IA=system uptime / (system uptime + system downtime)

In this equation, system uptime is the period of time during which the system is in an accessible state. 
When the system is not accessible, it is called system downtime. In terms of MTBF and MTTR, IA can 
be expressed as (Guendert, 2013):

IA=MTBF / (MTBF + MTTR)

Uptime per year is based on requirements of the service for exact timeliness. This calculation leads to 
the use of the common “number of 9s” representation for availability metrics. Table 2 below lists the 
approximate amount of downtime allowed for a service to achieve the specified levels of 9s of availability.

Table 2. Availability Percentage and Number of 9s

Uptime (%)  Downtime (%) Downtime per Year Downtime per Week

98 2 7.3 days 3 hours, 22 minutes

99 1 3.65 days 1 hour, 41 minutes

99.8 0.2 17 hours, 31 minutes 20 minutes, 10 seconds

99.9 0.1 8 hours, 45 minutes 10 minutes, 5 seconds

99.99 0.01 52.5 minutes 1 minute

99.999 0.001 5.25 minutes 6 seconds

99.9999 0.0001 31.5 seconds 0.6 seconds
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Some Definitions 

1. Disaster Recovery (DR): The coordinated process of restoring systems, data, and the infrastructure 
to support ongoing business operations after a disaster occurs. Disaster Recovery concentrates 
solely on recovering from an unplanned event.

2. IT resilience: The ability to rapidly adapt and respond to any internal or external disruption, demand, 
or threat and continue business operations without significant impact. This concept of IT resilience 
is related to DR, but it is broader in scope in that Disaster Recovery concentrates on recovering 
only from an unplanned event.

3. Recovery Point Objective (RPO): The point in time to which systems and data must be recovered 
after an outage. RPO represents the amount of data your company is willing to recreate following a 
disaster. In other words, what is the acceptable time difference between the data in your production 
system and the data at the recovery site? How much data can be lost? What is the acceptable time 
difference between the data in your production system and the data at the recovery site; in other 
words, what is the actual point-in-time recovery point at which all data is current? If you have an 
RPO of less than 24 hours, expect to be able to do some form of onsite real-time mirroring. If your 
DR plan is dependent upon daily full-volume dumps, you probably have an RPO of 24 hours or more. 
An organization can plan for an appropriate BC technology solution on the basis of the RPO it sets. 

4. Recovery Time Objective (RTO): The time within which systems and applications must be recovered 
after an outage. RTO represents how long your business can afford to wait for IT services to be 
resumed following a disaster. In other words, RTO defines the amount of downtime that a business 
can endure and survive. RTO traditionally refers to the questions, “How long can you afford to be 
without your systems? How much time is available to recover the applications and have all critical 
operations up and running again?”

5. Network Recovery Objective (NRO): The time needed to recover or fail over network operations. NRO 
includes such jobs as establishing alternate communications links, reconfiguring Internet servers, 
setting alternate TCP/IP addresses, and everything else needed to make the recovery transparent 
to customers, remote users, and others. NRO effectively represents the amount of time it takes 
before your business appears recovered to your customers.

6. Data vault: A repository at a remote site where data can be periodically or continuously copied, so 
that there is always a copy at another site. 

7. Hot site: A site to which an enterprise’s operations can be moved in the event of a disaster. A hot 
site is a site that has the required hardware, operating system, network, and application support 
to perform business operations in a location where the equipment is available and running at all 
times.

8. Cold site: A site to which an enterprise’s operations can be moved in the event of disaster, with 
minimum IT infrastructure and environmental facilities that are in place, but not activated.

9. Continuous Availability (CA): A new paradigm that encompasses not only recovering from disasters, 
but keeping your applications up and running throughout the far more common planned and 
unplanned outages that do not constitute an actual disaster.

Table 3 lists some typical RPO and RTO values for some common DR options (Kyne, Clitherow, 
Schindel, & S., 2013).
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Table 3. RPO and RTO Values for Some Common DR Options

Description   Typically Achievable RPO Typically Achievable RTO

No Disaster Recovery plan N/A: All data lost N/A

Tape vaulting Measured in days since last  
stored backup

Days

Electronic vaulting Hours Hours (hot remote location) to days

Active replication to remote site 
(without recovery automation)

Seconds to minutes Hours to days  
(depends on availability of  
recovery hardware)

Active storage replication to remote 
“in-house” site

Zero to minutes (depends on 
replication technology and  
automation policy)

One or more hours 
(depends on automation)

Active software replication to remote 
active site

Seconds to minutes Seconds to minutes  
(depends on automation) 

An Evolving Paradigm
The importance of Business Continuity and Disaster Recovery (BC/DR) for information technology 
professionals and the corporations they work for has undergone considerable change in the past twenty 
years. This change has further increased exponentially in the years since Sept. 11, 2001, Hurricane 
Katrina in 2005, the Japanese Tsunami of 2011, and Superstorm Sandy in 2012. The events of Sept. 
11, 2001 (9/11) in the United States served as a wakeup call to those who viewed BC/DR as a mere 
afterthought or an item to just check off from a list. That day’s events underscored how critical it is 
for businesses to be ready for disasters on a larger scale than previously considered. The watershed 
events of 9/11 and the resulting experiences served to diametrically change IT professionals’ 
expectations, and these events now act as the benchmark for assessing the requirements of a 
corporation having a thorough, tested BC/DR plan.

Following September 11, 2001, industry participants met with multiple government agencies, including 
the United States Securities and Exchange Commission (SEC), the Federal Reserve, the New York 
State Banking Department, and the Office of the Comptroller of the Currency. These meetings were 
held specifically to formulate and analyze the lessons learned from the events of September 11, 2001. 
These agencies released an interagency white paper, and the SEC released their own paper on best 
practices to strengthen the IT resilience of the U.S. financial system. 

IT Survival, Resilience, and the Best-Laid Plans
While the term “IT resilience” (or even “business resilience”) is starting to gain more prominence in 
the BC/DR community, what is the formal definition of IT resilience? IBM has developed a definition 
that sums it up very well. IBM defines IT resilience as “the ability to rapidly adapt and respond to any 
internal or external opportunity, threat, demand, or disruption and continue business operations without 
significant impact.” This concept is related to Disaster Recovery, but it is broader in scope, in that 
Disaster Recovery concentrates on recovering only from an unplanned event. This section discusses 
the concept of regional disasters, as well as planning problems that came to light following the analysis 
of 9/11. 

Regional Disasters
One of the things that was not well appreciated prior to 9/11 was the concept of a regional disaster. 
What is a regional disaster? A good working definition of a regional disaster is: a disaster scenario, 
manmade or natural, that impacts multiple organizations or multiple users in a defined geographic 
area. In other words, it is not a disaster impacting only one organization or one data center (Guendert, 
Revisiting Business Continuity and Disaster Recovery Planning and Performance for 21st Century 
Regional Disasters: The Case For GDPS, 2007). Figure 1 lists some well-known regional disasters that 
have occurred since 2001.
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Table 4. Examples of well-known regional disasters, 2001–2006.

Date Event Notes

2006 European Power Outage Power cut in Germany causes power loss through large parts of Western 
Germany, France, Belgium, Italy, Spain, Austria, the Netherlands, and Croatia. 
In France, five million people were affected in the country’s biggest blackout in 
thirty years, including Paris and Lyon. 100,000+ people were affected in Italy, 
mainly in and around Turin.

2006 Earthquake, Hawaii, USA Roads, power, and services disrupted to millions for 2 days.

2005 Los Angeles Power Outage A worker mistakenly cut a wrong line, triggering a cascade of problems in the 
city’s power grid and interrupting power distribution to about 700,000 electric 
customers in Los Angeles for as long as 4 hours in some areas.

2005 Hurricane Katrina 90,000 square miles of devastated homes and businesses. Some companies 
choosing to relocate headquarters.

2005 Payment card breach 
at MasterCard

40 million cards exposed, potentially affecting the company’s reputation and 
compromising the privacy of many clients.

2005 ChoicePoint customer  
data theft

The privacy of at least 145,000 residents in 50 states was in question,  
and company is the defendant in several law suits.

2004 Southeast Asia Earthquake Affected more than 18 countries across the Southeast Pacific Basin for  
many days.

2003 Power blackout in  
North America

An estimated 9,300 sq. miles, 50 million people, and thousands of 
businesses left without power.

2003 Power blackout in Italy 
and France

All of Italy and part of France without power for a full day.

2003 Malicious computer worm 
hits 13,000 ATMs at 
Bank of America

Bank unable to process customer transactions and impacted Internet  
traffic worldwide.

2001 Terrorist attacks of 
September 11th

Impacted the local economy of Lower Manhattan, travel and hospitality 
industry, financial markets worldwide for over 6 months; led to war on 
terrorism and war in Iraq.

 
Organizations whose BC/DR plans focused on recovering from a local disaster such as fire or power 
failure within a data center faced the realization on 9/11 that their plans were inadequate for coping 
with and recovering from a regional disaster. A regional disaster was precipitated by the attacks on the 
World Trade Center in New York City on 9/11. Hundreds of companies and an entire section of a large 
city, including the financial capital of the world, were affected. Power was cut off, travel restrictions were 
imposed, and the major telephone switching centers (land line and wireless) were destroyed. Access to 
buildings and data centers was at a minimum restricted and at a maximum completely impossible for 
several days following 9/11. The paradigm for planning mainframe-centric BC/DR changed overnight. 
Organizations quickly realized that they now needed to plan for the possibility of a building being 
eliminated or rendered useless. Even if remote, what about the threat of terrorists using biological, 
chemical, or nuclear weapons? What about another regional or super-regional natural disaster such as 
Hurricane Katrina or the 2011 Japanese earthquake and tsunami, or manmade disasters such as the 
2003 North American power blackout? These are some examples of issues beyond the data center that 
organizations need to consider in their planning for a regional disaster. Two of these issues deserve the 
most attention.

The first primary issue beyond the data center is erosion in confidence in a business based upon the 
company’s reactions to the regional disaster. This typically is based on how the press and internal 
communications to employees report on disaster-related events. In other words, what is the perception 
of the company’s ability to react to the crisis, minimize the ensuing chaos, provide timely (and accurate) 
updates on the status of company operations, and (internally) discuss how Human Resources issues 
are being addressed? In effect, organizations need to include a communications plan in their BC/DR 
plans, as well as appoint a BC/DR Communications Director/Coordinator. Perception is reality, and 
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the more control an organization is perceived to have over its destiny, and the more it communicates 
information upfront, the less likely that there will be an erosion of confidence in the business.

The second primary issue is that an organization needs to be able to restart or execute restoration of 
business operations in a timely manner. Failure to do so can result in essential supplies being unable 
to reach the business. Also, if customers have no access to a business’s products and services, those 
customers may look to competitors for what they need. This loss of revenue and customer loyalty has a 
direct relationship to the effects of a loss or erosion in business confidence.

The Best-Laid Plans
Most pre-9/11 installations that actually had BC/DR plans in place (although sadly, some did not) 
felt they had a sound, well-thought-out BC/DR plan. Most had tested their plan and felt prepared for 
what was, until 9/11, the typical disaster. Yet on 9/11, when it came time to execute these plans for 
a catastrophic regional disaster, many if not most of these organizations found that what had been 
considered great plans for a typical disaster were incomplete or simply inadequate to handle the 
situation. Some examples from the interagency report are as follows (United States Federal Reserve 
System, 2003):

• Many plans only included plans for replacing IT equipment inside the data center and did not include 
plans for replacing IT equipment outside of the data center. Key elements of the IT infrastructure are 
essential to restoring and sustaining business operations, not just equipment in the data center.

• The BC/DR plan was not comprehensive, in that it addressed only recovering the IT installation. The 
plan did not address everything required to accomplish a complete end-to-end business recovery.

• Documentation describing how to recover mission-critical applications and business processes was 
inadequate, or sometimes completely missing.

• The education and training of personnel was not adequate, and sufficient disaster drills had not been 
conducted to practice executing the plan. Why not? Was this a lack of control over these procedures 
and processes due to outsourcing BC/DR? For those of you who have served in the U.S. Navy, 
remember how frequently casualty drills were practiced? And these casualty drills were practiced as 
if the ship’s survival was at stake each time. When your organization’s future survival is at stake, 
shouldn’t you practice or test your BC/DR plans in the same committed fashion that the U.S. Navy 
practices casualty drills? Practice like you play the real game.

• Another planning inadequacy that was frequently cited was a lack of addressing organizational 
issues directly related to mission-critical business functions. Examples include but are not limited 
to the following:

 – Documentation of a clear chain of command with an associated decision control matrix

 – An effective internal communications plan for employees and an external communications plan 
for suppliers, customers, and the media

 – A documented succession plan to follow in case key personnel are incapacitated or unavailable 
(on 9/11 organizations were woefully unprepared for the loss of key personnel and their skills)

 – Definition of a priority sequence for recovering business processes and associated  
IT applications

Summary of 9/11 Lessons Learned
The following is a summary of the key lessons learned from the regional disaster on 9/11/2001 in 
New York City that resulted from the attacks on the World Trade Center (Guendert, Revisiting Business 
Continuity and Disaster Recovery Planning and Performance for 21st Century Regional Disasters: The 
Case For GDPS, 2007). 
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1. A regional disaster could very well cause multiple companies and organizations to declare 
disasters and initiate recovery actions simultaneously, or nearly simultaneously. This is highly 
likely to severely stress the capacity of business recovery services (outsourcers) in the vicinity 
of the regional disaster. Business continuity service companies typically work on a “first come, 
first served” basis. So when a regional disaster similar to 9/11 occurs, these outsourcing 
facilities can fill up quickly and become overwhelmed. Also, a company’s contract with the BC/DR 
outsourcer may stipulate that the customer has the use of the facility only for a limited time (for 
example, 45 days). This may spur companies with BC/DR outsourcing contracts to: a) consider 
changing outsourcing firms, b) renegotiate their existing contract, or c) study the requirements 
and feasibility for insourcing their BC/DR and creating their own DR site. Depending on the 
organization’s Recovery Time Objective (RTO) and Recovery Point Objective (RPO), option “c” may 
provide the best alternative.

2. The recovery site must have adequate hardware, and the hardware at the facility must be 
compatible with the hardware at the primary site. Organizations must plan for their recovery site 
to have: a) sufficient server processing capacity, b) sufficient storage capacity, and c) sufficient 
networking and storage networking capacity to enable all business-critical applications to run from 
the recovery site. The installed server capacity at the recovery site may be used to meet normal 
(day-to-day) needs (assuming BC/DR is insourced). Fallback capacity may be provided via several 
means, including workload prioritization (test, development, production, and data warehouse). 
Fallback capacity may also be provided via implementing a capacity upgrade scheme that is based 
on changing a license agreement, instead of installing additional capacity. IBM System z and 
zSeries servers have a Capacity Backup Option (CBU). Unfortunately, such a feature is not prevalent 
in the open systems world. Many organizations take a calculated risk with open systems and fail 
to purchase two duplicate servers (one for production at the primary data center, and a second 
server for the DR data center). Therefore, open systems DR planning must take this possibility into 
account and consider the question, “What can my company lose?” 

When looking at the issue of compatible hardware, encryption is an important consideration. It is 
common for an enterprise to overlook encryption. If an organization does not plan for the recovery site 
to have the necessary encryption hardware, the recovery site may not be able to process the data that 
was encrypted at the primary site. So, when you buy new tape drives with onboard encryption, before 
reallocating those previous generation tape drives (which did not have encryption capabilities) to the 
recovery site to save money, maybe you need to re-evaluate the decision. In this case, the cost savings 
in the short run puts the business at risk of being unable to recover to meet RTO.

3. A robust BC/DR solution must be based on as much automation as possible. The types of 
catastrophes inherent in 9/11-style regional disasters make it too risky to assume that key 
personnel and critical skills will be available to restore IT services. Regional disasters impact 
personal lives as well. Personal crises and the need to take care of families, friends, and loved 
ones take priority for IT workers. Also, key personnel may not be able to travel and thus cannot 
get to the recovery site. Mainframe installations are increasingly looking to automate switching 
resources from one site to another. One way to do this in a mainframe environment is with 
Geographically Dispersed Parallel Sysplex (GDPS). That topic is discussed in a later chapter. 

4. If an organization is going to maintain Business Continuity, it is critical to maintain sufficient 
geographical separation of facilities, resources, and personnel. If a resource cannot be replaced 
from external sources within the RTO, the resource needs to be available internally and in multiple 
locations. This statement holds true for hardware resources, employees, data, and even buildings. 
An organization also needs to have a secondary Disaster Recovery plan. On 9/11, companies that 
successfully recovered to their designated secondary site after completely losing their primary data 
center quickly came to the realization that all of their data was now in one location. The uncertainty 
caused by the terrorist actions soon had many organizations realizing that if the events continued, 
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or if they did not have sufficient geographic separation between sites and their recovery site was 
also incapacitated, they had no further recourse (in other words, no secondary plan), and they 
would be out of business. 

What about a company who uses a third-party site for their business recovery but has a contractual 
agreement calling for them to vacate the facility within a specified time period? What happens when 
their primary site is destroyed, and the company cannot return there? The threat of terrorism and 
the prospect for further regional disasters poses the question, “What is our secondary Disaster 
Recovery plan?

Many companies are seriously considering implementing a three-site BC/DR strategy. In a nutshell, 
this strategy entails having two sites within the same geographic vicinity to facilitate high availability 
and then having a third, remote site for Disaster Recovery. The major inhibitor to implementing a 
three-site strategy is telecommunications costs. As with any major decision, a proper risk versus 
cost analysis should be performed (Kern & Peltz, 2010).

5. Asynchronous remote mirroring becomes a more attractive option to organizations insourcing BC/
DR or increasing the distance between sites. While synchronous remote mirroring is popular, many 
organizations are giving more serious consideration to greater distances between sites. In addition, 
they are considering a strategy of asynchronous remote mirroring to allow further separation 
between their primary and secondary sites.

The New Paradigm
Business continuity is no longer simply a matter of IT Disaster Recovery. Business continuity has evolved 
into a management process that relies on each component in the business chain to sustain operation at 
all times. Effective Business Continuity depends on the ability to accomplish five things (Guendert, The 
New Paradigm of Business Continuity, Disaster Recovery and Continuous Availability, 2013): 

1. The risk of business interruption must be reduced. 

2. When an interruption does occur, a business must be able to stay in business. 

3. Businesses that want to stay in business must be able to respond to customers. 

4. As described earlier, businesses need to maintain the confidence of the public. 

5. Businesses must comply with requirements such as audits, insurance, health and safety, and 
regulatory or legislative requirements. 

In some nations, government legislation and regulations set out very specific rules for how 
organizations must handle their business processes and data. Some examples are the Basel II rules 
for the European banking sector and the U.S. Sarbanes-Oxley Act. These laws both stipulate that banks 
must have a resilient back office infrastructure. (Guendert, A Comprehensive Justifcation For Migrating 
from ESCON to FICON, 2007) Another example is the Health Insurance Portability and Accountability 
Act (HIPAA) in the United States. This legislation determines how the U.S. health care industry must 
account for and handle patient-related data. 

This ever increasing need for “365 × 24 × 7 × forever” availability really means that many businesses 
are now looking for a greater level of availability than before, covering a wider range of events and 
scenarios beyond the ability to recover from a disaster. This broader requirement is called IT resilience. 
As stated earlier, IBM has developed a definition for IT resilience: the ability to rapidly adapt and 
respond to any internal or external opportunity, threat, disruption, or demand and continue business 
operations without significant impact (Guendert, The New Paradigm of Business Continuity, Disaster 
Recovery and Continuous Availability, 2013).
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There are several factors involved in determining your RTO and RPO requirements. Organizations need 
to consider the cost of some data loss while still maintaining cross-subsystem/cross-volume data 
consistency. Maintaining data consistency enables you to perform a database restart, which typically 
requires a duration of seconds to minutes. This cost needs to be weighed against the cost of no data 
loss, which either impacts production on all operational errors—in addition to Disaster Recovery failure 
situations—or yields a database recovery disaster (typically hours to days in duration), as cross-
subsystem/cross-volume data consistency is not maintained during the failing period. The real solution 
that is chosen is based on a particular cost curve slope: If I spend a little more, how much faster is 
Disaster Recovery? If I spend a little less, how much slower is Disaster Recovery?

In other words, the cost of your Business Continuity solution is realized by balancing the equation of 
how quickly you need to recover your organization’s data against how much it will cost the company in 
terms of lost revenue, due to the inability to continue business operations. The shorter the time period 
chosen to recover the data to continue business operations, the higher the costs. It should be obvious 
that the longer a company is down and unable to process transactions, the more expensive the outage 
will be for the company. If the outage lasts long enough, survival of the company is doubtful. Figure 2 
provides a reminder of some basic economic cost curves. Much like deciding on the price of widgets 
and the optimal quantity of widgets to produce, the optimal solution resides at the intersection point 
of the two cost curves (Guendert, Revisiting Business Continuity and Disaster Recovery Planning and 
Performance for 21st Century Regional Disasters: The Case For GDPS, 2007). 
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Figure 1. Cost of a Business Continuity solution compared to the cost of an outage.

The Seven Tiers of Disaster Recovery
Disaster Recovery planning as a discipline has existed in the mainframe arena for many years. In 1992, 
the Automatic Remote Site Recovery project at the SHARE user group, in conjunction with IBM, defined 
a set of Business Continuity (at the time they called them Disaster Recovery) tier levels. These tiers 
were defined to quantify, categorize, and describe all of the various methodologies that were in use 
for successful mainframe Business Continuity implementations. The original SHARE/IBM white paper 
defined six tiers of Disaster Recovery. The seventh tier was added when the technology improvements 
that resulted in GDPS came to market. This tier concept continues to be used in the industry, and it 
serves as a very useful standardized methodology for describing an organization’s Business Continuity 
capabilities. The seven tiers range from the least expensive to the most expensive. These tiers make 
it easy for an organization to define their current service level, target service level, risk, and target 
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environment (Kern & Peltz, 2010). Please note as you go through the seven tiers in detail that each tier 
builds upon the foundation of the previous tier. 

Tier 0: No Disaster Recovery plan and no offsite data: Tier 0 means that a company has no contingency 
plan, no backup hardware, no documentation, no saved information and—in the event of a disaster—no 
more business.

Tier 1: Data backup, with no hot site: Tier 1 allows a business to back up its data (typically with tape). 
The system, application data, and subsystem are dumped to tape and transported to a secure facility. 
Depending on how often backups are made, Tier 1 businesses are prepared to accept several days to 
weeks of data loss. Their backups will be secure off-site (assuming that the tapes made it safely to the 
site!). In the event of a disaster, all backup data, such as archived logs and image copies that are still 
onsite, will be lost. This data loss typically consists of 24 to 48 hours’ worth of data. Tier 1 is often 
referred to as the Pickup Truck Access Method (PTAM). Tier 1 businesses recover from a disaster by 
securing a DR site, installing equipment, transporting backup tapes from the secure site to the DR site. 
The next steps involve restoring the system, the application infrastructure and related data, and the 
subsystem, then restarting the systems and workload. This process typically takes several days. The 
cost factors involved include creating backup tapes, transporting the tapes, and storing the tapes.

Tier 2: Data backup/PTAM with a hot site: The Tier 2 plan is essentially the same as the Tier 1 plan, 
except that the organization has secured a DR facility in advance. This means that data recovery is 
somewhat faster and has a more consistent response time as compared to a Tier 1 recovery. You still 
have a data loss of 24 to 48 hours, but recovery now takes only 24 to 48 hours, as opposed to several 
days. The cost factors for a Tier 2 solution include ownership of a second IT facility or the cost of a DR 
facility subscription fee. These costs must be considered in addition to the previously mentioned Tier 1 
costs. 

Tier 3: Electronic vaulting: Tier 3 provides the same solutions as Tier 2, except that with a Tier 3 
solution, the organization dumps the backup data electronically to a remotely attached tape library 
subsystem. Depending on when the last backup was created, data loss with a Tier 3 solution consists 
of up to 24 hours’ worth of data or less. Also, electronically vaulted data is typically more current 
than data that is shipped via PTAM. Also, since Tier 3 solutions add higher levels of automation, there 
is less data recreation or loss. In addition to the Tier 2 cost factors, Tier 3 cost factors include the 
telecommunication lines required to transmit the backup data, as well as a dedicated Automated Tape 
Library (ATL) subsystem at the remote site.

Tier 4:  Active secondary site/electronic remote journaling/point in time copies: Tier 4 solutions are used 
by organizations that require both greater data currency and faster recovery than the four lower tiers (Tiers 
0 through 3). Rather than relying exclusively on tape, Tier 4 solutions incorporate disk-based solutions, 
such as point-in-time copy. This means that the data loss is worth only minutes to hours, and the recovery 
time is likely 24 hours or less. Database Management System (DBMS) and transaction manager updates 
are remotely journaled to the DR site. Cost factors (in addition to the Tier 3 costs) include a staffed, 
running system at the DR site to receive the updates and disk space to store the updates. Examples 
include peer-to-peer virtual tape, flash copy functionality, and IBM Metro/Global copy.

Tier 5: Two-site, two-phase commit/transaction integrity: Tier 5 offers the same protection as Tier 4, 
with the addition of applications that perform two-phase commit processing between two sites. Tier 5 
plans are used by organizations that require consistency of data between production and recovery data 
centers. Data loss is only seconds’ worth, and recovery time is under two hours. Cost factors inherent 
in Tier 5 solutions include modifying and maintaining the application to add the two-phase commit logic 
(in addition to the Tier 4 cost factors). An example of a Tier 5 solution is Oracle Data Guard.

Tier 6: Zero data loss/remote copy: Tier 6 solutions maintain the highest levels of data currency. 
The system, subsystem, and application infrastructure and application data is mirrored or copied 
from the production site to a DR site. Tier 6 solutions are used by businesses that have little to no 
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tolerance for data loss and that need to rapidly restore data to applications. To ensure this capability, 
Tier 6 solutions do not depend on the applications themselves to provide data consistency. Instead, 
Tier 6 solutions use real-time server and storage mirroring. There is small to zero data loss if using 
synchronous remote copy. There are seconds to minutes of data loss if using asynchronous remote 
copy. The recovery window is the time required to restart the environment using the secondary DASD, 
if the solution is truly data consistent. Cost factors in addition to the Tier 5 factors include the cost 
of telecommunications lines. Examples of Tier 6 solutions include Metro Mirror, Global Mirror, and the 
Symmetrix Remote Data Facility (SRDF).

Tier 7: Zero or little data loss (GDPS): GDPS moves beyond the original SHARE-defined DR tiers. GDPS 
provides total IT business recovery through the management of systems, processors, and storage 
across multiple sites. A Tier 7 solution includes all of the major components used in a Tier 6 solution, 
with the addition of integration of complete automation for storage, zSeries servers, software, networks, 
and applications. This automation enables Tier 7 solutions to have a data consistency level above 
and beyond Tier 6 levels. GDPS manages more than the physical resources. GDPS also manages 
the application environment and the consistency of the data. GDPS provides full data integrity across 
volumes, subsystems, OS platforms, and sites—while still providing the ability to perform a normal 
restart if a site switch occurs. This ensures that the duration of the recovery window is minimized. 
Since application recovery is also automated, restoration of systems and applications is also much 
faster and more reliable (Guendert, Revisiting Business Continuity and Disaster Recovery Planning and 
Performance for 21st Century Regional Disasters: The Case For GDPS, 2007).  

Table 5. Summary of the seven DR tiers.

Tier Description Data Loss (hours) Recovery Time (hours)

0 No DR plan All N/A

1 PTAM 24–48 >48

2 PTAM and hot site 24-–8 24–48

3 Electronic tape vaulting <24 <24

4 Active 2nd site minutes to hours <24/<2

5 2 site 2 phase commit seconds <2

6 Zero data loss/remote copy none/seconds <2

7 GDPS none/seconds 1–2

SAN DISTANCE EXTENSION SOLUTIONS AND METHODOLOGIES
The most common reason for extending storage networks over geographical distances is to safeguard 
critical business data and provide near-continuous access to applications and services in the event of a 
localized disaster. Designing a distance connectivity solution involves a number of considerations. From 
the business perspective, applications and their data need to be classified by how critical they are for 
business operation, how often data must be backed up, and how quickly it needs to be recovered in the 
event of failure (Brocade Communications Systems, 2008). 

Two important concepts in the design process are key terms from earlier in the chapter, RPO and RTO 
(Guendert, Storage Networking Business Continuity Solutions, 2013): 

• Recovery Point Objective (RPO): The period of time between backup points; RPO describes the 
acceptable age of the data that must be restored after a failure has occurred. For example, if a 
remote backup occurs every day at midnight, and a site failure occurs at 11 p.m., changes to data 
made within the previous 23 hours is not recoverable. 

• Recovery Time Objective (RTO): The time to recover from the disaster; RTO determines the acceptable 
length of time that a break in continuity can occur with minimal or no impact to business services. 
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Options for replication generally fall into one of several categories. A Business Continuity solution with 
strict RTO and RPO may require high-speed synchronous or near-synchronous replication between sites, 
as well as application clustering for immediate service recovery. A medium-level Disaster Recovery 
solution may require high-speed replication that could be synchronous or asynchronous with an RTO 
from several minutes to a few hours. Backup of non-critical application data that does not require 
immediate access after a failure can be accomplished via tape vaulting. Recovery from tape has the 
greatest RTO. You can use other technologies, such as Continuous Data Protection (CDP), to find the 
appropriate RPO and RTO.

From a technology perspective, there are several choices for optical transport network and configuration 
options for a Fibre Channel Storage Area Network (FC SAN) when it is extended over distance. 
Applications with strict RTO and RPO require high-speed synchronous or near-synchronous replication 
between sites with application clustering over distance for immediate service recovery. Less critical 
applications may only require high-speed replication that could be asynchronous, in order to meet RPO 
and RTO metrics. Lower priority applications, which do not require immediate recovery after a failure, 
can be restored from backup tapes located in remote vaults.

As more applications are driving business value, and the associated data becomes key to maintaining 
a competitive advantage, cost-effective protection of the applications and data from site disasters 
and extended outages becomes the norm. Modern storage arrays provide synchronous as well as 
asynchronous array-to-array replication over extended distances.

When the array provides block-level storage for applications, Fibre Channel is the primary network 
technology used to connect the storage arrays to servers, both physical and virtual. For this reason, 
cost-effective Disaster Recovery designs leverage Fibre Channel to transport replicated data between 
arrays in different data centers over distances spanning a few to more than 100 kilometers. Therefore, 
SAN distance extension using Fibre Channel is an important part of a comprehensive, cost-effective, 
and effective Disaster Recovery design.

It is important to understand Fibre Channel protocol and optical transport technology and how they 
interact. In a discussion of long-distance configuration, it is also useful to note the formal structure of 
the FC protocol and the specific standards that define the operation of the protocol, as follows: 

FC-0  Fibre Channel Physical Media 

FC-1  Fibre Channel Encode and Decode 

FC-2  Fibre Channel Framing and Flow Control 

FC-3  Fibre Channel Common Services

FC-4  Fibre Channel Upper Level Protocol Mapping

Fiber Optics

Fiber Cabling 
There are two basic types of optical fiber: Multimode Fiber (MMF) and Single-Mode Fiber (SMF). 
Multimode fiber has a larger core diameter of 50 micrometers (μm) or 62.5 μm. The latter was common 
for Fiber Distributed Data Interface (FDDI) and carries numerous modes of light through the waveguide. 
MMF is generally less expensive than SMF, but its characteristics make it unsuitable for distances 
greater than several hundred meters. Because of this, MMF is generally used for short distance spans 
and is common for interconnecting SAN equipment within the data center. 

SMF has a smaller core diameter of 9 μm and carries only a single mode of light through the 
waveguide. It is better at retaining the fidelity of each light pulse over long distances and results in 
lower attenuation. SMF is always used for long-distance extension over optical networks and is often 
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used even within the data center for FICON installations. Table 4 describes various types of optical fiber 
and operating distances at different speeds (Brocade Communications Systems, 2008).

Table 6. Optical Fiber-Supported Distances as Described in FC-PI

Fiber Type 50 µm OM3 MMF 50µm OM2 MMF

Data Rate (MB/Sec) 100 200 400 800 100 200 400 800

Operating Distance (m) 0.5–860 0.5–500 0.5–380 0.5–150 0.5–500 0.5–300 0.5–150 0.5–50

Fiber Type 62.5 µm OM1 MMF 9 µm SMF

Data Rate (MB/sec) 100 200 400 800 100 200 400 800

Operating Distance (m) 0.5–300 0.5–150 0.5–70 0.5–21 2.0+ 2.0+ 2.0+ 2.0+

 
There are several types of Single-Mode Fiber, each with different characteristics that should be taken 
into consideration when a SAN extension solution is deployed. Non-Dispersion Shifted Fiber (NDSF) 
is the oldest type of fiber. It was optimized for wavelengths operating at 1310 nanometers (nm), but 
performed poorly in the 1550 nm range, limiting maximum transmission rate and distance. To address 
this problem, Dispersion Shifted Fiber (DSF) was introduced. DSF was optimized for 1550 nm, but it 
introduced additional problems when deployed in Dense Wavelength Division Multiplexing (DWDM) 
environments. The most recent type of SMF, Non-Zero Dispersion Shifted Fiber (NZ-DSF), addresses the 
problems associated with the previous types and is the fiber of choice in new deployments.

As light travels through fiber, the intensity of the signal degrades, called attenuation. The three main 
transmission windows in which loss is minimal are in the 850, 1310, and 1550 nm ranges. Table 5 
lists common fiber types and the average optical loss incurred by distance.

Table 7. Average Attenuation Caused by Distance

Fiber Optical Loss (dB/km)

Size Type 850 nm 1310 nm 1550 nm

9/125 µm SM – 0.35 0.2

50/125 µm MM 3.0 – –

62.5/125 µm MM 3.0 – –

 
Fiber Loss and Link Budgets 
A key part of designing SANs over long-distance optical networks involves analyzing fiber loss and power 
budgets. The decibel (dB) unit of measurement is used to describe loss mechanisms in the optical 
path of a fiber link. Decibel loss is usually determined by comparing the launch power of a device to the 
receive power. Launch and receive power are expressed as decibel milliwatt (dBm) units, which is the 
measure of signal power in relation to 1 milliwatt (mW). 

The link power budget identifies how much attenuation can occur across a fiber span while sufficient 
output power for the receiver is maintained. A power budget is determined by finding the difference 
between “worst-case” launch power and receiver sensitivity. Transceiver and other optical equipment 
vendors typically provide these specifications for their equipment. A loss value of 0.5 dB can be used to 
approximate the attenuation caused by a connector/patch panel. An additional 2 dB is subtracted as a 
safety margin. 

Power Budget = (Worst Case Launch Power) – (Worst Case Receiver Sensitivity) + (Connector Attenuation) 
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Signal loss is the total sum of all losses due to attenuation across the fiber span. This value should 
be within the power budget, in order to maintain a valid connection between devices. To calculate the 
maximum signal loss across an existing fiber segment, use the following equation (where km means 
kilometers) (Guendert, Storage Networking Business Continuity Solutions, 2013): 

Signal Loss = (Fiber Attenuation/km * Distance in km) + (Connector Attenuation) + (Safety Margin) 

Table 5 provides average optical loss characteristics of various fiber types that can be used in this 
equation, although loss may vary depending on fiber type and quality. It is always better to measure the 
actual optical loss of the fiber with an optical power meter. 

Some receivers may have a maximum receiver sensitivity. If the optical signal is greater than the 
maximum receiver sensitivity, the receiver may become oversaturated and be unable to decode the 
signal, causing link errors or even total failure of the connection. Fiber attenuators can be used to 
resolve the problem. This is often necessary when connecting FC switches to DWDM equipment using 
single-mode FC transceivers (Brocade Communications Systems, 2008).

FC Transceivers for Extended Distances 
Optical Small Form-Factor Pluggable (SFP) transceivers are available in short and long wavelength types. 
Short wavelength transceivers transmit at 850 nm and are used with 50 or 62.5 μm multimode fiber 
cabling. For fiber spans greater than several hundred meters without regeneration, use long wavelength 
transceivers with 9 μm single-mode fiber. Long wavelength SFP transceivers typically operate in the 
1310 or 1550 nm range. 

Optical transceivers often provide monitoring capabilities that can be viewed through FC switch 
management tools, allowing some level of diagnostics of the actual optical transceiver itself.

Distance Connectivity Options
FC SANs can be extended over long-distance optical networks in different ways. Any of the following 
technologies can provide a viable long-distance connectivity solution, but choosing the appropriate 
one depends on a number of variables—including technological, cost, or scalability needs (Brocade 
Communications Systems, 2008).

Note that terms are often misused or used in a very generic way. And products can be configured and 
used in any of the different ways discussed in the following sections. Be sure that there is no confusion 
or uncertainty about the type of equipment being used. If connectivity is being provided by a service 
provider, in addition to equipment deployed at your site, it is important to understand all devices in the 
network.

Native FC over Dark Fiber 
The term “dark fiber” typically refers to fiber optic cabling that has been laid but that remains unlit or 
unused. The simplest method, but not necessarily most cost-effective or scalable method, for extending 
SANs over distance is to connect FC switches directly to the dark fiber using long wavelength SFP 
transceivers. You can use an optional Brocade Extended Fabrics license to provide additional buffer 
credits to long-distance E_Ports in order to maintain FC performance across the network.

The end user generally incurs expensive construction, service, and maintenance costs when adding a 
bulk of fiber cables intended to satisfy current E_Port connectivity requirements, while allowing future 
growth potential and redundancy against accidental fiber breaks. Existing fibers that were used for 
Ethernet implementations cannot be shared and require separate dedicated channels per protocol. The 
challenges involved with this process might involve a range of costs from mandatory expenditures to 
extraneous costs associated with fiber cable maintenance. 

In addition to costs, there are physical hardware limitations to achieving connectivity between (at 
least) two geographically separated sites. Fibre Channel optics that are installed on the Fibre Channel 
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switch are at the mercy of the limited optical output transmission power. Even with repeater technology, 
distortion of the optical wavelength transmitted by the optics can occur over several hops.

Wave Division Multiplexing 
Dense Wavelength Division Multiplexing (DWDM) is optimized for high-speed, high-capacity networks 
and long distances. DWDM is a process in which different channels of data are carried at different 
wavelengths over one pair of fiber-optic links. This contrasts with a conventional fiber-optic system in 
which just one channel is carried over a single wavelength traveling through a single fiber. 

Using DWDM, several separate wavelengths (or channels) of data can be multiplexed into a multicolored 
light stream transmitted on a single optical fiber. Each channel is allocated its own specific wavelength 
(lambda) band assignment. Each wavelength band is generally separated by 10 nm spacings. This 
technique to transmit several independent data streams over a single fiber link is an approach to 
opening up the conventional optical fiber bandwidth by breaking it up into many channels, each at a 
different optical wavelength. Each wavelength can carry a signal at any bit rate less than an upper limit 
that is defined by the electronics, typically up to several gigabits per second (Gbps).

DWDM is suitable for large enterprises and service providers who lease wavelengths to customers. 
Most equipment vendors can support 32, 64, or more channels over a fiber pair, each running at 
speeds up to 10 Gbps or more. Different data formats being transmitted at different data rates can be 
transmitted together. Specifically, IP data, ESCON, Fibre Channel, FICON, SONET data, and even ATM 
data can all be traveling at the same time within the optical fiber. DWDM systems are independent 
of protocol or format, and no performance impacts are introduced by the system itself. The costs 
associated with DWDM are higher, due to greater channel consolidation, flexibility, utilization of higher 
quality hardware precision-cooling components (to prevent low-frequency signal drift), as well as the 
capabilities of regenerating, reamplifying, and reshaping (3R) wavelengths assigned to channels to 
ensure optical connectivity over vast distances (Guendert, Storage Networking Business Continuity 
Solutions, 2013).

Fiber distances between nodes can generally extend up to 100 km or farther. DWDM equipment can 
be configured to provide a path protection scheme in case of link failure or in ring topologies that also 
provide protection. Switching from the active path to the protected path typically occurs in less than  
50 milliseconds (ms). Figure 2 illustrates the concept of DWDM technology. 
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Figure 2. DWDM technology.

Coarse Wavelength Division Multiplexing (CWDM), like DWDM, uses similar processes of multiplexing 
and demultiplexing different channels by assigning different wavelengths to each channel. CWDM 
is intended to consolidate environments containing a low number of channels at a reduced cost. 
CWDM contains 20 nm of separation between each assigned channel wavelength. CWDM technology 
also generally uses cost-effective hardware components that require a reduced amount of precision 
cooling components, usually dominant in DWDM solutions due to the wider separations. With CWDM 
technology the number of channel wavelengths that are packed onto a single fiber is greatly reduced.

CWDM is generally designed for shorter distances (typically 50 to 80 km) and thus does not require 
specialized amplifiers and high-precision lasers (which means a lower cost). Most CWDM devices 
support up to 8 or 16 channels. CWDM generally operates at a lower bit rate than higher-end DWDM 
systems—typically up to 4 Gbps. 
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CWDM implementations, like DWDM, utilize an optical-to-electrical-to-optical technology, where all 
the channels are multiplexed into a single CWDM device performing the optical-to-electrical-to-optical 
conversion. A CWDM connectivity solution can use optics generating a higher wavelength with increased 
output optical distance. Each channel is designated its own specific wavelength by the specific hot-
pluggable CWDM Gigabit Interface Converter (GBIC)/SFP optic installed on the Fibre Channel switches. 
With clean fibers, minimal patch panel connections, and ample optical power, CWDM optics alone 
can provide connectivity distances of up to 100 km per channel. To complete this solution, a passive 
Multiplexer/Demultiplexer (MUX/DEMUX) is required to consolidate multiple channel wavelengths into a 
single duplex 9-micron dark fiber.

There are two basic types of Wavelength Division Multiplexing (WDM) solutions; both are available 
for CWDM and DWDM implementations, depending on customer requirements (Guendert, Storage 
Networking Business Continuity Solutions, 2013): 

• Transponder-based solutions: These allow connectivity to switches with standard 850 or 1310 nm 
optical SFP transceivers. A transponder is used to convert these signals using Optical-to-Electrical-to-
Optical (O-E-O) conversion to WDM frequencies for transport across a single fiber. By converting each 
input to a different frequency, multiple signals can be carried over the same fiber. 

• SFP-based solutions: These eliminate the need for transponders by requiring switch equipment to 
utilize special WDM transceivers (also known as “colored optics”), reducing the overall cost. Coarse 
or Dense WDM SFPs are similar to any standard transceiver used in Fibre Channel switches, except 
that they transmit on a particular frequency within a WDM band. Each wavelength is then placed onto 
a single fiber through the use of a passive multiplexer. 

Traditionally, SFP-based solutions were used as low-cost solutions and thus were mostly CWDM based. 
Due to compliance requirements, some customers are using these solutions to minimize the number 
of active—or powered—components in the infrastructure. Along with the need for increased bandwidth, 
and the use of such solutions to support Ethernet as well as FC connectivity, some customers are now 
using DWDM SFP-based implementations. These implementations require DWDM colored optics rather 
than CWDM colored optics, to allow sufficient connections through a single fiber.

Time Division Multiplexing
Time Division Multiplexing (TDM) takes multiple client-side data channels, such as FC, and maps them 
onto a single higher-bit-rate channel for transmission on a single wavelength. You can use TDM in 
conjunction with a WDM solution to provide additional scalability and bandwidth utilization. Because TDM 
sometimes relies on certain FC primitive channel instructions to maintain synchronization, it may require 
special configuration on SAN switches. Most TDM devices require a special “Idle” code primitive as a fill 
word. Specific configuration modes are used on SAN switches to support the use of Idle as fill words.

Additionally, note that TDM-based systems can result in a level of jitter or variable latency. As such, it is 
not possible to make broad statements about the ability to use frame-based trunking. In general, best 
practice is to avoid frame-based trunking on a TDM-based configuration. The need to use Idle primitives 
may impact the availability of other vendor-specific features. The specific details often depend on switch 
firmware levels and on which configuration mode is used for compatibility.

FC-SONET/SDH 
Synchronous Optical Network (SONET) is a standard for optical telecommunications transport, 
developed by the Exchange Carriers Standards Association for ANSI. SONET defines a technology for 
carrying different capacity signals through a synchronous optical network. The standard defines a byte-
interleaved multiplexed transport occupying the physical layer of the OSI model. 

SONET and Synchronous Digital Hierarchy (SDH) are standards for transmission of digital information 
over optical networks and are often the underlying transport protocols that carry enterprise voice, 
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video, data, and storage traffic across Metropolitan Area Networks and Wide Area Networks (MANs 
and WANs). SONET/SDH is particularly well suited to carrying enterprise mission-critical storage traffic, 
because it is connection-oriented, and latency is deterministic and consistent. FC-SONET/SDH is the 
protocol that provides the means for transporting FC frames over SONET/SDH networks. FC frames 
are commonly mapped onto a SONET or SDH payload using an International Telecommunications 
Union (ITU) standard called Generic Framing Procedure (GFP) (Guendert, Storage Networking Business 
Continuity Solutions, 2013). 

SONET is useful in a SAN for consolidating multiple low-frequency channels (such as ESCON and 
1, 2 Gb Fibre Channel) into a single higher-speed connection. This can reduce DWDM wavelength 
requirements in an existing SAN infrastructure. It can also allow a distance solution to be provided from 
any SONET service carrier, saving the expense of running private optical cable over long distances.

The basic SONET building block is an STS-1 (Synchronous Transport Signal) composed of the transport 
overhead plus a Synchronous Payload Envelope (SPE), totaling 810 bytes. The 27-byte transport 
overhead is used for operations, administration, maintenance, and provisioning. The remaining bytes 
make up the SPE, of which an additional nine bytes are path overhead.

An STS-1 operates at 51.84 megabits per second (Mbps), so multiple STS-1s are required to provide 
the necessary bandwidth for ESCON, Fibre Channel, and Ethernet, as shown in Table 6. Multiply the rate 
by 95 percent to obtain the usable bandwidth in an STS-1 (reduction is due to overhead bytes). One 
OC-48 can carry approximately 2.5 channels of 1 Gbps traffic, as shown in Table 6 (Guendert, Storage 
Networking Business Continuity Solutions, 2013). To achieve higher data rates for client connections, 
multiple STS-1s are byte-interleaved to create an STS-N. SONET defines this as byte-interleaving three 
STS-1s into an STS-3 and subsequently interleaving STS-3s. By definition, each STS is still visible and 
available for ADD/DROP multiplexing in SONET, although most SAN requirements can be met with less 
complex point-to-point connections. The addition of DWDM can even further consolidate multiple SONET 
connections (OC-48), while also providing distance extension.

Table 8. SONET/SDH Carriers and Rates

STS Optical Carrier Optical carrier rate (Mb/s)

STS-1 OC-1 51.840

STS-3 OC-3 155.520

STS-12 OC-12 622.080

STS-48 OC-48 2488.320

STS-192 OC-192 9943.280

 
Like TDM, FC-SONET devices typically require a special switch configuration to ensure the use of Idle 
primitives rather than Arbitrate (ARB) primitives for compatibility. 

Note again that using FC-SONET/SDH-based systems can result in a level of jitter, or variable latency. 
As a result, it is not possible to make broad statements about the ability to use frame-based trunking. 
In general, it is best practice to avoid frame-based trunking on an FC-SONET/SDH-based configuration.

TCP/IP, Gigabit Ethernet, and 10 GbE
Gigabit Ethernet (GbE) is a terminology describing a family of technologies involved in the transmission 
of Ethernet packets at the rate of 1024 megabits per second (Mbps or 1 Gbps), or multiples thereof, 
such as 10 GbE and 100 GbE. Gigabit Ethernet is defined by the IEEE publication 802.3z, which was 
standardized in June, 1998. This is a physical layer standard that follows elements of the ANSI Fibre 
Channel’s physical layer. This standard is one of many additions to the original Ethernet standard 
(802.3—Ethernet Frame) published in 1985 by the IEEE organization. GbE/10 GbE is mainly used in 
distance extension products as the transport layer for protocol such as TCP/IP. However, in some cases 



BROCADE MAINFRAME CONNECTIVITY SOLUTIONS 204

PART 4 CHAPTER 1: BC/DR/CA BASICS AND DISTANCE EXTENSION METHODOLOGIES

the product is based on a vendor-unique protocol. Distance products using GbE/10 GbE may offer 
features such as compression, write acceleration, and buffer credit spoofing.

The Transmission Control Protocol (TCP) is a connection-oriented transport protocol that guarantees 
reliable in-order delivery of a stream of bytes between the endpoints of a connection. TCP achieves this 
by assigning a unique sequence number to each byte of data, maintaining timers and acknowledging 
received data through the use of acknowledgements (ACKs) and retransmission of data if necessary. 
Once a connection is established between the endpoints, data can be transferred. The data stream that 
passes across the connection is considered to be a single sequence of eight-bit bytes, each of which is 
given a sequence number.

Extended Distance Flow Control Considerations
Fibre Channel uses the buffer credit mechanism for hardware-based flow control. This means that a 
port has the ability to pace the frame flow into its processing buffers. This mechanism eliminates the 
need to switch hardware to discard frames due to high congestion. The standard provides a frame-
acknowledgement mechanism in which an R_RDY (Receiver Ready) primitive is sent from the receiving 
port to the transmitting port for every available buffer on the receiving side. The transmitting port 
maintains a count of free receiver buffers, and it continues to send frames if the count is greater 
than zero. Determining a sufficient amount of buffer credits is crucial when provisioning Fibre Channel 
environments prior to utilization. Miscalculating the amount of credits may lead to less than desired 
performance (such as buffer credit starvation or back pressure). Credit starvation occurs when the 
amount of available credits reaches a zero state, preventing all forms of Fibre Channel I/O transmission 
from occurring. Once this condition is reached, a timeout value is triggered, causing the link to reset.

Brocade Extended Fabrics is a licensed feature that extends SANs across longer distances for 
Disaster Recovery and Business Continuance operations by enabling a modified buffering scheme in 
order to support long-distance Fibre Channel extensions, such as MAN/WAN optical transport devices 
(Brocade Communications Systems, 2008). The Brocade Extended Fabrics feature is discussed in 
detail in Part 4 Chapter 2.

Some FC distance extension equipment (WDM, FC-SONET, FC-IP, and so on) can participate in FC buffer-
to-buffer flow control to increase the distance so that it is greater than what is possible with Extended 
Fabrics. Such devices typically participate in E_Port link initialization or snoop the receive-buffer field in 
the Exchange Link Parameters (ELP) payload. Since these devices are not aware of Brocade VC_RDY 
(Virtual Circuit Ready) flow control, R_RDY flow control must be enabled on Brocade B-Series switches. 
These devices return R_RDY credit to the switch in order to maintain performance over hundreds or 
even thousands of kilometers. Flow control and error correction between distance extension nodes are 
performed independently of the switch and are usually dependent on long-haul network protocols.
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INTRODUCTION
Over the last decade, extension networks for storage have become commonplace and continue to grow in 
size and importance. Growth is not limited to new deployments but also involves the expansion of existing 
deployments. Requirements for data protection never ease, as the economies of many countries depend 
on successful and continued business operations and thus have passed laws mandating data protection. 
Modern-day dependence on Remote Data Replication (RDR) means there is little tolerance for lapses that 
leave data vulnerable to loss (Brocade Communications Systems, 2012). In mainframe environments, 
reliable and resilient networks—to the point of no frame loss and in-order frame delivery—is necessary 
for error-free operation, high performance, and operational ease. This improves availability, reduces risk, 
reduces operating expenses and—most of all—reduces risk of data loss. 

The previous chapter was an introduction to Business Continuity, Disaster Recovery, and Continuous 
Availability (BC/DR/CA). The previous chapter also introduced the various network topologies and 
protocols used for the networks associated with BC/DR/CA. This chapter focuses in depth on one 
of those protocols, Fibre Channel over Internet Protocol (FCIP), and how it is used in a mainframe 
environment to provide long-distance extension networks between data centers. Because of the higher 
costs of long-distance dark fiber connectivity compared with other communications services, use of the 
more common and more affordable IP network services is an attractive option for Fibre Channel (FC) 
extension between geographically separated data centers. FCIP is a technology for interconnecting Fibre 
Channel-based storage networks over distance using IP.  
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Figure 1. FCIP is for passing FCP and FICON I/O traffic across long-distance IP links.

This chapter begins with a discussion of some FCIP basics. This discussion includes some terminology 
and definitions, as well as an overview of the standards associated with FCIP. It then discusses 
the details of how FCIP works, with an emphasis on mainframe and Fiber Connectivity (FICON) 
environments. This more detailed discussion includes frame encapsulation, batching, the FCIP data 
engines, and the role of Transmission Control Protocol (TCP) in FCIP. The third section of this chapter 
focuses on the unique technology feature of Brocade FCIP Trunking. The final section of this chapter 
introduces the Brocade Advanced Accelerator for FICON and discusses the details of how that 
emulation technology works. 

This chapter serves as a valuable introduction to the detailed discussion on remote Direct Access 
Storage Device (DASD) replication, remote tape and virtual tape replication, and geographically 
dispersed automated solutions, which are discussed in the next three chapters. Throughout this 
chapter, references to Fibre Channel can be assumed to apply to both FICON and FCP data traffic 
unless stated otherwise.
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FCIP BASICS
IP storage initiatives have evolved on a foundation of previously established standards for Ethernet 
and IP. For example, Ethernet is standardized in the Institute of Electrical and Electronics Engineers 
(IEEE) 802.3 standard, Gigabit Ethernet (GbE) is standardized in IEEE 802.3z, and 10 Gigabit Ethernet 
is standardized in IEEE 802.3a. IP-related standards are established by the Internet Engineering Task 
Force (IETF) through a diverse set of Requests for Comment (RFCs) that cover a wide range of protocol 
management issues. Transmission Control Protocol (TCP) was standardized in 1981 as RFC 793, User 
Datagram Protocol (UDP) was standardized in 1980 as RFC 768, and FCIP was standardized in 2004 as 
RFC 3821 (Guendert, 2013). 

Ethernet and IP are just the basic components for deploying for IP storage networks. IP storage 
technology must also accommodate previously established standards for Small Computer Systems 
Interface (SCSI), which is the purview of the International Committee for Information Technology 
Standards (INCITS) T10 Committee. FCIP storage solutions must also follow the previously established 
standards for FCP (INCITS T10) and Fibre Channel Transport (INCITS T11). 

These standards all provide guideposts for technology development, with the ideal goal of product 
interoperability. Guideposts are not intended to be moved; in other words, new technology 
developments should not require changes to existing standards.

RFC 3821
The RFC 3821 specification is a 75-page document that describes mechanisms that allow the 
interconnection of islands of Fibre Channel Storage Area Networks (SANs) to form a unified SAN in 
a single fabric via connectivity between islands over IP. The chief motivation behind defining these 
interconnection mechanisms is a desire to connect physically remote FC sites, allowing remote disk 
and DASD access, tape backup, and live/real-time mirroring of storage between remote sites. The 
Fibre Channel standards have chosen nominal distances between switch elements that are less than 
the distances available in an IP network. Since Fibre Channel and IP networking technologies are 
compatible, it is logical to turn to IP networking for extending the allowable distances between Fibre 
Channel switch elements. 

The fundamental assumption made in RFC 3821, which must be remembered, is that the Fibre Channel 
traffic is carried over the IP network in such a manner that the Fibre Channel fabric and all of the Fibre 
Channel devices in the fabric are unaware of the presence of the IP network. This means that the FC 
datagrams must be delivered in time to comply with the existing Fibre Channel specifications. The Fibre 
Channel traffic may span Local Area Networks (LANs), Metropolitan Area Networks (MANs), and Wide 
Area Networks (WANs), as long as this fundamental assumption is adhered to. 

Before discussing FCIP from the perspective of Brocade technologies, it is helpful to understand the 
formal terminology used by RFC 3821, as well as understand the summary of the FCIP protocol as 
described by RFC 3821. 

RFC 3821 Terminology
Terms used to describe FCIP concepts are defined in this section (IETF, 2004).

1. FC End Node: An FC device that uses the connection services provided by the FC fabric.

2. FC Entity: The Fibre Channel-specific functional component that combines with an FCIP Entity to 
form an interface between an FC Fabric and an IP Network.

3. dFC Fabric: An entity that interconnects various Nx_Ports attached to it, and that is capable of 
routing FC Frames using only the destination ID information in an FC Frame header. 
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4. FC Fabric Entity: A Fibre Channel-specific element containing one or more Interconnect_Ports and 
one or more FC/FCIP Entity pairs. 

5. FC Frame: The basic unit of Fibre Channel data transfer.

6. FC Frame Receiver Portal: The access point through which an FC Frame and time stamp enter an 
FCIP Data Engine from the FC Entity.

7. FC Frame Transmitter Portal: The access point through which a reconstituted FC Frame and time 
stamp leave an FCIP Data Engine to the FC Entity.

8. FC/FCIP Entity pair: The combination of one FC Entity and one FCIP Entity.

9. FCIP Data Engine (FCIP_DE): The component of an FCIP Entity that handles FC Frame encapsulation, 
de-encapsulation, and transmission of FCIP Frames through a single TCP connection.

10. FCIP Entity: An FCIP Entity functions to encapsulate Fibre Channel frames and forward them over 
an IP network. FCIP entities are peers that communicate using TCP/IP. FCIP entities encompass the 
FCIP_LEP(s) and an FCIP Control and Services module.

11. FCIP Frame: An FC Frame plus the FC Frame Encapsulation header, encoded Start of Frame (SOF) 
and encoded End of Frame (EOF) that contains the FC Frame.

12. FCIP Link: One or more TCP connections that connect one FCIP_LEP to another.

13. FCIP Link Endpoint (FCIP_LEP): The component of an FCIP Entity that handles a single FCIP Link and 
contains one or more FCIP_DEs.

14. Encapsulated Frame Receiver Portal: The TCP access point through which an FCIP Frame is received 
from the IP Network by an FCIP Data Engine.

15. Encapsulated Frame Transmitter Portal: The TCP access point through which an FCIP Frame is 
transmitted to the IP Network by an FCIP Data Engine.

16. FCIP Special Frame (FSF): A specially formatted FC Frame containing information used by the  
FCIP protocol.

RFC 3821 FCIP Protocol Summary
RFC 3821 summarizes the FCIP protocol as the following 14-point process (IETF, 2004).

1. The primary function of an FCIP Entity is forwarding FC Frames, employing FC Frame Encapsulation. 

2. Viewed from the IP Network perspective, FCIP Entities are peers, and they communicate using  
TCP/IP. Each FCIP Entity contains one or more TCP endpoints in the IP-based network.

3. Viewed from the FC Fabric perspective, pairs of FCIP Entities, in combination with their associated 
FC Entities, forward FC Frames between FC Fabric elements. The FC End Nodes are unaware of the 
existence of the FCIP Link.

4. FC Primitive Signals, Primitive Sequences, and Class 1 FC Frames are not transmitted across an 
FCIP Link, because they cannot be encoded using FC Frame Encapsulation. 
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5. The path (route) taken by an encapsulated FC Frame follows the normal routing procedures of the 
IP Network. 

6. An FCIP Entity may contain multiple FCIP Link Endpoints, but each FCIP Link Endpoint (FCIP_LEP) 
communicates with exactly one other FCIP_LEP.

7. When multiple FCIP_LEPs with multiple FCIP_DEs are in use, the selection of which FCIP_DE to use 
for encapsulating and transmitting a given FC Frame is covered in FC-BB-2. FCIP Entities do not 
actively participate in FC Frame routing.

8. The FCIP Control and Services module may use TCP/IP Quality of Service (QoS) features. 

9. It is necessary to statically or dynamically configure each FCIP Entity with the IP addresses and TCP 
port numbers corresponding to the FCIP Entities with which it is expected to initiate communication. 
If dynamic discovery of participating FCIP Entities is supported, the function shall be performed 
using the Service Location Protocol (SLPv2). It is outside the scope of this specification to describe 
any static configuration method for participating FCIP Entity discovery.

10. Before creating a TCP connection to a peer FCIP Entity, the FCIP Entity attempting to create the TCP 
connection shall statically or dynamically determine the IP address, TCP port, expected FC Fabric 
Entity World Wide Name (WWN), TCP connection parameters, and QoS Information. 

11. FCIP Entities do not actively participate in the discovery of FC source and destination identifiers. 
Discovery of FC addresses (accessible via the FCIP Entity) is provided by techniques and protocols 
within the FC architecture, as described in FC-FS andFC-SW-2.

12. To support IP Network security, FCIP Entities must:

a. Implement cryptographically protected authentication and cryptographic data 
integrity keyed to the authentication process, and

b. Implement data confidentiality security features.

13. On an individual TCP connection, this specification relies on TCP/IP to deliver a byte stream in the 
same order that it was sent.

14. This specification assumes the presence of and requires the use of TCP and FC data loss and 
corruption mechanisms. The error detection and recovery features described in this specification 
complement and support these existing mechanisms.

FCIP Link Endpoint (FCIP_LEP)
An FCIP_LEP is a transparent data translation point between an FC Entity and an IP Network. A pair of 
FCIP_LEPs communicating over one or more TCP connections create an FCIP Link to join two islands of 
an FC Fabric, producing a single FC Fabric. The IP Network over which the two FCIP_LEPs communicate 
is not aware of the FC payloads that it is carrying. Likewise, the FC End Nodes connected to the FC 
Fabric are unaware of the TCP/IP-based transport employed in the structure of the FC Fabric. An FCIP_
LEP uses normal TCP-based flow control mechanisms for managing its internal resources and matching 
them with the advertised TCP Receiver Window Size.
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Figure 2. FCIP link endpoint model.

FCIP Data Engine (FCIP_DE)
Data enters and leaves the FCIP_DE through four portals (p1: p4). The portals do not process or 
examine the data that passes through them. They are only the named access points where the FCIP_DE 
interfaces with the external world. The names of the portals are as follows (IETF, 2004):

• p1) FC Frame Receiver Portal: The interface through which an FC Frame and time stamp enters an 
FCIP_DE from the FC Entity.

• p2) Encapsulated Frame Transmitter Portal: The TCP interface through which an FCIP Frame is 
transmitted to the IP Network by an FCIP_DE.

• p3) Encapsulated Frame Receiver Portal: The TCP interface through which an FCIP Frame is received 
from the IP Network by an FCIP_DE. 

• p4) FC Frame Transmitter Portal: The interface through which a reconstituted FC Frame and time 
stamp exit an FCIP_DE to the FC Entity.

The work of the FCIP_DE is done by the Encapsulation and De-Encapsulation Engines. The Engines have 
two functions (IETF, 2004):

1. Encapsulating and de-encapsulating FC Frames

2. Detecting some data transmission errors and performing minimal error correction. 

Data flows through a pair of IP Network connected FCIP_DEs in the following seven steps:

1. An FC Frame and time stamp arrive at the FC Frame Receiver Portal and are passed to the 
Encapsulation Engine. The FC Frame is assumed to have been processed by the FC Entity 
according to the applicable FC rules and is not validated by the FCIP_DE. If the FC Entity is in the 
unsynchronized state with respect to a time base, as described in the FC Frame Encapsulation 
specification, the time stamp delivered with the FC Frame shall be zero.
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2. In the Encapsulation Engine, the encapsulation format described in FC Frame Encapsulation 
shall be applied to prepare the FC Frame and associated time stamp for transmission over the IP 
Network.

3. The entire encapsulated FC Frame (in other words, the FCIP Frame) shall be passed to the 
Encapsulated Frame Transmitter Portal, where it shall be inserted in the TCP byte stream.

4. Transmission of the FCIP Frame over the IP Network follows all the TCP rules of operation. This 
includes, but is not limited to, the in-order delivery of bytes in the stream, as specified by TCP.

5. The FCIP Frame arrives at the partner FCIP Entity, where it enters the FCIP_DE through the 
Encapsulated Frame Receiver Portal and is passed to the De-Encapsulation Engine for processing.

6. The De-Encapsulation Engine shall validate the incoming TCP byte stream and shall de-encapsulate 
the FC Frame and associated time stamp according to the encapsulation format described in FC 
Frame Encapsulation. 

7. In the absence of errors, the de-encapsulated FC Frame and time stamp shall be passed to the FC 
Frame Transmitter Portal for delivery to the FC Entity. 

Every FC Frame that arrives at the FC Frame Receiver Portal shall be transmitted on the IP Network as 
described in steps 1 through 4 above. In the absence of errors, data bytes arriving at the Encapsulated 
Frame Receiver Portal shall be de-encapsulated and forwarded to the FC Frame Transmitter Portal as 
described in steps 5 through 7.
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Figure 3. FCIP data engine model.

Checking FC Frame Transit Times in the IP Network
FC-BB-2 defines how the measurement of IP Network transit time is performed, based on the 
requirements stated in the FC Frame Encapsulation specification. The choice to place this 
implementation requirement on the FC Entity is based on a desire to include the transit time through 
the FCIP Entities when computing the IP Network transit time experienced by the FC Frames.

Each FC Frame that enters the FCIP_DE through the FC Frame Receiver Portal shall be accompanied by 
a time stamp value that the FCIP_DE shall place in the Time Stamp [integer] and Time Stamp [fraction] 
fields of the encapsulation header of the FCIP Frame that contains the FC Frame. If no synchronized time 
stamp value is available to accompany the entering FC Frame, a value of zero shall be used (IETF, 2004).
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Each FC Frame that exits the FCIP_DE through the FC Frame Transmitter Portal shall be accompanied 
by the time stamp value taken from the FCIP Frame that encapsulated the FC Frame. The FC Entity 
shall use suitable internal clocks and either Fibre Channel services or a Simple Network Time Protocol 
(SNTP) version 4 server to establish and maintain the required synchronized time value. The FC Entity 
shall verify that the FC Entity it is communicating with on an FCIP Link is using the same synchronized 
time source, either Fibre Channel services or SNTP server (IETF, 2004).

Note that since the FC Fabric is expected to have a single synchronized time value throughout, reliance 
on the Fibre Channel services means that only one synchronized time value is needed for all FCIP_DEs 
regardless of their connection characteristics.

RFC 3821 Conclusion
You now should have a good background on some of the basic standards terminology used with FCIP, 
as well as a good summary of the FCIP protocol itself and its functionality. This is a good foundation for 
the more detailed discussions and Brocade FCIP specifics that follow in the remainder of this chapter. 

FCIP AND BROCADE: FUNDAMENTAL CONCEPTS
FCIP is a technology for interconnecting Fibre Channel-based storage networks over extended distances 
via IP networks. FCIP enables an end user to use their existing IP WAN infrastructure to connect Fibre 
Channel SANs. FCIP is a means of encapsulating Fibre Channel frames within TCP/IP and sending 
these IP packets over an IP-based network specifically for linking Fibre Channel SANs over these 
WANs. FCIP implements tunneling techniques to carry the Fibre Channel traffic over the IP network. The 
tunneling is transparent which means that it is invisible to the Upper Level Protocols (ULPs)—such as 
FICON and FCP—that might be in use. The result is that both FICON and FCP I/O traffic can be sent via 
these FCIP tunnels over an IP-based network. 

FCIP supports applications such as remote data replication (RDR), centralized SAN backup, and 
data migration over very long distances that are impractical or very costly using native Fibre Channel 
connections. FCIP tunnels, built on a physical connection between two extension switches or blades, 
allow Fibre Channel I/O to pass through the IP WAN.

The TCP connections ensure in-order delivery of FC frames and lossless transmission. The Fibre 
Channel fabric and all Fibre Channel targets and initiators are unaware of the presence of the IP WAN. 
Figure 4 shows the relationship of FC and TCP/IP layers, and the general concept of FCIP tunneling 
(Guendert, 2013). 
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Figure 4. FCIP tunnel concept and TCP/IP layers.
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IP addresses and TCP connections are used only at the FCIP tunneling devices at each endpoint of 
the IP WAN “cloud.” Each IP network connection on either side of the WAN cloud is identified by an IP 
address and a TCP/IP connection between the two FCIP devices. An FCIP data engine encapsulates the 
entire Fibre Channel frame in TCP/IP and sends it across the IP network (WAN). At the receiving end, 
the IP and TCP headers are removed, and a native Fibre Channel frame is delivered to the destination 
Fibre Channel node. The existence of the FCIP devices and IP WAN cloud is transparent to the Fibre 
Channel switches, and the Fibre Channel content buried in the IP datagram is transparent to the 
IP network. TCP is required for transit across the IP tunnel to enforce in-order delivery of data and 
congestion control. The two FCIP devices in Figure 4 use the TCP connection to form a virtual Inter-
Switch Link (ISL), called a VE_Port, between them. They can pass Fibre Channel Class F traffic as well 
as data over this virtual ISL (Guendert, 2013). 

Here is a simple real-world analogy. This FCIP process is similar to writing a letter in one language and 
putting it into an envelope to be sent through the postal system to some other destination in the world. 
At the receiving end, the envelope is opened, and the contents of the letter are read. Along the route, 
those handling the letter do not have to understand the contents of the envelope, but only where its 
intended destination is and where it came from. FCIP takes Fibre Channel frames regardless of what 
the frame is for (FICON, FCP, and so on) and places these into IP frames (envelopes) for transmission 
to the receiving destination. At the receiving destination, the envelopes are opened and the contents 
are placed back on the Fibre Channel network to continue their trip. In Figure 5, Fibre Channel frames 
carrying FICON, FCP, and other ULP traffic are simply sent from the SAN on the left to the SAN on the 
right. The frames are placed into IP wrapper packets and transmitted over the IP WAN, which could be 
using 10/100 Gb, 10 GbE, SONET/SDH, or even ATM as underlying interfaces/protocols. 
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Figure 5. Fibre Channel to Ethernet and back again. 

FCIP Terminology: Tunnels, FCIP Interfaces, Circuits, Metrics, VE_Ports, and Trunks

Tunnels
An FCIP tunnel carries Fibre Channel traffic (frames) over IP networks such that the Fibre Channel fabric 
and all Fibre Channel devices in the fabric are unaware of the IP network’s presence. Fibre Channel 
frames “tunnel” through IP networks by dividing frames, encapsulating the result in IP packets upon 
entering the tunnel and then reconstructing the packets as they leave the tunnel. FCIP tunnels are 
used to pass Fibre Channel I/O through an IP network. FCIP tunnels are built on a physical connection 
between two peer switches or blades. An FCIP tunnel forms a single logical tunnel from the circuits. 
A tunnel scales bandwidth with each added circuit, providing lossless recovery during path failures 
and ensuring in-order frame delivery. You configure an FCIP tunnel by specifying a VE_Port for a source 
and destination interface. When you configure the tunnel, you provide the IP address for the source 
destination IP interface.
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Once a TCP connection is established between FCIP entities, a tunnel is established. The two platforms 
(for instance, a Brocade® FX8-24 Extension Blade or Brocade 7800 Extension Switch) at the FCIP tunnel 
endpoints establish a standard Fibre Channel ISL through this tunnel. Each end of the FCIP tunnel 
appears to the IP network as a server, not as a switch. The FCIP tunnel itself appears to the switches to 
be just a cable. Each tunnel carries a single Fibre Channel ISL. Load balancing across multiple tunnels 
is accomplished via Fibre Channel mechanisms, just as you would do across multiple Fibre Channel 
ISLs in the absence of FCIP. Figures 6 and 7 show examples of FCIP tunnels.
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Figure 6. FCIP tunnel example 1. 
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Figure 7. FCIP tunnel example 2.

FCIP Interfaces
You must configure unique IP Interfaces (IPIF) on each switch or blade Gigabit Ethernet port used for 
FCIP traffic. An IPIF consists of an IP address, a netmask, and an MTU size. If the destination FCIP 
interface is not on the same subnet as the GbE port IP address, you must configure an IP route to that 
destination. You can define up to 32 routes for each GbE port. A port can contain multiple IP interfaces.

Circuits and Metrics
FCIP circuits are the building blocks for FCIP tunnels and FCIP Trunking. Circuits provide the links for 
traffic flow between source and destination FCIP interfaces that are located on either end of the tunnel. 
For each tunnel, you can configure a single circuit or a trunk consisting of multiple circuits. Each circuit is 
a connection between a pair of IP addresses that are associated with source and destination endpoints 
of an FCIP tunnel. In other words, the circuit is an FCIP connection between two unique IP addresses. An 
Ethernet interface can have one or more FCIP circuits, each requiring a unique IP address. On the Brocade 
7800 and Brocade FX8-24, up to six FCIP circuits can be configured per GbE port. On the Brocade FX8-
24, up to 10 FCIP circuits can be configured per 10 GbE port. Circuits in a tunnel can use the same or 
different Ethernet interfaces. Each circuit automatically creates multiple TCP connections that can be 
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used with QoS prioritization (Guendert, 2013). Figure 8 illustrates FCIP circuits. 
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Figure 8. FCIP circuits.

A circuit has a “cost metric.” Lower-metric circuits are preferred over higher-metric circuits. When there 
are circuits with different metrics, all traffic goes through the circuits with the lowest metric, and no traffic 
goes through circuits with higher metric. If all circuits with the lowest metric fail, circuits with higher metric 
are used. If all circuits have the same metric, traffic flows on all circuits. The remote end of a tunnel 
reorders frames to maintain in-order delivery. Load leveling is automatically done across circuits with the 
lowest metric. Multiple circuits can be configured per GbE port by assigning them unique IPIFs. When you 
configure a circuit, you provide the IP addresses for its source and destination interfaces.

VE_Ports
Special types of ports—that is, Virtual Expansion ports, called VE_Ports —function somewhat like an 
Expansion Port (E_Port). The link between a VE_Port and a VE_Port is an ISL. FCIP tunnels emulate FC 
ports on the extension switch or blade at each end of the tunnel. Once the FCIP tunnels are configured, 
and the TCP connections are established for a complete FCIP circuit, a logical ISL is activated between 
the switches. Once the tunnel and ISL connection are established between the switches, these 
logical FC ports appear as “Virtual” E_Ports or VE_Ports. VE_Ports operate like FC E_Ports for all 
fabric services and Brocade FOS® (Brocade FOS) operations. Rather than using FC as the underlying 
transport, however, VE_Ports use TCP/IP over GbE or 10 GbE (Brocade Communications Systems, 
2013). An FCIP tunnel is assigned to a VE_Port on the switch or blade at each end of the tunnel. Since 
multiple VE_Ports can exist on an extension switch or blade, you can create multiple tunnels through 
the IP network. Fibre Channel frames enter FCIP through VE_Ports and are encapsulated and passed to 
TCP layer connections. An FCIP complex (FCIP Data Engine) on the switch or blade handles the FC frame 
encapsulation, de-encapsulation, and transmission to the TCP link.

Internal to the Brocade 7800 and Brocade FX8-24 there are Brocade Application Specific Integrated 
Circuits (ASICs) that Brocade calls the GoldenEye2 (GE2) for the Brocade 7800 and the Condor2 (C2) 
for the Brocade FX8-24. These ASICS understand only the Fibre Channel (FC) protocol. The VE_Ports are 
logical representations of actual FC ports on those ASICs. Consider the VE_Ports as the transition point 
from the FC world to the TCP/IP world inside these devices. In actuality, multiple FC ports “feed” a VE_Port. 
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Figure 9. Brocade FX8-24 Condor2 ASIC and VE_Port.

Trunks
An FCIP trunk is a tunnel consisting of multiple FCIP circuits. FCIP Trunking provides multiple source 
and destination addresses for routing traffic over a WAN, allowing load leveling, failover, failback, in-
order delivery, and bandwidth aggregation capabilities. FCIP Trunking allows the management of WAN 
bandwidth and provides redundant paths over the WAN that can protect against transmission loss due 
to WAN failure. Brocade FCIP Trunking is discussed in more detail later in the chapter.

General Tunnel and Circuit Requirements (Brocade Communications Systems, 2012):

• A circuit can have a maximum committed rate of 1 gigabit per second (Gbps) on 1 GbE ports or  
10 Gbps on 10 GbE ports.

• The minimum committed rate allowed on a circuit is 10 megabits per second (Mbps).

• In a scenario where an FCIP tunnel has multiple circuits of different metrics, circuits with higher 
metrics are treated as standby circuits and are used only when all lower metric circuits fail. 

• A circuit defines source and destination IP addresses on either end of an FCIP tunnel.

• If the circuit source and destination IP addresses are not on the same subnet, an IP static route 
(iproute), which designates the gateway IP addresses, must be defined on both sides of the tunnel.

• As a best practice, all tunnel and circuit settings should be identical on both sides of the tunnel. This 
includes committed bandwidth, Internet Protocol security (IPsec), compression, Adaptive Rate Limiting 
(ARL) minimum and maximum, FCIP FastWrite, Open Systems Tape Pipelining (OSTP), FICON tunnel, 
and keepalive timeout values.

• When load leveling across multiple circuits, the difference between the ARL minimum data rate set on 
the slowest circuit in the FCIP trunk and the fastest circuit should be no greater than a factor of four. 
For example, a 100 Mbps circuit and a 400 Mbps circuit work, but a 10 Mbps and a 400 Mbps circuit 
do not work. This ensures that the entire bandwidth of the FCIP trunk can be utilized. If you configure 
circuits with the committed rates that differ by more than a factor of four, the entire bandwidth of the 
FCIP trunk cannot be fully utilized.

Frame Encapsulation and FCIP Batching
Before a frame is transmitted via FCIP, the transmitting FCIP port encapsulates the FC frame within the 
four protocols in the stack: FCIP, TCP, IP, and Ethernet. The receiving FCIP port strips the Ethernet, IP, 
TCP, and FCIP headers, reassembles the FC frame if it was split among more than one segment, and 
forwards the frame into the FC SAN fabric. 
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Deploying FCIP in this method typically provides poor performance. Brocade technology encapsulates 
FC frames within IP packets. However, Brocade encapsulates many FICON or FC frames per IP frame. 
This method, which is exclusive to Brocade, is known as FCIP batching. The Brocade 7800 and Brocade 
FX8-24 use batching to improve overall efficiency, maintain full utilization of links, and reduce protocol 
overhead. Simply stated, a batch of FC frames is formed, after which the batch is processed as a single 
unit. Batching forms FCIP frames at one frame per batch. A batch is comprised of up to 14 FC frames 
for open systems, or four FC frames for FICON. These frames have already been compressed using 
the exclusive Brocade FCcomp technology. Compression adds 2 to 4 microseconds (µs) additional 
latency. All the frames have to be from the same exchange’s data sequence (Brocade Communications 
Systems, 2012). SCSI commands, transfer readies, and responses are not batched and are expedited 
by immediate transmission and/or protocol optimization. If the last frame of the sequence arrives, 
the end-of-sequence bit is set. The batch is then known to be complete and is processed and sent 
immediately. Figures 10 and 11 illustrate the concepts of FCIP batching. 
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Figure 11. FICON and Open Systems FCIP batch examples.

Adaptive Rate Limiting
Adaptive Rate Limiting (ARL) is performed on FCIP circuits to change the rate in which the FCIP tunnel 
transmits data through the IP network. ARL uses information from the TCP connections to determine 
and adjust the rate limit for the FCIP circuit dynamically. This allows FCIP connections to utilize the 
maximum available bandwidth while providing a minimum bandwidth guarantee. ARL is configured on 
a per-circuit basis, because each circuit may have available different amounts of bandwidth (Brocade 
Communications Systems, 2012).
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ARL is supported only if Brocade FOS v7.0.0 and later is running on both ends of the FCIP tunnel. For 
Brocade FOS v7.0.0 and later, you can configure minimum and maximum rates for each circuit of a 
tunnel using the 10 GbE interface (XGE) ports on the Brocade FX8-24 blade.

ARL applies a minimum and maximum traffic rate and allows the traffic demand and WAN connection 
quality to dynamically determine the rate. If traffic is flowing error-free over the WAN, the rate grows 
towards the maximum rate. If TCP reports an increase in retransmissions, the rate reduces towards 
the minimum. ARL never attempts to exceed the maximum configured value and reserves at least the 
minimum configured value.

There are some important limitations to consider when configuring ARL (Brocade Communications 
Systems, 2013):

• As a best practice, Fibre Channel traffic through a VE_Port tunnel should not exceed the limits set by 
ARL. For example, if the WAN link is 500 Mbps, the aggregate of the ARL maximum rates connected 
to that WAN link can be no more than 500 Mbps. For ingress rates, there is no limit because the FC 
flow control mechanism (buffer credits) limits the incoming data.

• The aggregate of the minimum configured values cannot exceed the speed of the Ethernet interface, 
which is 1 Gbps for 1 GbE ports or 10 Gbps for 10 GbE ports.

• You should configure minimum rates of all the tunnels so that the combined rate does not exceed the 
20 Gbps limit for all VE_Ports.

• Consider the minimum and maximum ratio. The ratio between the minimum committed rate and the 
maximum committed rate for a single circuit cannot exceed five times the minimum. For example, if 
the minimum is set to 1 Gbps, the maximum for that circuit cannot exceed 5 Gbps. This is enforced 
in software.

• Consider the circuit-to-circuit ratio. The ratio between any two circuits on the same tunnel should 
not exceed four times the lower circuit. For example, if one circuit is configured to 1 Gbps, any 
other circuit in that same tunnel should not exceed 4 Gbps. This is not enforced in software but is 
strongly recommended.

FCIP on the Brocade 7800 Extension Switch
A Brocade 7800 switch can support eight VE_Ports. VE_Ports are numbered from 16 through 23. Each 
FCIP tunnel is identified with a VE_Port number. Up to eight FCIP tunnels can be created. VE_Ports do 
not have to be associated with a particular GbE port. 

Consider the following when using tunnels and VE_Ports (Brocade Communications Systems, 2013):

• On a Brocade 7800, the total full-duplex bandwidth limit is 6 Gbps for tunnel connections.

• As a best practice, Fibre Channel traffic through a VE_Port tunnel should not exceed limits set by ARL. 
For example, if the link is 500 Mbps, the aggregate of the ARL maximum rates connected to that WAN 
link can be no more than 500 Mbps. For ingress rates, there is no limit because the FC flow control 
(buffer credit) rate limits the incoming data.

• VE_Ports cannot connect to the same domain at the same time as Fibre Channel E_Ports.

Tunnel and Circuit Requirements for Brocade 7800 Extension Switches
The following list describes requirements and capacities for Brocade 7800 switches. Multiple circuits 
are configured in tunnels as trunks. Trunks provide multiple source and destination addresses for 
routing traffic over a WAN, providing load leveling and failover capabilities over an FCIP tunnel (Brocade 
Communications Systems, 2013):

• You can define up to eight IP addresses for a GbE port.
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• A limit of four FCIP circuits can be configured on a single GbE port. Each circuit requires a unique  
IP address.

• The Brocade 7800 switch contains up to six GbE ports. You can configure up to six circuits per tunnel 
(VE_Port), spread out over any of these ports.

• Total circuits per switch cannot exceed 24 (total of four circuits for all GbE ports).

• Each circuit requires a unique IP address.

• A single FCIP circuit cannot exceed 1 Gbps capacity.

• The maximum trunk capacity is 6 Gbps.

FCIP on the Brocade FX8-24 Blade
The Brocade FX8-24 blade supports two FCIP Data Processor (DP) complexes, called “FCIP 
complexes.”(Note: the Brocade 7800 has one FCIP complex). Each FCIP complex has a “home” or local 
10 GbE (XGE) interface and controls a specific range of GbE and VE_Ports. 
 

Figure 12. Brocade FX8-24 FCIP complexes.

The FCIP complex with home XGE port 0 (xge0) (Brocade Communications Systems, 2013):

• Controls VE_Ports 22-31

• Controls GbE ports ge0-ge9

• Has a maximum bandwidth of 10 Gbps

The FCIP complex with home XGE port 1 (xge1):

• Controls VE_Ports 12-21

• Has a maximum bandwidth of 10 Gbps

The Brocade FX8-24 blade allows a maximum of 20 Gbps full-duplex bandwidth for tunnel connections 
and can operate in one of three different modes:

• 1 Gbps mode: You can use all ten GbE ports (0 through 9). Both XGE ports are disabled.

• 10 Gbps mode: You can use the xge0 and xge1 ports.

• Dual mode: You can use GbE ports 0 through 9 and port xge0.
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The Brocade FX8-24 blade can be deployed in either a Brocade DCX® Backbone, Brocade DCX-4S 
Backbone, Brocade DCX 8510-8 Backbone, or Brocade DCX 8510-4 Backbone chassis. 
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Figure 13. Brocade FX8-24 Extension Blade.

A Brocade FX8-24 blade can support 20 VE_Ports, and therefore 20 FCIP tunnels. There are two 
VE_Port groups, numbered 12 through 21 and 22 through 31. When configuring an FCIP tunnel, you 
must associate it with a specific VE_Port. The Brocade FX8-24 blade also supports VEX_Ports to avoid 
the need to merge fabrics. VE_Ports do not have to be associated with a particular GbE port. VE_Port 
versus GbE port usage depends on the blade operating mode, as follows:

• 1 Gbps mode: VE_Ports 12 through 21 use GbE ports 0 through 9.

• 10 Gbps mode: VE_Ports 12 through 21 use xge1; VE_Ports 22 through 31 use xge0.

• Dual mode: VE_Ports 12 through 21 use GbE ports 0 through 9; VE_Ports 22 through 31 use xge0.

There are some additional considerations you should be aware of when using VE_Ports and tunnels on 
the Brocade FX8-24 blade:

• Total bandwidth cannot exceed 20 Gbps (full-duplex) for all VE_Ports.

• VE_Ports cannot simultaneously connect to the same domain as Fibre Chanel E_Ports.

• Fibre Channel traffic through a VE_Port tunnel should not exceed limits set by ARL. For example, if the 
WAN link is 500 Mbps, the aggregate of the ARL maximum rates connected to that WAN link can be 
no more than 500 Mbps. For ingress rates, there is no limit, because the FC buffer credit flow control 
mechanism limits the incoming data.

10 GbE Port Considerations on the Brocade FX8-24 Blade
Enhanced 10 GbE port operation is different than GbE port operation and requires special 
considerations when configuring circuits, tunnels, failover operations, and bandwidth.

Multigigabit circuits
For each 10 GbE port, you can configure multigigabit circuits. For example, a single 10 Gbps circuit or two 
5 Gbps circuits can be configured per port. A limit of 10 FCIP circuits can be configured on a single port. 
The blade at each end of the tunnel must be running Brocade FOS v7.0 and later, if the committed rate 
for circuits exceeds 1 Gbps. The maximum committed rate for a circuit between 10 GbE ports is 10 Gbps. 
There is no difference in latency or throughput performance for single-gigabit or multigigabit circuits.
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Crossports
When an FCIP complex is not using its local XGE interface (xge0 or xge1), but the alternate or remote 
interface, that interface is known as a “crossport.” The crossport for xge0 is xge1, and for xge1, the 
crossport is xge0. Typically, IP addresses (ipif) used by ge0-ge9 and xge1 are used for any FCIP circuits 
that use VE_Ports 12-21. The xge1 port is the local XGE interface for VE_Ports 12-21. Likewise, IP 
addresses configured for xge0 are used by circuits for VE_Ports 22-31. The xge0 port is the local XGE 
interface for VE_Ports 22-31).

A crossport is configured by assigning an IP address to the remote XGE port that can be used by 
the local XGE port. For example, assigning an IP address to xge0 as a crossport makes the address 
available on the remote xge0 for VE_Ports 12-21 on the local xge1. You can also assign IP routes 
(iproutes) used by the local port to the remote XGE port, as well as Virtual LAN (VLAN) tagging and 
circuits with metrics to allow fail over to the crossports. Crossports contain the addresses (ipif) and 
routes (iproutes) that belong to the remote interface. To use crossports, both XGE ports must be 
configured in 10 Gbps mode. Figure 14 illustrates the concept of crossports. 
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Figure 14. The crossport concept.

Brocade FX8-24 Bandwidth Allocation and Restrictions
There are specific bandwidth allocations and restrictions for the Brocade FX8-24 blade that are 
important to review when configuring tunnels and circuits.

Front-End and Back-End Bandwidth
The Brocade FX8-24 blade contains an internal port complex with 1 Gbps ports to support the blade’s 
VE_Port groups, FCIP complex, GbE ports, and XGE ports. Each FCIP complex has 10 Gbps (full-duplex) 
available bandwidth. Therefore, each VE_Port group (VE_Port 22-31 and VE_Port 22-31) has 10 Gbps 
of bandwidth available to the internal port complex back-end ports. When the tunnels using VE_Ports 
in a specific VE_Port group consume the group’s back-end bandwidth, additional circuits cannot be 
created for those tunnels. The port complex has 10 Gbps of front-end bandwidth available for each of 
the XGE ports. Tunnels (VE_Ports) cannot consume more than 10 Gbps bandwidth over an XGE port. 
The internal port complex has another 10 Gbps of bandwidth available for the crossport. Figure 15 
illustrates the internal FCIP complexes with VE_Port groups, the internal port complex, front-end and 
back-end port areas, and the crossport (xport) on a Brocade FCX8-24 blade



BROCADE MAINFRAME CONNECTIVITY SOLUTIONS 223

PART 4 CHAPTER 2: FIBRE CHANNEL OVER IP (FCIP)

�g
1

5
_P

4
C

H
2

VE_Ports 22–31

FCIP Complex 0

VE_Ports 12–21

FCIP Complex 1

Back End

Front End
xge0 xge1

Internal Port Complexxport

Figure 15. Internal port and FCIP complex on the Brocade FX8-24 blade.

Calculating Back-End Bandwidth

• Calculate the consumed bandwidth for an FCIP tunnel by adding the maximum committed rates 
(rounded up) for all metric 0 circuits, adding up the maximum committed rates (also rounded up)  
for all metric 1 circuits, then taking the greater of the two values. 

• Calculate the total consumed back-end port bandwidth for an FCIP complex by adding up the 
consumed bandwidth for each FCIP tunnel in the complex VE_Port group. The total cannot exceed  
10 Gbps. 

• Back-end bandwidths are always rounded up for each VE_Port group. For example, a circuit defined  
as 1.5 Gbps is actually going to consume 2 Gbps of back-end bandwidth.

Calculating Front-End Bandwidth

• Calculate the front-end port bandwidth usage on a per-tunnel and per-XGE port basis. To do this, total 
the consumed bandwidth for all metric 0 circuits for a tunnel using xge0 or xge1, then total consumed 
bandwidth for all metric 1 circuits for the tunnel. The greater number is the total front-end port usage 
for an xge0 or xge1 tunnel. 

• Each XGE port is allocated 10 Gbps of front-end bandwidth. The total consumed front-end port 
bandwidth cannot exceed 10 Gbps per XGE port.

Calculating Crossport Bandwidth
The FCIP complexes share only one crossport, so total available bandwidth is 10 Gbps for all VE_Ports 
on the blade, regardless of the FCIP complex to which the VE_Ports belong.

• Calculate the consumed crossport bandwidth on a per tunnel basis. Total the consumed bandwidth 
for all metric 0 circuits in the tunnel that use the crossport, then total the consumed bandwidth for 
all metric 1 circuits in the tunnel that use the crossport. The greater number is the total crossport 
consumed bandwidth for the tunnel. 

• Total the bandwidth for tunnels using a crossport to both FCIP complexes. The total for tunnels using 
VE_Ports 12-31 is the total crossport consumed bandwidth. This cannot exceed 10 Gbps.
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Adaptive Rate Limiting Limits on the Brocade FX8-24
Bandwidth allocations are subject to the minimum committed rate (-b) and maximum committed rate  
(-B) set for circuits and tunnels using the ARL feature. For ARL, you can configure a maximum rate of  
10 Gbps for all tunnels over a single 10 GbE port and 10 Gbps for any single circuit.

Brocade FX8-24 Bandwidth Allocation Example
The basis of all bandwidth calculations is determining how much bandwidth a given tunnel is 
consuming. The next step is determining where the tunnel is consuming that bandwidth. You must 
consider the 10 Gbps limits for back-end ports, front-end ports, and crossports. A tunnel is at least 
using back-end and front-end port bandwidth. If crossport circuits are configured, then it is also using 
crossport bandwidth.

As an example to clarify this, refer to Figure 15. Suppose that two 10 Gbps circuits are configured for 
a tunnel on VE_Port 12. Circuit 0 has a metric of 0 on xge1, and circuit 1 is a failover circuit with a 
metric of 1 on xge0. Note that configuring circuit 1 on xge0 is a crossport configuration. Although this 
configuration is allowed, you cannot create additional circuits for VE_Port group 12-21 or group 22-31 
for the following reasons:

• The VE_Port 12-21 port group, VE_Port 12 is consuming the maximum 10 Gbps of allocated back-end 
port bandwidth. 

• You cannot create a crossport such that VE_Ports 22-31 use xge1 since VE_Port 12 is consuming the 
maximum 10 Gbps of the allowable crossport bandwidth for its failover circuit. 

• If VE_Port 12 fails, all 10 Gbps traffic flows over the crossport and the xge0 front-end port. If 
additional circuits are already configured for the VE_Port 22-31 group, the front-end port bandwidth 
will exceed the 10 Gbps limit for xge0. 

Tunnel and Circuit Requirements for Brocade FX8-24 Extension Blades
The following list describes requirements and capacities for the Brocade FX8-24 Extension Blade. You 
can define up to eight IP addresses (0 through 8 minus the default IPv6 “link-local” address) for a GbE 
port. Note that multiple circuits are configured in tunnels as trunks. Trunks provide multiple source and 
destination addresses for routing traffic over a WAN, providing load leveling and failover capabilities over 
an FCIP tunnel. 

• You can define up to eight IP addresses for a GbE port.

• You can configure a limit of four FCIP circuits on a single GbE port. Each circuit requires a unique  
IP address.

• You can configure up to 10 circuits for an FCIP tunnel (VE_Port).

• The Brocade FX8-24 blade contains two 10 GbE ports. You can define up to 10 circuits per FCIP 
tunnel, spread across the 10 GbE ports.

• A circuit between GbE ports cannot exceed 1 Gbps capacity.

• The Brocade FX8-24 blade contains ten GbE ports. You can define up to 10 circuits per FCIP tunnel 
spread across the GbE ports.

• A limit of 10 FCIP circuits can be configured on a single 10 GbE port. Each circuit requires a unique  
IP address.

• You can define up to 10 IP addresses for a 10 GbE port and an additional 10 addresses on 
crossports when operating in 10 Gbps mode.

• A limit of 20 FCIP circuits can be configured per VE_Port group (12-21 or 22-31) when using a 10 GbE 
port. For the 20 circuits, 10 are configured on local ports and 10 on crossports.
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• For a Brocade FX8-24 blade with a VE_Port group on a 10 GbE port, the sum of the maximum 
committed rates of that group’s circuits cannot exceed 10 Gbps.

• For ARL, you can configure a maximum rate of 10 Gbps for all tunnels over a single 10 GbE port and 
10 Gbps for any single circuit.

FCIP ADVANCED TOPICS
This section of the chapter focuses on more advanced topics, such as role of TCP in FCIP, compression, 
IPv6, IPsec, and memory usage and control blocks in FCIP traffic flow.

The Role of TCP in FCIP Extension Networks
The Transmission Control Protocol (TCP) is a standard protocol, with STD number 7. TCP is described 
by IETF RFC 793. Unlike UDP, which is connectionless, TCP is a connection-oriented transport protocol 
that guarantees reliable in-order delivery of a stream of bytes between the endpoints of a connection. 
TCP connections ensure in-order delivery of FC frames, error recovery, and lossless transmission in FCIP 
extension networks.

TCP achieves this by assigning each byte of data a unique sequence number, maintaining timers, 
acknowledging received data through the use of Acknowledgements (ACKs), and retransmission of data 
if necessary. Once a connection is established between the endpoints, data can be transferred. The 
data stream that passes across the connection is considered a single sequence of eight-bit bytes, each 
of which is given a sequence number. TCP does not assume reliability from the lower-level protocols 
(such as IP), so TCP must guarantee this itself.

TCP can be characterized by the following facilities it provides for applications that use it (Guendert, 2013):

• Stream data transfer: From an application’s viewpoint, TCP transfers a contiguous stream of bytes 
through the network. The application does not have to bother with chopping the data into basic 
blocks or datagrams. TCP does this by grouping the bytes in TCP segments, which are passed to IP 
for transmission to the destination. TCP itself decides how to segment the data, and it can forward 
the data at its own convenience.

• Flow control: The receiving TCP, when sending an ACK back to the sender, also indicates to the sender 
the number of bytes it can receive beyond the last received TCP segment without causing overrun and 
overflow in its internal buffers. This is sent in the ACK in the form of the highest sequence number it 
can receive without problems. This is also known as the TCP window mechanism. 

• Reliability: TCP assigns a sequence number to each byte transmitted and expects a positive ACK 
from the receiving TCP. If the ACK is not received within a timeout interval, the data is retransmitted. 
Since the data is transmitted in blocks (TCP segments), only the sequence number of the first data 
byte in the segment is sent to the destination host. The receiving TCP uses the sequence numbers to 
rearrange the segments when they arrive out of order, and to eliminate duplicate segments.

• Logical connections: The reliability and flow control mechanisms described above require that TCP 
initializes and maintains certain status information for each data stream. The combination of this 
status—including sockets, sequence numbers, and window sizes—is called a logical connection 
in TCP. Each such connection is uniquely identified by the pair of sockets used by the sending and 
receiving processes. 

• Full-duplex: TCP provides for concurrent data streams in both directions.

• Multiplexing: This is achieved through the use of ports, just as with UDP.

It is helpful to review some of the terminology used with TCP to create an understanding of its basics 
and how it functions to provide in-order delivery and lossless transmission in an FCIP network.
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TCP Segment
TCP segments are units of transfer for TCP and are used to establish a connection, transfer data, 
send ACKs, advertise window size, and close a connection. Each segment is divided into three parts 
(IETF, 2004):

• A fixed header of 20 bytes

• An optional variable length header, padded out to a multiple of 4 bytes

• Data

Maximum Transmission Unit (MTU)
Each network interface has its own MTU, which defines the largest packet that it can transmit. The MTU of 
the media determines the maximum size of the packets that can be transmitted without IP fragmentation.

Maximum Segment Size (MSS)
The Maximum Segment Size (MSS) is the maximum amount of data, specified in bytes, that can be 
transmitted in a segment between the two TCP endpoints. The MSS is decided by the endpoints, as 
they need to agree on the maximum segment they can handle. Deciding on a good MSS is important 
in a general internetworking environment, because this decision greatly affects performance. It is 
difficult to choose a good MSS value, since a very small MSS means an underutilized network, whereas 
a very large MSS means large IP datagrams that may lead to IP fragmentation, greatly hampering the 
performance. An ideal MSS size would be when the IP datagrams are as large as possible without any 
fragmentation anywhere along the path from the source to the destination. When TCP sends a segment 
with the SYN bit set during connection establishment, it can send an optional MSS value up to the 
outgoing interface’s MTU, minus the size of the fixed TCP and IP headers. For example, if the MTU is 
1500 (Ethernet standard), the sender can advertise a MSS of 1460 (1500 minus 40) (IETF, 2004).

Acknowledgements (ACKs)
The TCP Acknowledgement scheme is cumulative, as it acknowledges all the data received up until 
the time the ACK was generated. As TCP segments are not of uniform size, and a TCP sender may 
retransmit more data than what was in a missing segment, ACKs do not acknowledge the received 
segment. Rather, they mark the position of the acknowledged data in the stream. The policy of cumulative 
Acknowledgement makes the generation of ACKs easy; any loss of ACKs do not force the sender to 
retransmit data. The disadvantage is that the sender does not receive any detailed information about the 
data received except the position in the stream of the last byte that has been received.

Delayed ACKs
Delayed ACKs allow a TCP receiver to refrain from sending an ACK for each incoming segment. However, 
a receiver should send an ACK for every second full-sized segment that arrives. Furthermore, the 
standard mandates that a receiver must not withhold an ACK for more than 500 milliseconds (ms). The 
receivers should not delay ACKs that acknowledge out-of-order segments.

Selective Acknowledgement (SACK)
TCP may experience poor performance when multiple packets are lost from one window of data. With 
the limited information available from cumulative ACKs, a TCP sender can learn about only a single 
lost packet per Round Trip Time (RTT). An aggressive sender could choose to retransmit packets 
early, but such retransmitted segments may have already been successfully received. The Selective 
Acknowledgement (SACK) mechanism, combined with a selective repeat retransmission policy, helps 
to overcome these limitations. The receiving TCP sends back SACK packets to the sender confirming 
receipt of data and specifies the holes in the data that has been received. The sender can then 
retransmit only the missing data segments. The selective acknowledgment extension uses two TCP 
options. The first is an enabling option, SACKpermitted, which may be sent in a SYN segment to 
indicate that the SACK option can be used once the connection is established. The other is the SACK 
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option itself, which may be sent over an established connection once permission has been given by 
SACKpermitted (Brocade Communications Systems, 2012).

Retransmission
A TCP sender starts a timer when it sends a segment and expects an Acknowledgement for the data 
it sent. If the sender does not receive an Acknowledgement for the data before the timer expires, it 
assumes that the data was lost or corrupted and retransmits the segment. Since the time required for 
the data to reach the receiver and the Acknowledgement to reach the sender is not constant (because 
of the varying network delays), an adaptive retransmission algorithm is used to monitor performance of 
each connection and conclude a reasonable value for timeout based on the RTT.

TCP Window
A TCP window is the amount of data that a sender can send without waiting for an ACK from the 
receiver. The TCP window is a flow control mechanism and ensures that no congestion occurs in the 
network. For example, if a pair of hosts are talking over a TCP connection that has a TCP window size of 
64 KB, the sender can send only 64 KB of data, and it must stop and wait for an ACK from the receiver 
that some or all of the data has been received (Jonnakuti, 2013). If the receiver acknowledges that all 
the data has been received, the sender is free to send another 64 KB. If the sender gets back an ACK 
from the receiver that it received the first 32 KB (which is likely if the second 32 KB was still in transit 
or it is lost), then the sender can send only another 32 KB, since it cannot have more than 64 KB of 
unacknowledged data outstanding (the second 32 KB of data plus the third).

The window size is determined by the receiver when the connection is established and is variable during 
the data transfer. Each ACK message includes the window size that the receiver is ready to deal with at 
that particular instant.

The primary reason for the window is congestion control. The whole network connection, which consists 
of the hosts at both ends, the routers in between, and the actual connections themselves, might have 
a bottleneck somewhere that can handle only so much data so fast. The TCP window throttles the 
transmission speed down to a level where congestion and data loss do not occur.

The factors affecting the window size are as follows:

Receiver’s Advertised Window
The time taken by the receiver to process the received data and send ACKs may be greater than the 
sender’s processing time, so it is necessary to control the transmission rate of the sender to prevent 
it from sending more data than the receiver can handle, thus causing packet loss. TCP introduces flow 
control by declaring a receive window in each segment header.

Sender’s Congestion Window
The congestion window controls the number of packets a TCP flow has in the network at any time. The 
congestion window is set using an Additive-Increase, Multiplicative-Decrease (AIMD) mechanism that 
probes for available bandwidth, dynamically adapting to changing network conditions.

Usable Window
This is the minimum of the receiver’s advertised window and the sender’s congestion window. It is the 
actual amount of data the sender is able to transmit. The TCP header uses a 16-bit field to report the 
receive window size to the sender. Therefore, the largest window that can be used is 2**16 = 65 K bytes.

Window Scaling
The ordinary TCP header allocates only 16 bits for window advertisement. This limits the maximum 
window that can be advertised to 64 KB, limiting the throughput. RFC 1323 provides the window 



BROCADE MAINFRAME CONNECTIVITY SOLUTIONS 228

PART 4 CHAPTER 2: FIBRE CHANNEL OVER IP (FCIP)

scaling option, to be able to advertise windows greater than 64 KB. Both the endpoints must agree 
to use window scaling during connection establishment.

The window scale extension expands the definition of the TCP window to 32 bits and then uses 
a scale factor to carry this 32-bit value in the 16-bit Window field of the TCP header (SEG.WND in 
RFC-793). The scale factor is carried in a new TCP option—Window Scale. This option is sent only in 
a SYN segment (a segment with the SYN bit on), hence the window scale is fixed in each direction 
when a connection is opened.

Network Congestion
A network link is said to be congested if contention for it causes queues to build up and packets 
start getting dropped. The TCP protocol detects these dropped packets and starts retransmitting 
them, but using aggressive retransmissions to compensate for packet loss tends to keep systems in 
a state of network congestion even after the initial load has been reduced to a level that would not 
normally induce network congestion. In this situation, demand for link bandwidth (and eventually queue 
space), outstrips what is available. When congestion occurs, all the flows that detect it must reduce 
their transmission rate. If they do not do so, the network remains in an unstable state, with queues 
continuing to build up.

TCP Error Recovery
In TCP, each source determines how much capacity is available in the network so it knows how many 
packets it can safely have in transit. Once a given source has this many packets in transit, it uses the 
arrival of an ACK as a signal that some of its packets have left the network, and it is therefore safe to 
insert new packets into the network without adding to the level of congestion. TCP uses congestion 
control algorithms to determine the network capacity. From the congestion control point of view, a TCP 
connection is in one of the following states (Brocade Communications Systems, 2012):

• Slow start: After a connection is established and after a loss is detected by a timeout or by 
duplicate ACKs.

• Fast recovery: After a loss is detected by fast retransmit. 

• Congestion avoidance: In all other cases, congestion avoidance and slow start work hand-in-hand. 
The congestion avoidance algorithm assumes that the chance of a packet being lost due to damage 
is very small. Therefore, the loss of a packet means there is congestion somewhere in the network 
between the source and destination. Occurrence of a timeout and the receipt of duplicate ACKs 
indicates packet loss.

When congestion is detected in the network, it is necessary to slow things down, so the slow start 
algorithm is invoked (Jonnakuti, 2013). Two parameters, the congestion window (cwnd) and a slow start 
threshold (ssthresh), are maintained for each connection. When a connection is established, both of 
these parameters are initialized. The cwnd is initialized to one MSS. The ssthresh is used to determine 
whether the slow start or congestion avoidance algorithm is to be used to control data transmission. 
The initial value of ssthresh may be arbitrarily high (usually ssthresh is initialized to 65535 bytes), but it 
may be reduced in response to congestion.

The slow start algorithm is used when cwnd is less than ssthresh, whereas the congestion avoidance 
algorithm is used when cwnd is greater than ssthresh. When cwnd and ssthresh are equal, the sender 
may use either slow start or congestion avoidance.

TCP never transmits more than the minimum of cwnd and the receiver’s advertised window. When a 
connection is established, or if congestion is detected in the network, TCP is in slow start and the 
congestion window is initialized to one MSS. Each time an ACK is received, the congestion window is 
increased by one MSS. The sender starts by transmitting one segment and waiting for its ACK. When 
that ACK is received, the congestion window is incremented from one to two, and two segments can 
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be sent. When each of those two segments is acknowledged, the congestion window is increased to 
four, and so on. The window size increases exponentially during slow start. When a time-out occurs or 
a duplicate ACK is received, ssthresh is reset to one half of the current window (that is, the minimum 
of cwnd and the receiver’s advertised window). If the congestion was detected by an occurrence of a 
timeout, the cwnd is set to one MSS.

When an ACK is received for data transmitted the cwnd is increased, but the way it is increased 
depends on whether TCP is performing slow start or congestion avoidance. If the cwnd is less than or 
equal to the ssthresh, TCP is in slow start. Slow start continues until TCP is halfway to where it was 
when congestion occurred, then congestion avoidance takes over. Congestion avoidance increments 
the cwnd by MSS squared divided by cwnd (in bytes) each time an ACK is received, increasing the 
cwnd linearly. This provides a close approximation to increasing cwnd by, at most, one MSS per RTT 
(Jonnakuti, 2013).

A TCP receiver generates ACKs on receipt of data segments. The ACK contains the highest contiguous 
sequence number the receiver expects to receive next. This informs the sender of the in-order data that 
was received by the receiver. When the receiver receives a segment with a sequence number greater 
than the sequence number it expected to receive, it detects the out-of-order segment and generates an 
immediate ACK with the last sequence number it has received in-order (that is, a duplicate ACK). This 
duplicate ACK is not delayed. Since the sender does not know if this duplicate ACK is a result of a lost 
packet or an out-of-order delivery, it waits for a small number of duplicate ACKs, assuming that if the 
packets are only reordered, there are only one or two duplicate ACKs before the reordered segment is 
received and processed and a new ACK is generated. If three or more duplicate ACKs are received in 
a row, it implies there has been a packet loss. At that point, the TCP sender retransmits this segment 
without waiting for the retransmission timer to expire. This is known as fast retransmit (IETF, 2004).

After fast retransmit has sent the supposedly missing segment, the congestion avoidance algorithm is 
invoked instead of the slow start; this is called fast recovery. Receipt of a duplicate ACK implies that 
not only is a packet lost, but there is data still flowing between the two ends of TCP, as the receiver 
generates only a duplicate ACK on receipt of another segment. Hence, fast recovery allows high 
throughput under moderate congestion.

WAN Considerations and Ports
Because FCIP uses TCP connections over an existing WAN, consult with the WAN carrier and IP network 
administrator to ensure that the network hardware and software equipment operating in the data path 
can properly support the TCP connections. Keep the following considerations in mind (Guendert, 2013):

• Routers and firewalls that are in the data path must be configured to pass FCIP traffic (TCP port 
3225) and IPsec traffic, if IPsec is used (UDP port 500).

• To enable recovery from a WAN failure or outage, be sure that diverse, redundant network paths are 
available across the WAN.

• Be sure the underlying WAN infrastructure is capable of supporting the redundancy and performance 
expected in your implementation.

Compression
The following compression options are available on Brocade FCIP devices. Compression is defined on 
the FCIP tunnel. Fibre Channel throughput for all compression modes depends on the compression 
ratio achievable for the data pattern. Brocade makes no promises, guarantees, or assumptions about 
compression ratio that any application may achieve.

• Standard: This is a hardware compression mode.

• Moderate: This is a combination of hardware and software compression that provides more 
compression than hardware compression alone. This option supports up to 8 Gbps of FC traffic.
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• Aggressive: This is software-only compression that provides a more aggressive algorithm than used 
for the standard and moderate options. This option supports up to 2.5 Gbps of FC traffic.

• Auto: This allows the system to set the best compression mode based on the tunnel’s configured 
bandwidth and the aggregate bandwidth of all tunnels in the extension switch or blade.

It is recommended to follow the following guidelines for assigning explicit compression levels for FCIP 
tunnels (Brocade Communications Systems, 2013):

Total Effective Tunnels FC Side Bandwidth Compression Level

Equal to or less than 512 Mbps Aggressive

More than 512 and less than or equal to 2 Gbps Moderate

More than 2 Gbps Standard

Support for IPv6 Addressing
The IPv6 implementation is a dual IP layer operation implementation, as described in RFC 4213. 
IPv6 addresses can exist with IPv4 addresses on the same interface, but the FCIP circuits must be 
configured as IPv6-to-IPv6 and IPv4-to-IPv4 connections. IPv6-to-IPv4 connections are not supported. 
Likewise, encapsulation of IPv4 in IPv6 and IPv6 in IPv4 is not supported.

This implementation of IPv6 uses unicast addresses for the interfaces with FCIP circuits. Unicast 
addresses must follow the RFC 4291 IPv6 standard. This IPv6 implementation uses the IANA-assigned 
IPv6 Global Unicast address space (2000::/3). The starting three bits must be 001 (binary) unless IPv6 
with embedded IPv4 addresses is used. The link-local unicast address is automatically configured on the 
interface, but using the link-local address space for FCIP circuit endpoints is not allowed. Site-local unicast 
addresses are not allowed as FCIP circuit endpoints (Brocade Communications Systems, 2013).

IPv6 with embedded IPv4 addresses
Only IPv4-compatible IPv6 addresses are supported. Only the low-order 32 bits of the address can be 
used as an IPv4 address (high-order 96 bits must be all zeros). This allows IPv6 addresses to be used 
on an IPv4 routing infrastructure that supports IPv6 tunneling over the network. Both endpoints of 
the circuit must be configured with IPv4-compatible IPv6 addresses. IPv4-to-IPv6 connections are not 
supported. IPv4-mapped IPv6 addresses are not supported, because they are intended for nodes that 
support IPv4 only when mapped to an IPv6 node.

Implementing IPsec over FCIP Tunnels
Internet Protocol security (IPsec) is a set of protocols developed by the IETF to support secure 
exchange of packets in the IP layer. IPsec uses cryptographic security to ensure private, secure 
communications over IP networks. IPsec supports network-level data integrity, data confidentiality, data 
origin authentication, and replay protection. It helps secure your SAN against network-based attacks 
from untrusted computer attacks that can result in denial-of-service of applications, services, or the 
network, as well as data corruption and data and user credential theft.

Limitations Using IPsec over FCIP Tunnels
The following limitations apply to using IPsec:

• Network Address Translation (NAT) is not supported.

• Authentication Header (AH) is not supported.

• IPsec-specific statistics are not supported.

• There is no Registration, Admission, and Status (RAS) message support for IPsec.

• IPsec can be configured only on IPv4-based tunnels.
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• Older versions of the Brocade FX8-24 blade do not support IPsec on group 22-31. For these blades, 
a RASLOG warning message displays that blade is not a correct version to support IPsec enabled 
tunnels on VE_Ports 22-31.

• To enable IPsec with Brocade FOS v7.0.0 and later, both ends of the tunnel must use v7.0.0 and later.

IPsec Specifics for the Brocade 7800 Switch and Brocade FX8-24 Blade
Advanced Encryption Standard, Galois/Counter Mode, Encapsulating Security Payload (AES-GCM-ESP) 
is used as a single, predefined mode of operation for protecting all TCP traffic over an FCIP tunnel. AES-
GCM-ESP is described in RFC 4106. The following are key features of AES-GCM-ESP:

• Encryption is provided by AES with 256-bit keys.

• A circuit in a non-secure tunnel can use the same GbE interface as a circuit in a secure tunnel.  
Each circuit can have a route configured on that GbE interface.

• There are no topology restrictions with IPsec enabled.

• Brocade IPsec is a hardware implementation that adds almost no latency to FCIP frame processing.

• Brocade IPsec does not preclude the use of compression or QoS.

• When Brocade IPsec is enabled, it does not degrade FCIP throughput.

• The Internet Key Exchange version 2 (IKEv2) protocol is used by peer switches and blades for 
mutual authentication.

• IKEv2 uses UDP port 500 to communicate between the peer switches or blades.

• All IKEv2 traffic is protected using AES-GCM-ESP encryption.

• Authentication requires the generation and configuration of 32-byte preshared secrets for each tunnel.

• An SHA-512 Hash Message Authentication Code (HMAC) is used to check data integrity and detect 
third-party tampering.

• Pseudo-Random Function (PRF) is used to strengthen security. The PRF algorithm generates output 
that appears to be random data, using the SHA-512 HMAC as the seed value.

• A 2048-bit Diffie-Hellman (DH) group is used for both IKEv2 and IPsec key generation.

• The Security Association (SA) lifetime limits the length of time a key is used. When the SA lifetime 
expires, a new key is generated, limiting the amount of time an attacker has to decipher a key. 
Depending on the length of time expired or the length of the data being transferred, parts of a 
message may be protected by different keys generated as the SA lifetime expires. For the Brocade 
7800 switch and Brocade FX8-24 blade, the SA lifetime is approximately eight hours or two billion 
frames of data. The lifetime is based upon datagrams that have been encrypted over the tunnel, 
regardless of the number of bytes or the time that the tunnel has been up. Once an IPsec SA has 
been used for 2B datagrams (FC frame batches), a new SA or rekey sequence is initiated.

• Encapsulating Security Payload (ESP) is used as the transport mode. ESP uses a hash algorithm to 
calculate and verify an authentication value, and it encrypts only the IP payload.

Memory Use Limitations and Control Blocks for Tunnel Configurations
The FCIP data processing layer on the Brocade switch and blade Data Processor (DP) has access to 
reserved memory used for control block structure allocations (Brocade Communications Systems, 
2013). The Brocade FX8-24 blade contains two DPs. One DP handles VE_Ports 22-31, while the other 
DP handles VE_Ports 12-31. Each DP on the Brocade FX8-24 blade has a Dynamic Random-Access 
Memory (DRAM) pool size of approximately 268 megabytes (MB), whereas the 7800 has a single 
DRAM pool of approximately 200 MB. FCIP tunnel processing creates more control blocks when any 
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type of emulation feature is enabled, such as FCP or FICON. In those cases, be sure to not include too 
many “devices” in the FCIP tunnel configuration. If too many devices are present or activated at one 
time, emulation operations can be negatively impacted. Note that a configuration that works without 
emulation—such as FastWrite, Open Systems Tape Pipelining (OSTP), or FICON emulation—may not 
work when emulation features are enabled.

Control Blocks Created During FCP Traffic Flow
For FCP traffic flows, such as is used frequently with synchronous DASD mirroring, FCIP tunnel 
processing creates control block structures based upon the Source ID/Destination ID (SID/DID) pairs 
used between initiators and devices. If either FastWrite or OSTP (read or write) is enabled, additional 
structures and control blocks are created for each Logical Unit Number (LUN) on a SID/DID pair basis. 
FCP protocol processing in an emulated tunnel configuration creates multiple control blocks for each 
LUN if there are multiple SID/DID pairs that can be used to access those LUNs. Each FCP identified 
SID/DID flow is recorded in a structure called an Initiator, Target, Nexus (ITN). Each specific LUN on a 
SID/DID flow has an Initiator, Target, LUN (ITL) control block created for the flow. FCIP FCP emulation 
processing also creates a structure for each outstanding FC exchange, called a Turbo-Write Block (TWB).

Control Blocks Created During FICON Traffic Flow
For FICON traffic flows, FCIP tunnel processing creates control block structures based upon the SID/
DID pairs, called a FICON Device Port, Path Block (FDPB). If any FICON emulation feature is enabled, 
additional control blocks are created for each SID/DID pair, Logical Partition (LPAR) number (FICON 
Channel Block, or FCHB, structure), and LCU Number (FCUB structure), as well as for each individual 
FICON device address on those LCUs (FDCB structure).

BROCADE FCIP TRUNKING
FCIP Trunking is a method for managing the use of WAN bandwidth and providing redundant paths over the 
WAN that can protect against transmission loss due to WAN failure. FCIP Trunking also provides granular 
load balancing on a Weighted Round Robin (WRR) basis per batch. Trunking is enabled by creating logical 
circuits within an FCIP tunnel so that the tunnel utilizes multiple circuits to carry traffic between multiple 
source and destination addresses. Much of the material in this section is taken from a Brocade 2012 
White Paper on FCIP Trunking.

FCIP Trunking Overview
FCIP Trunking is one of the advanced extension features of the Brocade extension platforms, providing 
the following benefits (Brocade Communications Systems, 2012):

• Single logical tunnel comprised of one or more individual circuits

• Efficient use of VE_Ports

• Aggregation of circuit bandwidth

• Failover

• Failover metrics

• Use of disparate characteristic WAN paths

• Lossless Link Loss (LLL)

• In-Order Delivery (IOD)

• Non-disruptive link loss

• Single termination point for protocol acceleration
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FCIP Trunking in essence provides a single logical tunnel comprised of multiple circuits. A single-
circuit FCIP tunnel is referred to as an FCIP tunnel. An FCIP tunnel with multiple circuits is referred to 
as an FCIP trunk, simply because multiple circuits are being trunked together. An FCIP tunnel or FCIP 
trunk is a single ISL and should be treated as such in SAN fabric designs. Circuits are individual FCIP 
connections within the trunk, each with its own unique source and destination IP address. On older 
Brocade extension platforms that had multiple FCIP connections, such as the Brocade 7500/FR4-18i, 
each connection was its own tunnel, which is no longer the case. Now, with the Brocade 7800/FX8-24, 
a group of circuits associated with a single VE_Port forms a single ISL (FCIP trunk).

Because an FCIP tunnel is an ISL, each end requires its own VE_Port. If each circuit is its own FCIP 
tunnel, a VE_Port is required for each circuit, but with FCIP Trunking each circuit is not its own FCIP 
tunnel, hence the term “circuit.” Since an FCIP trunk is logically a single tunnel, only a single VE_Port or 
VEX_Port is used, regardless of the fact that more than one circuit may be contained within the tunnel.

Figure 16 (Brocade Communications Systems, 2012) shows an example of two FCIP tunnels that 
are trunking four circuits in tunnel 1 and two circuits in tunnel 2. Each circuit has been assigned a 
unique IP address by way of virtual IP interfaces within the Brocade 7800/FX8-24. Those IP interfaces 
are, in turn, assigned to Ethernet interfaces. In this case, each IP interface has been assigned to a 
different Ethernet interface. This is not required, however. Ethernet interface assignment is flexible 
and, depending on the environment’s needs and assignments, it can be made as desired. For instance, 
multiple IP interfaces can be assigned to a single Ethernet interface. The circuit flows from IP interface 
to IP interface through the assigned Ethernet interfaces. 
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Figure 16. FCIP tunnels and their IP/Ethernet interfaces and circuits.

Recall the earlier discussion on VE_Ports. Since a single VE_Port represents the endpoint of a trunked 
FCIP ISL, this affords the Brocade 7800 and Brocade FX8-24 some benefits. First, fewer VE_Ports are 
needed, thus the remaining virtual ports are available for other FCIP tunnels to different locations. 
Typically, only one VE_Port is needed to any one remote location. Second, bandwidth aggregation 
is achieved by merely adding circuits to an FCIP trunk. Each circuit does not have to be configured 
identically to be added to an FCIP trunk; however, there are limitations to the maximum differences 
between circuits. For example, the maximum bandwidth delta has to fall within certain limits. Circuits 
can vary in terms of configured committed rate, specifically ARL floor and ceiling bandwidth levels. 
Circuits do not have to take the same or similar paths. 

Round Trip Time (RTT)
FCIP circuits do not have to take the same or similar paths. The RTT across the distance does not have 
to be the same. The difference between the longest and shortest RTT is not limitless, and it must fall 
within supported guidelines, but they accommodate most deployments. The resulting RTT for all circuits 
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in the trunk is that of the longest RTT circuit in the group. Bandwidth scheduling is weighted per each 
circuit, and clean links operate at their full available bandwidth. A common example is seen in Figure 17 
(Brocade Communications Systems, 2012). This example is FCIP deployed across a ring architecture, 
in which one span is a relatively short distance and the opposite span is longer. In this example, it is 
still practical to trunk two circuits, one across each span of the ring. Notice that 200 ms RTT of latency 
supports distances approaching 17,600 kilometers (11,000 miles). 
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Figure 17. RTT example.

Link Failover and the Keepalive Mechanism
Link failover is fully automated with FCIP Trunking and, by using metrics, active and passive circuits can 
coexist within the same trunk. Each circuit uses keepalives to reset the keepalive expiration timer. The 
time interval between keepalives is a configurable setting on the Brocade 7800 and Brocade FX8-24. 
If the keepalive expiration timer expires, the circuit is deemed to be down and is removed from the 
trunk. In addition, if the Ethernet interface assigned to one or more circuits loses light, those circuits 
immediately are considered down. When a circuit goes offline, the egress queue for that circuit is 
removed from the load-balancing algorithm, and traffic continues across the remaining circuits, though 
at the reduced bandwidth due to the removal of the offline link.

A keepalive timeout value is configured for each circuit in an FCIP trunk or the circuit in an FCIP tunnel. 
A tunnel has one circuit, and a trunk has more than one circuit. The trunking algorithm uses that value 
to determine how frequently keepalive frames need to be sent over the circuit. The algorithm ensures 
that multiple keepalive frames are sent within the timeout period. If the receiving side algorithm does not 
receive any keepalives within the timeout period, the circuit is brought down due to keepalive timeout.

Keepalives are treated like normal data in Storage-Optimized TCP (SO-TCP). They are not sent on any 
special path through the network stack; therefore, they are intermixed with normal FCIP data that is 
passing through a TCP connection. However, they bypass any data queued up in scheduler waiting to 
go to TCP and thus go directly to TCP to be sent. This means that the transmission of keepalives is 
guaranteed through the network by SO-TCP, so it cannot be lost unless a circuit is down. The keepalive 
process determines true delay in getting a packet through an IP network. This mechanism takes latency, 
reorder, retransmits, and any other network conditions into account.

If packets are taking longer than the allotted amount of time to get through the IP network and 
are exceeding the keepalive timeout value, the circuit is torn down, and that data is rerouted to 
the remaining circuits. Configuring the keepalive timeout value based on the timeout value of the 
application passing through the FCIP trunk is important and recommended. Having said this, the default 
values for open systems and FICON are most applicable in nearly all cases and should not be changed 
without the assistance of Brocade support. The keepalive timeout value should be less than the 
application level timeout when an FCIP trunk contains multiple circuits. This facilitates LLL without the 
application timing out, ensuring that data traversing the IP network does not time out at the application 
level. TCP is the preferred transport for the keepalive mechanism, because it allows tight control of the 
time that a segment is allowed on the WAN.
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Lossless Link Loss (LLL)
When a connection is lost, data is almost always lost as well. Any FCIP frames in the process of being 
transmitted at the time of the link outage are lost, due to partial transmission. This causes an Out-Of-
Order-Frame (OOOF) problem, because some frames have already arrived, then one or more are lost, 
and frames continue to arrive over the remaining link or links. Now the frames are not in sequence 
because of the missing frame or frames. This is problematic for some devices, particularly mainframes, 
which results in an Interface Control Check (IFCC). For example, in Figure 18 frames 1 and 2 are sent 
and received. Frame 3 is lost. Frame 4 is sent and received. The receiving side detects an OOOF, 
because it was expecting frame 3 but received frame 4. 
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Using proven Brocade technology that is often utilized with mainframes, an elegantly simple solution 
is to encapsulate all the TCP sessions, each associated with an individual circuit within the trunk. It is 
the function of the Supervisor TCP session to manage the data traffic that is crossing all of the circuits 
in a trunk. The Supervisor TCP session feeds each circuit’s TCP session through a load balancer and a 
sophisticated egress queuing/scheduling mechanism that compensates for different link bandwidths, 
latencies, and congestion events.

The Supervisor TCP is a purpose-designed Brocade proprietary technology and a special function 
algorithm. It operates at the presentation level (Level 6) of the Open Systems Interconnection (OSI) 
model and does not affect any LAN or WAN network device that may monitor or provide security at the 
TCP (Level 4) or lower levels, such as firewalls, ACL or sFlow (RFC 3176).

If a connection goes offline, and data continues to be sent over remaining connections, missing 
frames indicated by noncontiguous sequence numbers in the header trigger an acknowledgment by 
the Supervisor TCP session back to the Supervisor source to retransmit the missing segment, even 
though that segment was originally sent by a different link TCP session that is no longer operational. 
This means that segments that are held in memory for transmission by TCP have to be managed by the 
Supervisor in the event that the segment has to be retransmitted over a surviving link TCP session.

10 GbE Lossless Link Loss
Circuit failover is supported between 10 GbE circuits on Brocade FX8-24 blades when both 10 GbE 
ports are on the same Logical Switch and are operating in 10 Gbps mode. You can configure higher-
metric circuits for failover from lower-metric circuits. You can also configure IP addresses for a failover 
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crossport. Crossports are addresses (and routes) that belong to the other 10 GbE port’s VE group. To 
review: The crossport for xge0 is xge1, and for xge1, the crossport is xge0.

Benefits and limitations of 10 GbE LLL failover include the following:

• It provides failover to protect against link or network failure and 10 GbE port disable.

• Data is not lost due to failover.

• Failover supports active-passive and active-active configurations.

• Dual mode is not supported for 10 GbE port failover. LLL is supported in 10 Gbps mode only.

• Failover does not protect against failure of an FCIP complex.

• Disabling a VE_Port does not trigger 10 GbE lossless failover. In this case, route failover occurs if 
there is another route available and may cause loss of frames.

Configuring failover for 10 GbE lossless link loss
There are two types of configuration supported:

• Active-active: Data is sent on both 10 GbE ports to initiate weighted balancing of the batches across 
the FCIP trunk’s circuits.

• Active-passive: Data fails over using LLL to a passive circuit (one with a higher metric), if all active 
lower metric circuit paths fail.

You must establish a metric for failover circuits. If no metric is provided, circuit data is sent through 
both ports and the load is balanced. Circuits have a default metric of 0. A metric of 1 is required for a 
standby (passive) circuit.

Finally, remember that all circuits and data must belong to a single VE_Port to benefit from LLL.

Failover in TI Zones
In Traffic Isolation (TI) zone configurations with failover enabled, non-TI zone traffic uses the dedicated 
path if no other E_Port or VE_Port paths exist through the fabric or if the non-dedicated paths are not 
the shortest paths. Note that a higher-bandwidth tunnel with multiple circuits becomes the shortest 
path compared to a tunnel with one circuit. A TI zone cannot subvert Fabric Shortest Path First (FSPF) 
presented protocol. Data never takes a higher cost path just because a TI zone has been configured to 
do so. It may be necessary to configure explicit link cost to produce Equal-Cost Multipath (ECMP) or to 
prevent FCIP trunk costs from changing in the event that a circuit goes offline.

Bandwidth Calculation During Failover
The bandwidth of higher-metric circuits is not calculated as available bandwidth on an FCIP tunnel until 
all lowest metric circuits have failed. Following is an example.

Assume the following configurations for circuits 0 through 3:

• Circuits 0 and 1 are created with a metric of 0. Circuit 0 is created with a maximum transmission rate 
of 1 Gbps, and circuit 1 is created with a maximum transmission rate of 500 Mbps. Together, circuits 
0 and 1 provide an available bandwidth of 1.5 Gbps.

• Circuits 2 and 3 are created with a metric of 1. Both are created with a maximum transmission rate 
of 1 Gbps, for a total of 2 Gbps. This bandwidth is held in reserve.

The following actions occur during circuit failures:
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• If either circuit 0 or circuit 1 fails, traffic flows over the remaining circuit while the failed circuit is 
being recovered. The available bandwidth is still considered to be 1.5 Gbps.

• If both circuit 0 and circuit 1 fail, there is a failover to circuits 2 and 3, and the available bandwidth is 
updated as 2 Gbps.

• If a low metric circuit becomes available again, the high metric circuits return to standby status, and 
the available bandwidth is updated again as each circuit comes online. For example, if circuit 0 is 
recovered, the available bandwidth is updated as 1 Gbps. If circuit 1 is also recovered, the available 
bandwidth is updated as 1.5 Gbps.

Circuit Metrics and State Machines
Circuits can be active or passive within an FCIP trunk and are configured with metrics. All circuits with 
the lowest metric value are active, for example, a value of 0. Circuits with a value of 1 are not active, 
and they only become active after all circuits with a value of 0 have gone offline. Refer to Figure 19. 
This permits configuration of circuits over paths that should not be used unless the normal production 
path has gone down, for example, a backup path. In a three-site triangular architecture, in which normal 
production traffic takes the primary path that is shortest in distance and latency with one hop, a metric 
of 0 is set. Sending traffic through the secondary path, which has two hops and typically is longer in 
distance and latency, is prevented unless the primary path is interrupted. This is done by setting a 
metric of 1 to those circuits. Nonetheless, the dormant circuits are still members of the FCIP trunk. 
FCIP Trunking is required to assign metrics to circuits. 
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Figure 19. FFCIP trunk circuits with metrics.

FCIP Trunking also provides a single point of termination for multiple circuits. This is important for protocol 
optimization techniques like FastWrite, Open Systems Tape Pipelining (OSTP), and FICON emulation. Prior 
to FCIP Trunking, it was not possible to perform protocol optimization over multiple IP connections. Each 
connection was an individual FCIP tunnel with its own VE_Port, because traffic may take different paths 
outbound versus inbound. With or without being attached to an edge fabric, Dynamic Path Selection (DPS) 
across Virtual E_Ports on the Brocade 7800 GE2 ASIC or Brocade FX8-24 C2 ASIC prevents a bidirectional 
deterministic path. Using protocol optimization, it is necessary to confine traffic to a specific path 
bidirectionally. This can be accomplished in one of four ways (Brocade Communications Systems, 2012): 

1. Use only a single physical path.

2. Configure Traffic Isolation Zones (TIZs).

3. Set the Brocade FOS Advanced Performance Tuning (APT) policy to port-based routing.

4. Use Virtual Fabrics (VFs) with Logical Switches (LSs). 
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All four of these methods preclude any type of load balancing and, in some cases, preclude failover 
as well.

The reason why optimized traffic must be bidirectionally isolated to a specific path is because protocol 
optimization uses a state machine to perform the optimization. Protocol optimization needs to know, 
in the correct order, what happened during a particular exchange. This is so that it can properly deal 
with the various sequences that make up the exchange until the exchange is finished, after which the 
state machine is discarded. These state machines are created and removed with every exchange that 
passes over the FCIP connection. The Brocade 7800/FX8-24 has the capacity for tens of thousands 
of simultaneous state machines or the equivalent number of flows. The ingress FC frames are verified 
to be from a data flow that can indeed be optimized. If a data flow cannot be optimized, it is merely 
passed across the FCIP trunk without optimization.

These state machines reside within each FCIP tunnel endpoint. A state machine cannot exist across 
more than one VE_Port, and there is no communication between different state machines. As shown in 
Figure 20, if an exchange starts out traversing FCIP tunnel 1 and returns over FCIP tunnel 2, with each 
trunk using a different VE_Port, the exchange passes through two different state machines, each one 
knowing nothing about the other. This situation causes FC protocol and optimization to break, producing 
error conditions. 
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Figure 20. Protocol optimization breaks with more than one tunnel.

An advantage to FCIP Trunking is that logically there is only a single tunnel and a single endpoint at 
the VE_Port on each side of the trunk, regardless of how many circuits exist within the trunk. The state 
machines exist at the endpoints of the Supervisor TCP and remain consistent even if an exchange uses 
circuit 1 outbound and circuit 2 inbound. Refer to Figure 21. FCIP Trunking permits protocol optimization 
to function across multiple links that are load balanced and can fail over with error-free operation and 
without any disruption to the optimization process. 
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It is important to keep in mind that if more than one VE_Port is used between two data centers, the 
Brocade 7800 and Brocade FX8-24 can route traffic indeterminately to either of the virtual ports, which 
breaks protocol optimization. In this case, one of the isolation techniques described above is required 
to prevent failure by confining traffic flows to the same trunk or tunnel. There is one FCIP tunnel or trunk 
per VE_Port.

A key advantage of Brocade FCIP Trunking is that it offers a superior technology implementation for load 
balancing, failover, in-order delivery, and protocol optimization. FastWrite disk I/O protocol optimization, 
OSTP, and FICON Acceleration are all supported on Brocade extension platforms. Brocade protocol 
optimization requires no additional hardware or hardware licenses. The same processing complexes 
that perform FCIP also perform protocol optimization for a higher level of integration, greater efficiency, 
better utilization of resources, lower costs, and reduced number of assets.

Brocade Exchange-Based Routing (EBR) is provided across FCIP complexes on the same blade or 
across blades within the same chassis. A combination of Brocade FCIP Trunking and Brocade EBR 
provides resiliency for the most demanding open systems environments. EBR is not supported in a 
mainframe FICON environment (Brocade Communications Systems, 2012).

FCIP Batching and FCIP Trunking Load Balancing
Recall the discussion earlier in the chapter on Brocade FCIP batching. The Brocade 7800 and Brocade 
FX8-24 use batching to improve overall efficiency, maintain full utilization of links, and reduce protocol 
overhead. Because batches are specific to a flow between an initiator and target, and because that flow 
can be prioritized using QoS high, medium, and low designations, batches are specific to a priority and 
are fed into the correlating TCP session associated with that priority. This is referred to as Per-Priority 
TCP QoS (PP-TCP-QoS). PP- TCP-QoS is the only way that QoS can function within an IP network. It is 
not possible for QoS to operate within an IP network if all the priorities are fed into a single FCIP TCP 
session; in fact, this could cause severe performance degradation. Each circuit has its own SO-TCP 
sessions for each priority. Refer to Figure 22 (Brocade Communications Systems, 2012).

FCIP frames are then parsed into TCP segments according to the Maximum Segment Size (MSS), which 
specifies only the TCP payload size without the header. MSS is not configurable and is based on the IP 
Maximum Transmission Unit (MTU) minus the IP and TCP headers. Depending on the size of the FCIP 
frame, one frame may span multiple TCP segments, or it may fit within a single TCP segment. Each TCP 
segment is filled to its maximum size, as long as there is data to be sent. This method has the lowest 
amount of overhead, which results in superior performance and the highest efficiency achievable.

A batch is the unit of load balancing among the circuits in a trunk. Batches are placed in the egress 
queues by the Supervisor TCP session, using a WRR-type algorithm; this is referred to as scheduling. 
The scheduler does take into account egress bandwidth and queuing levels for each of the circuits. 
When a queue becomes full, usually because of disparate circuit characteristics, the scheduler skips 
that queue to permit it to drain, while continuing to service other circuits. This maintains full link 
utilization for different bandwidth circuits and circuits with dissimilar latency. The Supervisor TCP 
session on the receiving side ensures in order delivery of any batches that may arrive out of order due 
to circuit disparity and queuing. As mentioned previously, this means circuits do not have to have the 
same bandwidth, ARL settings, or latency (RTT), allowing circuits to use a variety of infrastructures like 
Dense Wavelength-Division Multiplexing (DWDM), Virtual Private LAN Services (VPLS), Multiprotocol 
Label Switching (MPLS), and carrier Ethernet.

If the queues for all the circuits become full and can no longer be serviced by the scheduler, the buffers 
fill, and eventually buffer credit R_RDYs are withheld from the source to stop data from building up 
within the Brocade 7800/FX8-24 and to prevent overflow and lost FC frames. Brocade Fibre Channel 
products never drop FC frames. There is a tremendous amount of buffer memory within the Brocade 
7800 and Brocade FX8-24 platforms; however, there are advantages to limiting buffering to little more 
than the bandwidth-delay product (the amount of data that can be in flight) of the circuit. Robust buffers 
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on the Brocade 7800/FX8-24 can accommodate multiple long fat pipes and a very large quantity of 
simultaneous flows. Additionally, limiting a flow’s buffering permits the source device to better know 
what has or has not been sent, by having as little data as possible outstanding within the network. 
Once queues drain to a particular point, FC frames resume flow from the source, and new batches are 
produced. All the while, there is no pause in transmission on any of the circuits in the FCIP trunk, as 
none of the queues are ever completely emptied.
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Figure 22. Load balancing batches among circuits in an FCIP trunk.

An FCIP trunk has multiple circuits, which leads to the question, “How are link costs computed with 
multiple circuits?” Furthermore, considering that ARL has a minimum and maximum bandwidth level set 
for each circuit, how does that affect Fabric Shortest Path First (FSPF) costs?

An FSPF cost is determined for the FCIP trunk. Circuits are not entities that are recognized by FSPF; 
therefore, circuits have no FSPF cost associated with them individually. FSPF cost is calculated from the 
sum of the maximum bandwidth levels configured, and only from online circuits that have the lowest 
metric within the FCIP trunk. For example, all online metric 0 circuits have their ceiling ARL value added, 
and that aggregate value is used in the computation. FSPF link cost is computed using the following 
function (Brocade Communications Systems, 2013). (Refer to Figure 23.)

• If the aggregate bandwidth is greater than or equal to 2 Gbps, the cost is 500.

• If the aggregate bandwidth is less than 2 Gbps and greater than 1 Gbps, the cost is 1,000,000 
divided by the aggregate bandwidth amount in Mbps (from 500 to 1000).

• If the aggregate bandwidth is less than 1 Gbps, the cost is 2000 minus the aggregate bandwidth 
amount in Mbps (from 1000 up to 2000)
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Figure 23. FSPF costs for FCIP trunks based on maximum aggregate bandwidth.

If multiple circuits are assigned to the same Ethernet interface, the aggregate of the minimum 
bandwidth rates cannot exceed the interface speed. This prevents oversubscribing the interface when 
guaranteed minimum values have been configured. It is possible, however, to configure the aggregate of 
the maximum bandwidth values beyond the capacity of the physical Ethernet interface. This permits a 
circuit to use bandwidth that another circuit is not using at that moment. For example, two circuits have 
their maximum bandwidth level set to full line rate. If both are demanding bandwidth, then they equalize 
at 500 Mbps each. If one uses bandwidth only during the day, and one only at night, then each gets the 
available bandwidth of that interface at that time.

FCIP Trunking and Interfaces

Ethernet Interfaces
Ethernet interfaces are assigned by associating them with IP interfaces. IP interfaces on the Brocade 
7800/FX8-24 are virtual entities within the platform. The IP interfaces, via their IP addresses, are 
assigned to circuits by designating the source IP address. The circuit is grouped into an FCIP trunk by 
designating the VE_Port to which it belongs. Tunnels /trunks are identified by their VE_Ports. If an FCIP 
tunnel/trunk already exists, the circuit is added. If it is the first circuit, it forms a new FCIP tunnel.

Only one FCIP processing complex can control the circuits within a trunk. The Brocade 7800 has only 
one complex; however, the Brocade FX8-24 has two complexes.

1 GbE Interfaces
On the Brocade 7800/FX8-24 extension platforms, the 1 GbE interfaces have been abstracted from the 
VE_Ports, IP interfaces, and FCIP tunnels/trunks. This means that the 1 GbE interfaces are not fixed to 
the VE_Ports, IP interfaces, or FCIP tunnels/trunks. On the older Brocade 7500/FR4-18i platforms, the 
IP interface, tunnels, and Ethernet interfaces were all fixed in relation to each other; however, that is no 
longer the case (Brocade Communications Systems, 2012).

There are six 1 GbE interfaces on the Brocade 7800 and ten 1 GbE interfaces on the Brocade FX8-
24. On these platforms, circuits within a trunk can be configured to use any combination of interfaces, 
because they are all controlled by a single FCIP complex. An individual circuit cannot be split across 
more than one Ethernet interface.

There are no specific requirements for data link connectivity to LAN and DWDM devices, other than 
that those devices should view the Brocade 7800/FX8-24 Ethernet ports act as if a server Network 
Interface Card (NIC) is connected, and not another switch. No Ethernet bridging, Spanning Tree, or 
IP routing is occurring on the Brocade 7800/FX8-24 platforms, and the Ethernet interfaces are the 
origination and termination point of TCP flows—the same as most servers.
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10 GbE Interfaces
The Brocade FX8-24 blade has two 10 GbE interfaces, which are enabled by an optional license. The  
10 GbE license also enables the second FCIP complex, doubling the capacity of the Brocade FX8-24 
blade from 10 Gbps (1,000 MBps) to 20 Gbps (2,000 MBps).

There are two separate FCIP complexes on the Brocade FX8-24 blade. One complex controls the ten 
1 GbE interfaces or up to 10 Gbps of FCIP data for the two 10 GbE interfaces, and the other complex 
controls an additional 10 Gbps for the two 10 GbE interfaces. Either the 10 GbE-1 interface or the ten 
GbE interfaces may be enabled at any one time, but not both.

Each FCIP complex can generate a single 10 Gbps circuit, up to ten 1 Gbps circuits, or anything in 
between, in increments of 1 Gbps. Multigigabit circuits can be configured from 1 to 10 Gbps in 1 Gbps 
increments. The aggregate bandwidth of the circuits from an FCIP complex cannot be more than 10 
Gbps, because the FCIP complex cannot process data faster than that. If less than an entire gigabit 
increment is used by ARL, an entire increment must still be consumed. For example, if your WAN is an 
OC-48 (2.5 Gbps), then a 3 Gbps circuit must be configured, and an ARL maximum (ceiling) value is set 
at 2.5 Gbps.

FCIP Trunking can be used on the 10 GbE interfaces to combine circuits into one logical ISL connection 
(Brocade Communications Systems, 2012). For example, two 5 Gbps circuits are created with a 
metric of 0, and both stem from VE_Port 12. Circuit 1 is assigned to 10 GbE interface 0, and Circuit 
2 is assigned to 10 GbE interface 1. The circuits take different OC-192 paths across different carrier 
networks. The two circuits join up again on the remote side. Logically, this is a single 10 Gbps ISL 
between the two data centers.

For FCIP Trunking, an FCIP complex must control all the member circuits. There is no distributed 
processing, load sharing, or lossless failover (LLL) across FCIP complexes. Failover between FCIP 
complexes is done at the FC level by the Brocade ASICs, provided the configuration permits it. The 
only shared components are the two 10 GbE interfaces. Not all the circuits have to be members of the 
same trunk (VE_Port) on a 10 GbE interface. There can be multiple FCIP trunks on a 10 GbE interface. 
The extreme is to create ten separate 1 Gbps circuits, each with their own VE_Port, which creates ten 
FCIP tunnels and is used to connect ten different locations. Typically, only 1 VE_Port is used to connect 
two sites with scaling, redundancy, and failover being facilitated by the member circuits. The location 
where the other end of the circuit connects is arbitrary. The IP network routes the traffic accordingly, 
based on the destination IP addresses. 10 GbE interfaces provide a single convenient connection to 
the data center LAN for one to ten circuits.

Other Features and FCIP Trunking
Features such as compression, IPsec, VLAN tagging, Fibre Channel Routing (FCR), Virtual Fabrics (VF), 
and QoS all function with FCIP Trunking and without any adverse effects.

Compression is configured on a per-circuit basis. Some circuits may use one mode of compression, 
while others use a different mode. This is beneficial, because a slower speed link can use one of 
the higher compression ratio algorithms (like mode 2), while a higher speed link uses a faster rate 
algorithm (like mode 1). This provides ultimate flexibility and optimization of bandwidth resources.

IP Security (IPsec) is provided by Brocade at no additional cost. It is included from the entry-level 
Brocade 7800 4/2 all the way up to the Brocade FX8-24 10 GbE platform. IPsec processes in hardware, 
adds a negligible amount of latency at approximately 5 µs, and runs at full line rate; therefore, there is 
no performance degradation when using IPsec, even for synchronous applications. FCIP Trunking is fully 
compatible with IPsec. Brocade IPsec costs only the time and effort to configure the feature, making it 
prudent to enable IPsec in most cases.
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VLAN tagging (IEEE 802.1Q) inserts VLAN tag headers into Ethernet frames and is fully supported with 
FCIP Trunking. There is no requirement for circuits to participate in VLAN tagging. If tagging is needed, 
circuits can be individually configured into the same or different VLANs.

The Brocade 7800 and FX8-24 have various QoS functions, including Differentiated Services Code Point 
(DSCP), 802.1P (L2 CoS), and PP-TCP-QoS. DSCP and L2 CoS perform marking of IP packets and VLAN 
tags, respectively, and are fully compatible with FCIP Trunking.

PP-TCP-QoS is a special QoS function exclusive to Brocade extension and developed especially for high-
performance FCIP. For QoS to function properly across an IP network, it is essential that each priority 
have its own flow. This is not possible using only a single TCP session, because there will be only a 
single merged flow. PP-TCP-QoS provides a TCP session for each priority flow, so that the IP network can 
perform according to the QoS settings. FCIP Trunking is fully compatible with PP-TCP-QoS.

VIRTUAL FABRICS AND FCIP
The GbE ports (Brocade 7800 switch and Brocade FX8-24 blade), 10 GbE ports (Brocade FX8-24 
blade only), and VE_Ports can be part of any Logical Switch. They can be moved between any two 
Logical Switches unless they are members of a circuit configuration. In addition, ports do not need to 
be offline when they are moved. However, because GbE ports and VE_Ports are independent of each 
other, both must be moved in independent steps. You must delete the configuration on VE_Ports and 
GbE ports before moving them between Logical Switches. As a recommendation and best practice, 
leave GE and XGE interfaces in the default Logical Switch context and do not move them. There is 
no reason to move these interfaces, because any context used by the VE_Port can use an Ethernet 
interface in the default switch.

Brocade Virtual Fabrics are useful when implementing Edge-Backbone-Edge with the Brocade FX8-24 
blade. So that E_Port connections can be made to an edge from the backbone, it is not necessary to 
purchase a separate Brocade DCX 8510 or DCX-4S to install the Brocade FX8-24 blades into. Instead, 
it is more cost-effective to put the Brocade FX8-24 blade directly into a Brocade 8510 or Brocade DCX 
that is part of the edge fabric and to create a backbone from the Base Logical Switch. The VE_Ports on 
the Brocade FX8-24 blade and EX_Ports are part of the Base switch. All other device connection ports 
and E_Ports that participate in the edge fabric belong to the Fab-A Logical Switch.

Brocade 7800 Switch Considerations and Limitations
The following are considerations and limitations of a Brocade 7800 switch configured to support virtual 
fabrics (Brocade Communications Systems, 2013):

• Although you can create up to four Logical Switches on a Brocade 7800 switch, a base switch cannot 
be created. Therefore you cannot use the Logical Switches for Extended ISLs (XISLs).

• Up to two Logical Switches support the FICON Control Unit Port (CUP) feature.

• FCR is not supported on a Brocade 7800 switch enabled with Logical Switches, because the Brocade 
7800 has no base switch to support EX_Ports.

• A Brocade 7800 switch configured with multiple Logical Switches cannot be downgraded to a prior 
release without deleting all of the non-default Logical Switches and configurations.

Port Sharing
In Brocade FOS v7.0 and later, VE_Ports in different Logical Switches can share a single GbE port  
(1 GbE or 10 GbE) on the default switch.

With GbE port sharing, you can have the following configuration, as an example:

• Default switch has port GbE0
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• Logical Switch 1 has VE17, which has a circuit over GbE0

• Logical Switch 2 has VE18, which also has a circuit over GbE0

All of the committed-rate restrictions and bandwidth sharing of the GbE ports for ARL remain the same 
for shared ports in the Logical Switches. VE_Ports created from shared GbE ports initiate as regular VE 
ISLs in their respective Logical Switches.

Note that for Brocade FOS versions prior to FOS 7.1, in order to use a GbE port for an FCIP tunnel, that 
port needs to be in the same Logical Switch as the VE_Port for the tunnel.

FICON PROTOCOL EMULATION
This chapter concludes with a discussion focused specifically on FICON extension over IP, with a 
particular emphasis on FICON protocol emulation. FICON extension over IP is supported between 
Brocade 7800 extension switches and Brocade FX8-24 blades. The Brocade 7800 and Brocade FX8-
24 are the latest generation of Brocade products for FICON extension beyond traditional distance 
limitations, providing FICON ISL extension over an FCIP connection. This solution is very effective in 
configurations in which the FICON protocols and application requirements can be met, while still taking 
into account network bandwidth and propagation delay constraints. Brocade has taken the next step 
by adding selective FICON device emulation to the product line, enabling FICON extension to expand 
beyond the standard bandwidth and propagation delay constraints (which present challenges for 
straight ISL extension).

FICON device emulation and read/write tape pipelining technologies were first available on the Brocade 
USD-X and Brocade Edge M3000 extension products (formerly McDATA UltraNet Storage Director 
eXtended and UltraNet Edge Storage Router) (Brocade Communications Systems, 2008). These 
technologies provide for virtually unlimited distance extension of FICON tape and a popular mainframe 
disk mirroring solution from IBM, called Extended Remote Copy (XRC), an application that is also 
licensed and resold by both Hitachi Data Systems and EMC. The Brocade USD-X and M3000 platforms 
with FICON emulation and pipelining capabilities set the industry standard for FICON distance extension 
and became the solution of choice for thousands of mainframe enterprises around the world.

Now in their fifth-generation implementation, Brocade has leveraged these technologies to expand the 
FICON extension capabilities of the Brocade 7800 and Brocade FX8-24 platforms, setting yet another 
industry benchmark for extended FICON performance.

Channel Distance Extension Background
At the time of its introduction in 1990, ESCON supported a maximum distance of 20 kilometers (km). 
Whereas ESCON exploited the relatively new Fibre Channel technology, it employed circuit switching 
rather than the packet switching that is typical of today’s Fibre Channel implementations. This provided 
significantly improved physical connectivity but retained the same one-at-a-time Channel Command 
Word (CCW) challenge-response/permission seeking logical connectivity that had been employed by 
parallel channels. As a result, ESCON performance is significantly reduced at extended distances by the 
multiple roundtrip delays required to fetch the channel programs, a performance deficiency commonly 
referred to as ESCON droop (Brocade Communications Systems, 2011).

By the late 1990s the shortcomings of ESCON were driving a new technical solution. FICON evolved in 
the late 1990s to address the technical limitations of ESCON in bandwidth, channel/device addressing, 
and distance. Unlike parallel and ESCON channels, FICON channels rely on packet switching rather 
than circuit switching. FICON channels also rely on logical connectivity based on the notion of assumed 
completion rather than the permission-seeking schema. These two changes allow a much higher 
percentage of the available bandwidth to be employed for data transmission and for significantly better 
performance over extended distances. Numerous tests comparing FICON to ESCON have been done by 
IBM, other SAN equipment manufacturers, and independent consultants. The common theme among 
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these tests is that they support the proposition that FICON is a much better performing protocol over 
a wide range of topologies when compared with traditional ESCON configurations. This performance 
advantage is very notable as the distance between the channel and control unit increases. 

FICON Protocol Overview and Efficiency
FICON is a ULP of the Fibre Channel architecture/standard. FICON is also known by its formal name of 
FC-SB2, which is how the formal Fibre Channel standards documentation refers to it. FICON and FC-SB2 
are interchangeable terms. FC-SB2 defines both the physical and logical structure of the frames of data 
used by FICON to transport data via channel programs. FICON offers far greater connectivity flexibility 
compared to ESCON. Unlike ESCON, FICON supports multiple concurrent I/Os, as well as full-duplex 
channel operations. ESCON processes one I/O at a time and is half-duplex. Since its introduction, 
FICON has evolved, and new standards have been introduced, including FC-SB3 for cascaded FICON and 
FC-SB4 for System z High Performance FICON (zHPF). 

Standard FICON protocols are far more efficient than their antecedents in either ESCON or parallel 
channel block multiplexer protocols. The entire FICON protocol is designed to reduce or eliminate the 
multiple end-to-end protocol exchanges traditionally required to support legacy device access methods 
and I/O drivers. In so doing, FICON delivers much better protocol efficiencies over media that subject 
the protocol to increased propagation delays. For many applications, a transparent FICON frame shuttle 
can be expected to deliver remarkably good overall performance, although not for significantly extended 
distance applications (that is, hundreds or thousands of kilometers). In addition, FICON offers far greater 
flexibility of connectivity (up to 64 K devices per channel), multiple concurrent data transfers (up to 64 
concurrent operations), and full-duplex channel operations (multiple simultaneous reads and writes).

Figure 24 (Brocade Communications Systems, 2011) is a representation of what was referred to earlier 
as ESCON’s permission-seeking/challenge-response schema. ESCON channels transmit only a single 
CCW at a time to a storage subsystem. Once the subsystem (such as a DASD array) has completed its 
work with the CCW, it notifies the channel of this with a Channel-End/Device-End (CE/DE). The CE/DE 
presents the status of the CCW. If the status of the CCW was normal, the channel then transmits the 
next CCW of the channel program. Assuming that DASD is being discussed, this leads to approximately 
75 percent of the reported connect time representing time periods in which the channel is occupied, 
but data is not being transferred. This schema presents two distance-related performance issues. First, 
each CCW experiences distance-related delays as it is transmitted. Second, the small size of the packet 
that ESCON employs to transfer data, known as a Device Information Block (DIB)—coupled with the 
very small data buffer employed by ESCON—results in the phenomenon that is now known as ESCON 
droop. ESCON droop is a substantial effective data rate drop experienced as the distance between the 
host channel and the storage device increases. 
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Figure 25 (Brocade Communications Systems, 2011) represents the FICON CCW pattern, which 
is often referred to as assumed completion. The entire channel program is transmitted to the 
storage subsystem at the start of an I/O operation. If there are more than 16 CCWs in the channel 
program, the remainder are transmitted in groups of eight until the channel program is completed. 
The overwhelming majority of channel programs are 16 or fewer CCWs in length. After the storage 
subsystem completes the entire channel program, it notifies the channel with a CE/DE. The numerous 
turnarounds present with the ESCON protocol are eliminated. The FICON architecture has been tested 
as supporting distances of up to 120 km without the problem of droop. 
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Droop begins when the link distance reaches the point at which the time required for light to make one 
round trip on the link is equal to the time it takes to transmit a number of bytes that fill the receiver’s 
buffer. The main factors are:

• Speed of light

• Physical link

• The protocol itself

• Physical link distance between the channel and control unit

• Link data rate

• Buffer capacity 

With ESCON, droop begins at about 9 km, whereas FICON does not experience droop until at least 100 km.

In a configuration where a channel is extended beyond traditional distances, the additional delay of the 
extension solution can add significantly to the droop effect of an ESCON or FICON channel. Generally, at 
20 km ESCON delivers less than half the maximum effective bandwidth that would be delivered at zero 
distance. FICON is not affected until after 120 km (Flam & Guendert, 2011).

The Effect of Long-Distance Networks on FICON Protocols
Information Unit (IU) pacing is an SB-2/3 Level 4 function that limits the number of CCWs, and 
therefore the number of IUs, that can either transmit (write) or solicit (read) without the need for 
additional control-unit-generated ACKs, which are called “command responses.” IU pacing is not, strictly 
speaking, a flow control mechanism, since flow control is adequately addressed by the FC-PH level 
buffer crediting function. Rather, IU pacing is a mechanism intended to prevent I/O operations (that 
might introduce very large data transfers) from monopolizing access to Fibre Channel facilities by other 
concurrent I/O operations.
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In essence, IU pacing provides a load-sharing or “fair-access” mechanism for multiple competing channel 
programs (Flam & Guendert, 2011). While this facility yields desirable results, insuring more predictable 
I/O response times on heavily loaded channels, it produces less optimal results for very long-distance 
deployments. In these cases, increased link latencies can introduce dormant periods on the channel and 
its WAN link. Dormant periods occur when delays in waiting for anticipated command responses increase 
to the point where the pacing window prohibits the timely execution of CCWs that might otherwise be 
executed to ensure optimal performance. The nominal IU pacing window for 1 Gbps , 2 Gbps , 4 Gbps, 
and 8 Gbps FICON implementations permits no more than 16 IUs to remain uncredited. 

FICON Emulation Overview
FICON emulation supports FICON traffic over IP WANs using FCIP as the underlying protocol. FICON 
emulation can be extended to support performance enhancements for specific applications through use 
of the following licensed features (Brocade Communications Systems, 2011):

• IBM z/OS Global Mirror (formerly eXtended Remote Copy, or XRC)

• FICON Tape Emulation (tape read and write pipelining)

The 8 Gbps platforms (Brocade 7800 or Brocade FX8-24) use the following licenses:

• Advanced FICON Acceleration (FTR_AFA), which allows interoperability for the following features and 
products:

 – Prizm FICON to ESCON converter and ESBT Bus/Tag Interface Module for Prizm from Optica 
Technologies, Inc., which allow emulation and extended distance support for bus and tag tapes 
and printers, such as 3203, 3211, 3800, 3900, 4248, and Intelligent Printer Data Stream (IPDS) 
models

 – Write and read tape pipelining

 – Teradata emulation

 – IBM z/OS Global Mirror emulation

• Advanced Extension (FTR_AE): Required for multiple-circuit tunnels, FCIP Trunking, ARL, and other 
FCIP features. This is not required for FICON Acceleration features, but multiple circuits are used in a 
FICON emulation environment. 

More detailed specifics on tape read and write pipelining and IBM z/OS Global Mirror emulation are 
discussed in Part 4, Chapters 3 and 4.

FCIP Configuration Requirements for FICON Extension
FICON extension uses FCIP for transport. FCIP interfaces and tunnels used for FICON extension must 
be defined prior to configuring FICON emulation. Ports should remain persistently disabled until after 
FICON emulation is configured.

There are some important configuration issues that you must consider when an extension switch or 
blade is connected to a switch in a FICON configuration (Brocade Communications Systems, 2013):

• If you are creating a cascaded configuration (connecting two switches or backbones with different 
domain IDs), be aware of IBM requirements for high-integrity fabrics. You can use extended FICON 
connections between or through Brocade 7800 switches or Brocade FX8-24 blades to create a 
cascaded FICON switched configuration. The fabric must be set up to provide a secure, or high-
integrity, fabric in order to enable this configuration to operate in an IBM mainframe environment.

• In configurations with ISLs, ensure that ISL paths are properly configured to meet FICON emulation 
requirements for a determinate path for FICON commands and responses.
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• FICON networks with FCIP emulating and non-emulating tunnels do not support Exchange-Based 
Routing (EBR) (aptpolicy 3) configurations. 

• When running FICON emulation features over an FCIP tunnel, it is highly recommended for both 
switches providing the FCIP tunnel to use the same Brocade FOS release level.

• Verify that the following ports are opened in the IP network for FCIP:

 – TCP 3225: FC Class F frames

 – TCP 3226: FC Class 2 and 3 frames

 – TCP 3227: Brocade proprietary IP path performance utility (ipPerf)

 – IP protocol 6: Transmission Control Protocol (TCP)

 – IP protocol 108: IP Payload Compression Protocol (IPComp)

FICON Emulation Requirement for a Determinate Path
FICON emulation processing creates FICON commands and responses on extended CHPIDs and 
intercepts all exchanges between a channel and a Control Unit (CU). For FICON Emulation processing to 
function correctly, all the exchanges between a channel and CU must take a single tunnel path.

There are two ways to ensure a determinate path for FICON commands and responses:

• Define only one FCIP tunnel between sites.

• Use a TI zone to assign a specific tunnel to Channel and CU ports. In the cases where multiple 
tunnels are required between a pair of FICON switches (or Logical Switches), use a TI zone to define 
ports that should use specific tunnels.

FCIP Tunnel Between Sites
The Brocade 7800 and Brocade FX8-24 use FCIP Trunking features to overcome the limitation of 
one Ethernet interface, one IP address, and one FCIP tunnel. In Brocade FOS v6.3 and later an FCIP 
tunnel is created with multiple FCIP circuits over different IP interfaces to provide WAN load balancing 
and failover recovery in the event of a limited WAN outage. This provides a highly redundant WAN 
configuration for all FICON or emulation technologies with Brocade FOS.

FCIP Device Firmware Downloads and FICON
If FCIP Fibre Channel traffic is active on Fibre Channel ports, the traffic is impacted during a firmware 
download. For FCIP, the best practice is to always operate the switch or blade at both ends of the tunnel 
with the same level of Brocade FOS, down to the maintenance release. Brocade FOS upgrades should 
be done on both ends of the FCIP tunnel concurrently. For details on downloading firmware, refer to the 
chapter on installing and maintaining firmware in the Brocade FOS Administrator’s Guide.

CONCLUSION
This chapter continued from where Part 4 Chapter 1 started, with an overview of the various distance 
extension technology options, and then focused in depth on one of those options: FCIP. The chapter 
covered the basics of FCIP, including a look at the relevant standards. It covered the building blocks of 
FCIP in a discussion of tunnels and circuits. The chapter then discussed some Brocade-specific FCIP 
technologies such as FCIP batching, as well as specifics to the Brocade 7800 Extension Switch and the 
Brocade FX8-24 Extension Blade. Some time was then spent on an in-depth discussion of Brocade FCIP 
Trunking. Finally, FICON protocol emulation was discussed. 

The section on FICON protocol emulation continues in more detail in the final three chapters of 
the book, which look at remote data replication for DASD, remote data replication for tape, and 
geographically dispersed automated solutions.
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PART 4:

CHAPTER 3

This chapter will focus on RDR for Direct Access Storage 
Devices (DASD), aka disk, while chapter four will focus 
on RDR for tape, both native tape and virtual tape. Our 
discussion on RDR for DASD in this chapter will focus 
on the basic methods of RDR for DASD in mainframe 
environments (synchronous and asynchronous) as 
well as the basic technologies used (host based and 
DASD array based). We will briefly discuss some basic 
principles such as data consistency, data integrity, and 
latency. Following this will be a section of the chapter 
which will discuss DASD RDR specifics of IBM, EMC, 
and HDS products. Finally, the chapter will conclude 
with an introduction to Extended Distance FICON, and a 
comparison of Extended Distance FICON with Brocade’s 
Advanced FICON Accelerator’s XRC emulation.

Remote Data Replication  
for DASD 
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INTRODUCTION
This chapter and chapter four will examine remote data replication (RDR) for storage. RDR is defined 
as the process to create replicas of information assets at remote sites/locations. Remote replication 
helps organizations mitigate the risks associated with regionally driven outages resulting from natural 
or human made disasters. During such a disaster, RDR enables the workload to be moved to a remote 
site to ensure continuous business operations.

This chapter will focus on RDR for Direct Access Storage Devices (DASD), aka disk, while chapter four 
will focus on RDR for tape, both native tape and virtual tape. Our discussion on RDR for DASD in this 
chapter will focus on the basic methods of RDR for DASD in mainframe environments (synchronous 
and asynchronous) as well as the basic technologies used (host based and DASD array based). We will 
briefly discuss some basic principles such as data consistency, data integrity, and latency. Following this 
will be a section of the chapter which will discuss DASD RDR specifics of IBM, EMC, and HDS products. 
Finally, the chapter will conclude with an introduction to Extended Distance FICON, and a comparison of 
Extended Distance FICON with Brocade’s Advanced FICON Accelerator’s XRC emulation.

It should be noted that this chapter will limit itself to basic DASD RDR between two sites. Complex, 
multi-site DASD RDR will be covered in Part 4 Chapter 5. Finally, this chapter is not meant to be a 
detailed treatise on the subject at hand. Rather, it is intended to be a good solid introduction to the 
subject from a storage network engineering point of view. For additional details, the DASD vendors have 
countless white papers, books, and other documentation, much of which has been used as reference 
material in the writing of this chapter.

BASIC METHODS OF DASD RDR
There are two basic methods of DASD RDR: Synchronous remote replication, and asynchronous  
remote replication.

Synchronous remote replication
With synchronous DASD RDR, writes must be committed to the source and remote target (replica) prior 
to an acknowledgement of write complete being made. This ensures that data is identical on the source 
and replica at all times. Writes are transmitted to the remote site in exactly the same order in which 
they are received at the source. This is known as maintaining write ordering. If a source site failure 
occurs, synchronous RDR provides zero or near zero Recovery Point Objective (RPO) values. 

Since writes must be committed on both the source and target before sending the “write complete” 
acknowledgement back to the host, application response time is increased with synchronous RDR. The 
exact degree of adverse impact on response time depends primarily on the distance between sites, the 
bandwidth available for RDR, and the quality of service (QoS) of the network connectivity infrastructure. 
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Figure 2. Example of bandwidth required for synchronous replication.

Referring to figure 2, if the bandwidth provided for synchronous RDR is less than the maximum write 
workload, there will be times when the application response time may be excessively elongated, 
perhaps even to the point of causing applications to time out. The distances over which synchronous 
RDR should be deployed depend on the applications capability to tolerate response time elongation. 
Therefore, synchronous RDR is typically deployed for distances less than 200 km (125 miles). Rarely 
have the authors seen real world implementations of synchronous RDR in excess of 50 miles. 

Asynchronous remote replication
Unlike synchronous replication, with asynchronous RDR, a write is committed to the source and 
immediately acknowledged to the host. Data may be buffered at the source and transmitted to the 
remote site at a later point in time, the exact technique varies by vendor. Asynchronous RDR eliminates 
the impact to application response time because the writes are immediately acknowledged to the 
source host. This enables the deployment of asynchronous RDR over distances ranging from several 
hundred to even several thousand kilometers/miles between the primary and remote sites. 
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Figure 4. Example of bandwidth required for asynchronous replication.

With asynchronous RDR, the required network bandwidth can be provisioned equal to or greater than 
the average write workload. Data can be buffered during times when the bandwidth is not enough, 
and moved later to the remote site. Therefore, sufficient buffer capacity should be provisioned. With 
asynchronous RDR, data at the remote site will be behind the source by at least the size of the buffer, 
therefore, asynchronous RDR provides a finite, but non-zero RPO solution. The exact RPO depends on 
the size of the buffer, available network bandwidth, and the write workload at the source. Asynchronous 
RDR implementations can take advantage of what is termed “locality of reference”. Simply stated, 
locality of reference refers to repeated writes to the same location. If the same location is written to 
multiple times in the buffer prior to data transmission to the remote site, only the final version of the 
data is transmitted, thus conserving network link bandwidth. 

REMOTE REPLICATION BASIC TECHNOLOGIES
RDR can be handled by the host (mainframe) or by the storage arrays themselves.

Host Based Remote Replication
Host based RDR uses host resources to perform and manage the replication. There are two basic 
approaches to host based RDR: logical volume manager based (LVM) and data base replication via 
log shipping.
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LVM based RDR
LVM based RDR is performed and managed at the volume group level. Writes to the source volumes 
are transmitted to the remote host by the LVM. The LVM on the remote host receives the writes and 
commits them to the remote volume group. LVM RDR supports both synchronous and asynchronous 
modes of replication. LVM RDR is also independent of the storage device, therefore, LVM RDR supports 
replication between heterogeneous DASD arrays. With LVM, if a failure occurs at the source site, 
applications can be restarted on the remote host using the data on the remote replicas. The LVM RDR 
process adds overhead on the host CPUs: CPU resources on the source host are shared between 
replication tasks and applications. This may cause performance degradation to the applications running 
on the host. Finally, because the remote host is actively involved in the replication process, it must be 
continuously up and available (EMC Education Services, 2012). 
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Figure 5. LVM-based RDR.

Host Based Log Shipping
Database replication via log shipping is the second host based RDR technology and is supported by 
most databases. With host based log shipping, transactions to the source database are captured in 
logs which are periodically transmitted by the source host to the remote host. The remote host receives 
the logs and applies them to the remote database.

Prior to starting production work and the replication of log files, all relevant components of the source 
database are replicated to the remote site. This is done while the source database in shutdown. Next, 
production work commences on the source database, and the remote database is started in a standby 
mode of operation. In standby mode, the database typically is not available for transactions. 
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All database management systems (DBMSs) switch log files either at preconfigured time intervals or 
when a log is full. For example:

1. The current log file is closed at the time of log switching and a new log file is opened.

2. When a log switch occurs, the closed log file is transmitted by the source host to the remote host.

3. The remote host receives the log and updates the standby database.

This process ensures that the standby database is consistent up to the last committed log. RPO at the 
remote site depends on the size of the log and the frequency of log switching. When determining the 
optimal size of the log file there are four things that need to be considered:

1. Available network bandwidth

2. Latency

3. Rates of updates to the source database

4. Frequency of log switching

An existing IP network can be used for replicating log files. Host based log shipping requires low 
network bandwidth because it transmits only the log file at regular intervals.

Storage (DASD) Array Based Remote Replication
With storage array based RDR, the DASD array operating environment and resources perform 
and manage the data replication. This relieves the burden on host CPUs (they can be focused on 
applications running on the host). With this methodology, a source and the replica device for a source 
reside on different DASD arrays. Data can be transmitted from the source DASD array to the target 
DASD array over a shared or dedicated network. Replication between arrays may be performed in either 
of the two aforementioned modes: synchronous or asynchronous (EMC Education Services, 2012).

Synchronous DASD Array Based Replication
In DASD array based synchronous RDR, writes must be committed to the source and target prior 
to acknowledging “write complete” to the production host. To optimize the replication process and 
minimize the impact on application response time, the write will typically be written to the cache of the 
two DASD arrays. The DASD arrays will then destage these writes to the appropriate disk devices at a 
later point in time.

Replication network performance and RAS is critical with this type of replication. If network links fail, 
replication will be suspended; however, production work can continue uninterrupted on the source DASD 
array. The source array will keep track of the writes that are not transmitted to the remote storage array. 
When the network links are restarted, the accumulated data is transmitted to the remote array. During 
the time period of network link outage, if there is a failure at the source site, some data will be lost and 
the RPO at the target will be greater than the ideal of zero.

Asynchronous DASD Array Based Replication
In this mode of DASD based RDR, a write is committed to the source and immediately acknowledged to 
the host. Data is buffered at the source array and transmitted to the remote site array at a later point in 
time. (The asynchronous replication writes are typically placed in cache on the two arrays and are later 
destaged to the appropriate disk devices). Therefore, the source and target disk devices do not contain 
identical data at all times. The data on the target device(s) is behind that of the source, i.e. RPO is not 
equal to zero.
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There are some implementations of asynchronous remote replication that maintain write ordering 
(check with your DASD vendor for your specifics). Typically:

1. A timestamp and sequence number are attached to each write when it is received by the source 
array.

2. Writes are transmitted to the remote array and they are committed to the remote replica in the exact 
order in which they were buffered at the source.

This process offers an implicit guarantee of the consistency of the data on remote replicas.

Other implementations ensure consistency by leveraging the dependent write principles inherent in 
most DBMSs:

1. Writes are buffered for a pre-determined time period.

2. At the end of this time period, the buffer is closed and a new buffer is opened for subsequent writes.

3. All writes in the closed buffer are transmitted together and committed to the remote replica.

Asynchronous DASD based RDR provides network bandwidth cost savings due to the fact that the 
required bandwidth is lower than the peak write workload. During periods of time when the write 
workload exceeds the average bandwidth, you must have sufficient buffer capacity configured on the 
source array to hold these writes.

BASIC PRINCIPLES OF DASD REMOTE REPLICATION
There are some principles specific to DASD RDR that need to be discussed briefly before we go into 
vendor specific implementations of DASD RDR. These include some items related to Recovery Time 
Objective (RTO), Recovery Point Objective (RPO), cross volume data integrity/data consistency, and 
remote link latency mitigation.

RTO, RPO, and DASD RDR
As mentioned in a previous chapter in part 4, two metrics are commonly used to establish IT systems 
requirements for a organization’s business continuity plan: RTO and RPO.

RTO is a measure of how long a business can tolerate an IT application being inoperable. Values for 
RTO typically range from a few minutes to several hours, with the most mission critical applications 
having RTO goals of zero to near zero.

As it relates to DASD replication, RPO measures the amount of time the secondary storage subsystem 
lags behind the primary storage subsystem (Kern & Peltz, IBM Storage Infrastructure for Business 
Continuity, 2010). When the primary storage subsystem receives a write command for a volume that 
is part of a remote copy pair, the primary system initiates the process of transmitting the data to the 
secondary storage system at the remote site. This process includes the actual data transmission 
time. At any given moment, if you are using asynchronous replication, the currency of the data at the 
secondary storage subsystem may lag behind the primary. This time lag typically ranges from a few to 
several seconds depending on the workload at the primary and secondary storage subsystems and the 
remote data link bandwidth.

Since RPO measures the amount of time that the secondary storage subsystem lags behind the 
primary, the corresponding amount of data that must be recreated at the secondary in the event of 
an unplanned system outage is directly proportional to the RPO. Therefore, RPO is a very important 
measure of how fast an installation can recover from an outage or disaster. RPO has a direct influence 
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on each application’s RTO and on the RTO of the business as a whole (Kern & Peltz, IBM Storage 
Infrastructure for Business Continuity, 2010).

Cross Volume Data Integrity and Consistency
It is absolutely crucial that computers write data to DASD with full integrity, even in the event of 
a hardware and/or power failures. It is also crucial that dependent writes are executed in the 
application’s intended sequence, and even more imperative that these dependent writes be written to 
DASD in the same sequence that they were issued by the application. 

The technique for ensuring that the write order sequence is preserved at the secondary site is 
known as creating consistency groups. Essential elements for cross volume data integrity and data 
consistency include (Kern & Peltz, IBM Storage Infrastructure for Business Continuity, 2010):

1. The ability to create point in time (PIT) copies of the data as necessary.

2. The ability to provide for a secondary site “data freeze” in the case where the secondary site will be 
used for DR/BC.

3. The ability to have a common restart point for data residing across multiple operating system 
platforms, thereby reducing end to end recovery time.

Mitigating Remote Link Latency for Synchronous RDR
Recall that when a write I/O is used by a host server to the primary DASD subsystem:

1. The primary DASD subsystem issues a write I/O to the secondary DASD subsystem.

2. The primary DASD subsystem waits until it has received notification from the secondary subsystem 
that the data was successfully received by the secondary.

3. Upon receiving notification from the secondary subsystem, the primary subsystem notifies the host 
server that the write I/O was successful.

There in an inherent delay in synchronous DASD replication. This delay is due to the time required to 
send an electrical signal or optical pulse from the primary DASD subsystem to the secondary DASD 
subsystem, and the corresponding reply from the secondary back to the primary. This delay is known as 
latency. Latency is different from the time required to transmit data due to the limitations imposed by 
replication network link bandwidth. The speed of light in optical fiber is approximately 5 microseconds/
kilometer, which equates to a latency of .5 milliseconds/100 km or 1 msec/100 km round trip. 

The DASD hardware vendors attempt to mitigate overhead and latency inherent in synchronous 
replication data transmission by using a variety of techniques including pipelining I/Os, and exploiting 
different link protocols. As a rule of thumb, the more complicated the transmission algorithm (such as 
with pipelining techniques), the more time is spent in the synchronous link overhead to maintain I/O 
data integrity and cross volume data consistency.

One example of a vendor technique is an IBM feature known as pre-deposit writes. Pre-deposit write 
improves the normal fibre channel protocol (FCP) from the standard two protocol exchanges to an 
optimized single protocol exchange (Kern & Peltz, IBM Storage Infrastructure for Business Continuity, 
2010). Functionally, several I/O requests are sent as one “I/O package”. This reduces the number 
of handshakes required to execute the I/O chain. The use of HyperPAV/Parallel Access Volume 
(PAV), Multiple Allegiance, and I/O priority queuing functions in conjunction with pre-deposit write can 
significantly help mitigate performance overhead. With pre-deposit write enabled, IBM can extend IBM 
Metro Mirror synchronous replication distances to 300 km with good performance. 
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DASD VENDOR REMOTE REPLICATION SPECIFICS
This section covers specifics for the DASD RDR features and functionality for IBM, EMC, and HDS. The 
section is intended to be an overview of the specific technology provided by each vendor, and is not 
intended to be a comprehensive discussion of each vendor’s technology (such a detailed discussion 
would be larger than this entire book itself). IBM, EMC, and HDS are the primary OEM DASD vendors 
in the IBM Mainframe space so the focus is on their technology. The section on IBM is first, and is 
the longest section because the IBM mainframe DASD technology provides a foundation for the entire 
industry. As we will see, EMC and HDS have compatibility agreements with IBM.

IBM DASD Remote Replication
This section will cover the IBM DS8000 series DASD RDR technology, including IBM Metro Mirror, IBM 
DS8000 Global Mirror, and IBM DS8000 z/OS Global Mirror.

IBM DS8000 Synchronous RDR
IBM’s synchronous DASD RDR function is called Metro Mirror. Previously the IBM DS8000 version of 
Metro Mirror was known as Peer-to-Peer Remote Copy (PPRC). Many in the industry still refer to it as 
PPRC. The IBM Metro Mirror architecture as implemented for System z is available across multiple 
DASD vendors including EMC, HDS, and Oracle. Specific features and functions can vary across these 
vendors depending on their exact licensing agreement terms with IBM. Therefore, it is a good idea to 
check with your vendor for specifics as it relates to their implementation of Metro Mirror. 

For Metro Mirror, the DS8000 series supports only Fibre Channel Protocol (FCP) links. FICON links may 
not be used. For Metro Mirror paths, you should strongly considerdefining all Metro Mirror paths that are 
used by one application environment on the same set of physical links if you intend to keep the data 
consistent. A DS8000 series FCP port can simultaneously be (Cronauer, Dufrasne, Altmannsberger, & 
Burger, 2013):

1. A sender for a Metro Mirror source.

2. A receiver for a Metro Mirror target.

3. A target for FCP host I/O from open systems and Linux on System z.

Each Metro Mirror port provides connectivity for all Logical Control Units (LCUs) within the DS8000 
series array and can carry multiple logical Metro Mirror paths. Although one FCP Link has sufficient 
bandwidth capacity for most Metro Mirror environments, it is preferable (a best practice) to:

1. Configure at least two FCP Links between each source and remote DASD subsystem to:

a. Provide multiple logical paths between LCUs.

a. Provide redundancy for continuous availability in the event of a physical path failure.

2. Dedicate FCP ports for Metro Mirror usage, ensuring no interference from host I/O activity. Metro 
Mirror is time critical and should not be impacted by host I/O activity.

IBM DS8000 Series Asynchronous Remote Replication
IBM provides two primary methods of asynchronous DASD RDR for the DS8000 series, and we will 
discuss each in turn. The two methods are:

1. IBM Global Mirror-this function runs on IBM DS8000 series DASD arrays.

2. z/OS Global Mirror (XRC)-this function runs on a IBM System z in conjunction with the DS8000 
series array.
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IBM DS8000 Global Mirror
Global Mirror is a two site unlimited distance RDR solution for both IBM System z, and distributed/
open systems data. Global Mirror is designed to provide cross volume and cross storage subsystem 
data integrity and data consistency. When you replicate data over long distances (beyond the 300 km 
Metro Mirror non-RPQ limit) asynchronous replication is the preferred approach. The application I/O 
processing on the primary storage subsystem remains independent of the process of data transmission 
to the secondary storage subsystem. There are three terms to be familiar with and their Global Mirror 
specific definitions as defined by IBM (Cronauer, Dufrasne, Altmannsberger, & Burger, 2013):

1. Dependent writes: for Global Mirror, if the start of one write operation depends upon the completion 
of a previous write, the writes are said to be dependent. For example: databases with their 
associated logging files.

2. Consistency: for Global Mirror, the consistency of data is ensured if the order of dependent writes 
to disks or disk groups is maintained. Data consistency of the secondary site is important for the 
ability to restart a database.

3. Data currency: for Global Mirror, this refers to the difference of time since the last data was written 
at the primary site, versus the time the same data was written to the secondary site. It determines 
the amount of data you must recover at the remote site. 

The design objectives for IBM DS8000 Global Mirror are threefold (Kern & Peltz, IBM Storage 
Infrastructure for Business Continuity, 2010):

1. Keep currency of the data at the secondary site consistent to within 3-5 seconds of the primary site, 
assuming sufficient bandwidth and storage system resources.

2. Do not impact the DASD subsystems’ host response time when insufficient bandwidth and system 
resources are available.

3. Scalability: provide data consistency and predictable host response time across multiple primary 
and secondary DASD subsystems.

IBM DS 8000 Global Mirror Operation (Kern & Peltz, IBM Storage Infrastructure for Business Continuity, 2010)
All DS8000 series Global Mirror operations are controlled and managed outboard by the master 
logical storage subsystem (LSS) in a master/subordinate relationship that is defined during the initial 
setup of a Global Mirror session. Each LSS defined in the Global Mirror sessions controls the flow of 
changed records/blocks to their corresponding LSS at the remote site. The master LSS coordinates 
the formation of consistency groups based on the policy provided for the session. The master LSS will 
cause a pause to occur across all LSS to LSS pairs long enough to coordinate each subordinate LSS 
pair. This coordination involves swapping bitmaps that denote which track/data blocks have changed 
but have not yet been transmitted to the secondary.

The coordination initiates the transition from one consistency group to the next. Once all data for the 
consistency group is secured on the remote site “B” volume, the master LSS coordinates the hardening 
of the data to the “C” volume. This is accomplished by sending an order to the secondary subsystems 
to execute a FlashCopy to copy the contents of the “B” volumes to the “C” volumes at the secondary. 
This process repeats itself at regular intervals. The time interval is controlled by the installation 
specified consistency group interval time parameter. The data transfer process aggregates record/
block write transfers to the remote LSS, scaling and optimizing the data transmissions to the bandwidth 
that is provided. For a specific write I/O, its consistency group is marked through the volume bitmaps 
at the primary site, but the actual consistency group is formed at the remote site through the B to C 
FlashCopy operation.



BROCADE MAINFRAME CONNECTIVITY SOLUTIONS 260

PART 4 CHAPTER 3: REMOTE DATA REPLICATION FOR DASD

Global Mirror Paths and Links
Global Mirror paths are set up between volumes in LSSs, usually in different storage subsystems, 
which are normally located in separate locations. A path (or group of paths) must be defined between 
the primary (source) LSS and the secondary (target) LSS. These are logical paths which are defined 
over the physical links between the storage subsystems. The physical link includes the host adapter in 
the primary DS8000 series array, the cables, the switches or directors, and wideband or long distance 
transport devices (DWDM, channel extension, WAN) and the host adapters in the secondary storage 
subsystem. The physical links can carry up to 256 logical paths. 

The logical paths are unidirectional, i.e. they are defined to operate in either one direction or the other. 
However, any particular pair of LSSs can have paths that are defined among them that have opposite 
directions (each LSS holds both primary and secondary volumes from the other particular LSS0. 
These opposite direction paths can be defined on the same FCP physical link. For bandwidth and 
redundancy, multiple paths can be created between the primary and secondary LSSs.  The physical 
links are bidirectional and can be shared by other remote replication and copy functions such as Metro 
Mirror. However, it is a best practice not to do so. Although Global Mirror is asynchronous, it should 
not share paths with host I/O as this could effect the number of out of sync tracks and the creation of 
consistency groups at the secondary site. 

Global Mirror Network Performance Considerations
Many companies have different strategies that are implemented for disaster recovery/business 
continuity (DR/BC) situations. Some use wavelength division multiplexing (WDM) technologies such 
as dense wavelength division multiplexing (DWDM), while others use fibre channel, and some use 
FCIP. A DWDM fibre connection can provide high bandwidth, but within a limited distance range. It 
also is capable of holding different protocols using the same fibre connection. It also has a high 
cost of implementation. SAN switching provides better management control and workload balancing 
on the connections. FCIP overcomes the distance limitations of native FC and DWDM and enables 
geographically separated SANs to be linked (Guendert, 2013). 
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IBM DS8000 z/OS Global Mirror (AKA XRC)
The IBM DS8000 Global Mirror for System z asynchronous DASD replication architecture is currently 
implemented by IBM, EMC, and HDS. It is a remote replication function that is available specifically 
for System z environments. It is more commonly known as z/OS Global Mirror (zGM), and is also 
still known by its former name, Extended Remote Copy (XRC). The zGM overhead is a miniscule .04 
milliseconds (40 microseconds). In a zGM configuration, the primary DASD subsystem must be capable 
of running the XRC function. The secondary DASD subsystem may be any array and does not need to 
be capable of running XRC. zGM maintains a copy of the data asynchronously at a remote location and 
can be implemented over virtually umlimited distances (zGM has been tested to a distance of 24,000 
miles). zGM is a solution that consists of cooperative functions between DS8000 firmware and z/OS 



BROCADE MAINFRAME CONNECTIVITY SOLUTIONS 261

PART 4 CHAPTER 3: REMOTE DATA REPLICATION FOR DASD

software that offers data integrity and data availability.  zGM depends on the use of a Systems Data 
Mover (SDM) on the host. The SDM is part of the DFSMSdfp software and must have connectivity to the 
primary volumes and to the secondary volumes. When primary systems write to the primary volumes, 
the SDM manages the process of mirroring/replicating these updates to the secondary volumes 
(Cronauer, Dufrasne, Altmannsberger, & Burger, 2013).

zGM Operation
Below is the typical sequence for zGM operations (Kern & Peltz, IBM Storage Infrastructure for Business 
Continuity, 2010):

1. A host application issues a write request to a disk on the primary subsystem that is part of a zGM 
configuration.

2. zGM intercepts the write request and captures all of the information required by the System Data 
Mover (SDM) to recreate the write operation at the secondary site. This information includes the 
type of write command, sequence number, and host time stamp. All of this information is collected 
in about .04 ms after which the write command continues and is completed. 

3. Independent of the application I/O running on the host at the primary site, the SDM communicates 
with the DASD subsystem at the primary site. 

4. The SDM reads all record updates across all volumes in an LSS.

5. The updates are collected through the SDM across all primary storage subsystems, journalized in 
consistency groups, and subsequently written to the secondary target disks. 

It should be noted that zGM implementation specific details can vary by vendor. 
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EMC Remote DASD Replication
EMC offers their own family of products for DASD RDR known as the Symmetrix Remote Data Facility 
(SRDF) and also licenses the previously described IBM technology.
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EMC SRDF Family of Products for z/OS
SRDF offers a family of technology solutions to implement DASD array based remote replication. At the 
conceptual level, SRDF is simple mirroring (RAID 1) of one logical DASD device (the primary source/
R1) within a primary Symmetrix subsystem to a second logical device (the secondary target/R2) in 
a physically separate secondary Symmetrix storage subsystem over ESCON, FCP, or Gigabit Ethernet 
(GigE) high speed communication links. The distance separating the two Syymetrix storage subsystems 
can be from a few feet to thousands of miles. SRDF has evolved to provide different operational modes 
including synchronous, asynchronous, and adaptive copy modes (Negro & Pendle, 2013). There are 
also advanced multi-site solutions built upon SRDF such as cascaded SRDF and SRDF/Star that will be 
discussed in Part 4 Chapter 5.

One common thread throughout the operational modes has been control of the SRDF family products 
by a mainframe-based application called the SRDF Host Component. SRDF Host Component is the 
central mechanism through which all SRDF functionality is made available. EMC Consistency Group for 
z/OS is another highly useful EMC tool for managing dependent write consistency across links between 
Symmetrix subsystems attached to one or more IBM System z mainframes. 

SRDF mainframe features include (Negro & Pendle, 2013):

1. Support for either ESCON or FICON host channels regardless of the SRDF link protocol employed: 
SRDF is a protocol deployed between Symmetrix subsystems that mirrosdata on both sides of a 
communications link. System z host connectivity to the Symmetrix storage subsystem (ESCON, 
FICON) is completely independent of the protocols used in moving data over the SRDF links.

2. The ability to deploy SRDF solutions across the entire enterprise: SRDF Host Component caqn 
manage remote replication for both Count Key Data (CKD) and Fixed Block Architecture (FBA) format 
disks. In these deployments, both a mainframe and one or more open systems hosts are attached 
to the primary side of the SRDF relationship. Enterprise SRDF deployments can be controlled either 
by mainframe hosts or by open systems hosts.

3. Software support for taking an SRDF link offline: SRDF Host Component has a software command 
that can take an SRDF link offline independent of whether it is taking the target volume offline. This 
feature is useful if there are multiple links in the configuration and only one is experiencing issues, 
for example too many bounces (sporadic link loss) or error conditions. It is unnecessary to take all 
links offline, when taking the one in question offline is sufficient.

SRDF/Synchronous (SRDF/S)
SRDF/S is DASD remote replication that creates a synchronous replica at one or more Symmetrix 
targets located within campus, metropolitan, or regional distances. SRDF/S provides a no data loss 
(near zero RPO) solution.

SRDF/Asynchronous (SRDF/A)
SRDF/A is a DASD remote replication solution that enables the source to asynchronously replicate 
data. SRDF/A incorporates delta set technology which enables write ordering by employing a buffering 
mechanism. EMC Symmetrix storage subsystems started to support SRDF/A beginning with EMC 
Enginuity version 5670. 

SRDF/A is a mode of remote DASD replication that allows the end user to asynchronously replicate 
data while maintaining a dependent-write consistency copy of the data on the secondary (R2) devices 
at all times. This dependent-write consistent point-in-time copy of the data at the secondary side 
is typically only seconds behind the primary (R1) side. SRDF/A session data is transferred to the 
secondary Symmetrix subsystem in cycles or delta sets. This eliminates the redundancy of multiple 
same track changes being transferred over the SRDF links, potentially reducing the replication network 
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bandwidth requirements. SRDF/A provides a long distance replication solution for EMC customers who 
require minimal host application impact while maintaining a dependent-write, consistent restartable 
image of their data at the secondary site. In the event of a disaster at the primary (R1) site or if SRDF 
links are lost during data transfer, a partial delta set of data can be discarded, preserving dependent-
write consistency on the secondary site within no more than two SRDF/A cycles.

EMC IBM Compatibility
EMC licenses code from IBM to provide compatibility of DASD remote replication in Geographically 
Dispersed Parallel Sysplex (GDPS) environments.

EMC Compatible Peer (PPRC)
EMC Compatible Peer provides a volume to volume based physical remote copy between different 
Symmetrix DASD subsystems. Compatible Peer employs SRDF/S and Adaptive Copy operations and 
components for remote replication operations in a manner of operation that is fully compatible with 
PPRC. PPRC primary volumes and PPRC secondary volumes are SRDF/S R1 and R2 devices respectively. 
EMC Compatible Peer is operationally equivalent to PPRC in a GDPS/PPRC implementation and most 
native PPRC implementations. When Compatible Peer is enabled, EMC Syymetrix subsystems respond to 
PRPC CCWs, report errors as PPRC would, and can be managed through the external interfaces of TSO 
commands, ICKDSF directives, and the Advanced Copy Services API (Negro & Pendle, 2013). 

Compatible Peer’s volume pairs must be composed of EMC volumes; however, Symmetrix subsystems 
with Compatible Peer can be configured side by side with other vendor DASD subsystems employing 
PPRC. Even though Compatible Peer employs SRDF/S microcode operations and physical SRDF 
components, it is entirely operated by PPRC directives. 

EMC Compatible Extended (XRC)
EMC offers full compatibility with z/OS Global Mirror (zGM).

HDS DASD Remote Data Replication
Hitachi Data Systems (HDS) is a leading supplier of storage for IBM mainframe customers and has over 
twenty years of experience supporting mainframe environments. HDS offers unique storage and storage 
management features to provide HDS specific RDR functionality such as Hitachi TrueCopy and Hitachi 
Universal Replicator (HUR). HDS also focuses on support and qualification of IBM compatible remote 
replication features such as PPRC and XRC for IBM GDPS environments. HDS replication solutions 
for mainframe environments also support intermix environments which can include all of the latest 
generations of HDS Enterprise class storage subsystems including the VSP, USP-V, USP VM, and the 
original USP. 

Hitachi TrueCopy Synchronous Remote Replication
Hitachi TrueCopy provides a continuous, non-disruptive, host independent zero data loss synchronous 
replication solution. For mainframe environments, TrueCopy synchronous supports consistency across 
multiple storage controllers (Hitachi Data Systems, 2013):

• Offers a zero data loss (RPO=0) solution

• Ensures remote copy is always a mirror image of a source volume while in duplex state

• Supports consistency across multiple storage systems

• Works in conjunction with HUR for advanced and three site data center configurations

For IBM z/OS, TrueCopy is compatible with and optionally managed via PPRC commands. This enables 
compatibility in IBM Hyperswap environments to provide high availability of IBM System z mainframes. 
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TrueCopy supports synchronous replication up to 300 km (190 miles) via fibre channel connectivity. Up 
to 4094 replication pairs and up to 16 consistency groups/DASD susbsystem are supported by HDS.

A TrueCopy for mainframe system creates and maintains a mirror image of a production volume at 
a remote location. Data in a TrueCopy backup stays synchronized with the data in the local storage 
subsystem. This happens when data is written from the host to the local storage subsystem, then to 
the remote storage subsystem via the fibre channel data path. The host holds subsequent output until 
an acknowledgement is received from the remote storage subsystem for the prior output.

Typical Hitachi TrueCopy Configuration (Hitachi Data Systems, 2013)

1. The local VSP storage subsystem is connected to a host. The remote storage subsystem is 
connected to the local system via fibre channel data paths. The remote system may be a VSP, or a 
different HDS model.

2. A host at the local site is connected to the local storage subsystem. HDS also typically recommends 
having a host at the secondary site connected to the remote storage subsystem for use in a 
disaster recovery scenario. If this is not feasible, the local host must be in communication with the 
remote storage subsystem.

3. A main volume (M-VOL) on the local storage subsystem that is copied to the remote volume (R-VOL) 
on the remote system. 

4. Fibre channel data paths for data transfer between the main and remote storage subsystems.

5. Target, initiator, and RCU target ports for the fibre channel interface.

6. Management software (Hitachi Business Continuity Manager).

TrueCopy Data Path
TrueCopy for mainframe operations are carried out between local and remote storage subsystems 
connected by fibre channel interfaces. The data path, also referred to as the remote copy connection, 
connects ports on the local VSP storage system to the ports on the remote storage subsystem. The ports 
are assigned attributes that allow them to send and receive data. One data path connection is required, 
but two or more independent connections are recommended for hardware redundancy. A maximum of 
eight paths per control unit can be used.

Hitachi Universal Replicator (HUR)
HUR provides asynchronous storage array based replication for internal and external storage attached 
to HDS enterprise class storage platforms. HUR provides low latency performance and RPO control 
through the use of storage subsystem journal-based replication and leverages asynchronous replication 
driven by the remote site to minimize impact on primary production systems. HUR supports consistency 
groups across volumes and across up to 12 storage controllers on HDS enterprise storage subsystems 
(Hitachi Data Systems, 2013).

HUR offloads the majority of processing for asynchronous replication to the remote storage subsystem 
using unique HDS pull technology. HUR also uses journaling to keep track of all updates at the primary 
site until the updates are applied on the remote storage subsystem. The journaling approach provides 
resiliency for a shorter RPO while protecting production performance during network anomalies. The 
HDS pull technology frees up processing power at the primary site for critical production activities and 
limits the need to upgrade your primary site storage infrastructure.

With HUR, the remote volumes are an asynchronous block for block copy of the local storage volumes. 
HUR is designed to support a secondary site hundreds or thousands of miles from the local site 
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to facilitate recovery from regional disasters. HUR is designed to limit impact on the local (primary) 
storage subsystem. Updates sent from a host mainframe to the primary production volume on the local 
storage subsystem are copied to a local journal volume. The remote storage subsystem pulls data from 
this journal volume across the communication link(s) to the secondary volume. With HUR, the local 
storage subsystem is therefore free to perform its role as a transaction processing resource rather than 
as a replication engine. 

HUR Data Path
The physical transmission link between the local and remote systems is called the data path. HUR 
commands and data are transmitted through the fibre channel data path and switches/directors. The 
data path is connected to the primary and secondary storage subsystems through two types of fibre 
channel ports; initiator and RCU target ports. HUR requires paths in both directions. More specifically, 
it requires paths with initiator ports in the MCU connected to RCU target ports in the RCU, and paths 
with initiator ports in the RCU connected to RCU target ports in the MCU. One data path connection is 
required. It is recommended by HDS to use two or more independent connections to provide hardware 
redundancy. A maximum of eight paths can be used. 

HDS Replication Management
HDS Business Continuity Manager (BCM) is a z/OS based software solution that automates disaster 
recovery and planned outage functions in order to reduce recovery times. BCM provides auto-discovery 
of enterprise wide storage configuration and replication objects to minimize error prone data entry. 
BCM provides centralized management of both HUR and TrueCopy. BCM uses ISPF or REXX scripts to 
manage replication. In band BCM commands can be used to manage replication at the remote site 
from the primary site (Hitachi Data Systems, 2012).

Hitachi Replication Manager is a server based GUI software tool than can be used to configure, 
monitor, and manage Hitachi storage based replication products for both open systems and mainframe 
environments as an enhancement to BCM. In essence it provides a single pane of glass to monitor and 
operate both mainframe and open systems replication.

EXTENDED DISTANCE FICON AND BROCADE EMULATION FOR XRC
We will conclude the chapter with an introduction to Extended Distance FICON, Brocade’s XRC 
emulation, and a comparison of the two related technologies.

As part of the Feb. 26, 2008, IBM System z10 and DS8000 announcements, IBM announced 
Information Unit (IU) pacing enhancements that allow customers to deploy z/OS Global Mirror over long 
distances without a significant impact on performance. This is more commonly known as Extended 
Distance FICON. The more technically accurate term, as defined in the ANSI T11 FC-SB3/4 standards, 
is persistent IU pacing. The ANSI T11 FC-SB3 standard was amended (FC-SB3/AM1) in January 2007 
to incorporate the changes made with persistent IU pacing (Flam & Guendert, 2011).

Extended Distance FICON really is a marketing term created to add some “pizzazz” to the standards 
terminology. IBM coined the term in February 2008, but it really has nothing to do with increasing 
distance; rather, it’s a performance enhancement for FICON data traffic traveling over a long distance. 
Enhanced Distance FICON would be a more accurate marketing term. 

Channel Distance Extension Background
At the time of its introduction in 1990, ESCON supported a maximum distance of 20 km. While it 
exploited the relatively new Fibre Channel technology, it employed circuit switching rather than the packet 
switching that is typical of today’s Fibre Channel implementations. This provided significantly improved 
physical connectivity, but retained the same one-at-a-time CCW challenge-response/permission seeking 
logical connectivity that had been employed by parallel channels. As a result, ESCON performance is 
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significantly reduced at extended distances by the multiple roundtrip delays required to fetch the channel 
programs, a performance deficiency commonly referred to as ESCON droop.

By the late 1990s the shortcomings of ESCON were driving a new technical solution. FICON evolved in 
the late 1990s to address the technical limitations of ESCON in bandwidth, channel/device addressing, 
and distance. Unlike parallel and ESCON channels, FICON channels rely on packet switching rather 
than circuit switching. FICON channels also rely on logical connectivity based on the notion of assumed 
completion rather than the permission-seeking schema. These two changes allow a much higher 
percentage of the available bandwidth to be employed for data transmission and for significantly better 
performance over extended distances (Brocade Communications Systems, 2011).

FICON Protocol Overview and Efficiency
FICON is an Upper Level Protocol (ULP) of the Fibre Channel architecture/standard. FICON is also 
known by its formal name of FC-SB2, which is how the formal Fibre Channel standards documentation 
refers to it. FICON and FC-SB2 are interchangeable terms. FC-SB2 defines both the physical and logical 
structure of the frames of data used by FICON to transport data via channel programs. FICON offers far 
greater connectivity flexibility compared to ESCON. Unlike ESCON, FICON supports multiple concurrent 
I/Os, as well as full-duplex channel operations. ESCON processes one I/O at a time and is half-duplex. 
Since its introduction, FICON has evolved and new standards have been introduced, including FC-SB3 
for cascaded FICON and FC-SB4 for z High Performance FICON (zHPF). Table 1 compares ESCON and 
FICON key attributes (Flam & Guendert, 2011).

Table 1. Channel protocol characteristics

Capabilities ESCON ESCON to  
FICON bridge

FICON Native  
(FICON Express)

FICON Native with 
FICON Express 8S

I/O operations  
at a time

Only one Any 8 32 open exchanges 64 open exchanges

Logically daisy-
chained control units 
to a single channel

Any one I/O,  
take turns

Any 8 I/Os 
concurrently

Any number of I/Os 
concurrently

Any number of I/Os 
concurrently

Utilization of a 
channel on host

< 35% 50–70% 90% or more 90% or more

Average I/Os per 
channel (4k blocks)

2,000–2,500 2,500 6,000 22,000–87,000  
(CCW – zHPF)

Unit addresses  
per channel

1,024 16,384+ 16,384+ 16,384+

Unit addresses  
per control unit

1,024 4,096 16,384+ 16,384+

Bandwidth 
degradation

Beyond 9 km Beyond 100km Beyond 100 km Beyond 100 km

Numerous tests comparing FICON to ESCON have been done by IBM, other SAN equipment 
manufacturers and independent consultants. The common theme among these tests is that they 
support the proposition that FICON is a much better performing protocol over a wide range of topologies 
when compared with traditional ESCON configurations. This performance advantage is very notable as 
the distance between the channel and control unit increases. 
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Figure 8 (Brocade Communications Systems, 2011) is a representation of what was referred to earlier 
as ESCON’s permission-seeking/challenge-response schema. ESCON channels only transmit a single 
CCW at a time to a storage subsystem. Once the subsystem (such as a DASD array) has completed its 
work with the CCW, it notifies the channel of this with a channel-end/device-end (CE/DE). The CE/DE 
presents the status of the CCW. If the status of the CCW was normal, the channel then transmits the 
next CCW of the channel program. Assuming that we are discussing DASD, this leads to approximately 
75 percent of the reported connect time being representative of time periods in which the channel is 
occupied, but data is not being transferred. This schema presents two distance-related performance 
issues. First, each CCW experiences distance-related delays as it is transmitted. Second, the small size 
of the packet that ESCON employs to transfer data, known as a Device Information Block (DIB), coupled 
with the very small data buffer employed by ESCON results in the phenomenon that is now known 
as ESCON droop. ESCON droop is a substantial effective data rate drop experienced as the distance 
between the host channel and the storage device increases.
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Figure 9 (Brocade Communications Systems, 2011) represents the FICON CCW pattern, which is 
often referred to as assumed completion. The entire channel program is transmitted to the storage 
subsystem at the start of an I/O operation. If there are more than 16 CCWs in the channel program, 
the remainder are transmitted in groups of 8 until the channel program is completed. The overwhelming 
majority of channel programs are 16 or fewer CCWs in length. After the storage subsystem completes 
the entire channel program, it notifies the channel with a channel end/device end (CE/DE). The 
numerous turnarounds present with the ESCON protocol are eliminated. The FICON architecture has 
been tested as supporting distances of up to 120 km without the problem of droop.
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Droop begins when the link distance reaches the point at which the time required for light to make one 
round trip on the link is equal to the time it takes to transmit a number of bytes that will fill the receiver’s 
buffer. The main factors are the speed of light, the physical link, the protocol itself, the physical link 
distance between the channel and control unit, the link data rate and the buffer capacity. With ESCON, 
droop begins at about 9 km; whereas FICON does not experience droop until at least 100 km. 

In a configuration where a channel is extended beyond traditional distances, the additional delay of the 
extension solution can add significantly to the droop effect of an ESCON or FICON channel. Generally, at 
20 km ESCON delivers less than half the maximum effective bandwidth that would be delivered at zero 
distance. FICON is not affected until after 120 km.

How do you overcome the effects of channel droop, maintain native (or near native) performance, and 
still guarantee the integrity of the channel program and corresponding data and information? Until 
the introduction of persistent IU pacing/Extended Distance FICON, the solution was to implement a 
combination of frame-shuttle, channel, control unit, and device emulation technologies on channel 
extension hardware, either stand alone specialized hardware, or a blade in a FICON director.

Sequences, Exchanges, and Information Units (IUs)
In early discussions about the design requirements for the extension of FICON channels, there was 
concern expressed over the effect of a FICON flow control method called IU pacing and the effect that 
it might introduce for very long-distance WAN extension of channels. The FICON Upper Layer Protocol 
(ULP) employs three resources: SB-3/SB-4 sequences, Open Exchanges (Oes), and Ius to manage the 
underlying physical credits (2K data buffers) used to transmit the actual data. A credit is a 2K physical 
data transmission buffer. They are more commonly known as buffer-to-buffer credits, which are used for 
flow control between two optically adjacent Fibre Channel ports (Artis & Guendert, 2006). 

Buffer credits are a crucial and often overlooked component in configurations in which frames will 
travel long geographic distances between optically adjacent ports (ports connected to each other). 
System z FICON channel cards and storage host adapter ports have a fixed number of buffer credits 
per port. Switching devices (including channel extension) typically can have their buffer credit settings 
customized. This is important, as the long distances are typically between the switching devices. Having 
the correct/optimal number of buffer credits ensures frames will “stream” over the distance and the 
link will be fully utilized. An insufficient number will result in dormant periods on the link-stopped traffic. 
The optimal number of buffer credits depends on three variables: link speed, frame size, and distance 
(Guendert, Understanding the Performance Implications of Buffer to Buffer Credit Starvation in a FICON 
Environment: Frame Pacing Delay, 2007).

When receiving frames from the link, the Fibre Channel Physical and Signaling Interface (FC-PH) 
standard provides a mechanism that assembles sub-blocks of data contained in the payloads of one 
or more frames into a single data block. This single data block is known as a sequence. Each FC-4 
ULP defines the contents of the sequences used for ULP functions. When this content (and use of the 
sequence) is defined in this manner, it’s called an IU, which is a logical resource comprised of one to 
four credits. FICON and FICON Express/Express 2/Express 4/Express 8 channels currently support 
a maximum of 16 concurrent IUs for each OE. SB-3 IUs contain commands, device-level controls, link 
controls, and other related functions. Common examples of SB-3 IUs are command IUs, solicited data 
IUs, unsolicited data IUs, solicited control IUs, and unsolicited control IUs.

An Open Exchange (OE) is a logical resource representing an I/O being processed by a channel. FICON 
and FICON Express/Express 2 channels on zSeries servers can support 32 concurrent OEs. FICON 
Express 2/4/8/8S channels on System z9 and later servers can support 64 concurrent OEs. IUs sent 
by a FICON channel during the execution of an SB-3 link-control function or device-level function are 
restricted to one exchange, known as an outbound exchange. The IUs a FICON channel receives during 
an I/O operation are restricted to a different exchange, known as an inbound exchange (Kembel, 2002). 
Figure 10 shows the relationship between frames, sequences, and exchanges.
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An inbound exchange and outbound exchange transfer IUs in a single direction. An existing pair 
occurs when both an inbound and outbound exchange simultaneously exist between a channel and 
control unit for execution of the same device-level or link-level function. The control unit is then said 
to be connected to the channel. A channel program, executed in a single connection, uses only one 
existing pair. If the connection is removed by closing the exchanges during the channel program, a new 
exchange pair is required to complete the channel program. To avoid errors that can occur from lost 
IUs or due to the inability to send an IU, sufficient resources need to be held in reserve. This reserve 
is necessary to support new exchange pairs for unexpected events. If an IU initiating a new exchange 
pair is received, sufficient resources must be available to properly receive the IU and to initiate a new 
exchange in response (Flam & Guendert, 2011). 

IU Pacing and Persistent IU Pacing
IU pacing is an FC-SB-3 level 4 function that limits the number of Channel Command Words (CCWs), 
and, therefore, the number of IUs, that can either transmit (write) or solicit (read) without the need for 
additional control-unit-generated acknowledgements (called command responses). FC-SB-3 Rev 1.6 
defines an IU pacing protocol that controls the number of IUs that can be in flight from a channel to a 
control unit. The control unit may increase the pacing count (the number of IUs allowed to be in flight 
from channel to control unit) in the first command response IU sent to the channel. The increased 
pacing count is valid only for the remainder of the current outbound exchange. In certain applications, 
at higher link speeds and at long distances, a performance benefit is obtained by the increase in the 
allowed pacing count (Brocade Communications Systems, 2011).

The IU pacing protocol has a limitation that the first burst of IUs from the channel to the control unit 
can be no larger than a default value of 16. This causes a delay in the execution of channel programs 
with more than 16 commands at long distances because a round trip to the control unit is required 
before the remainder of the IUs can be sent by the channel, upon the receipt of the first command 
response, as allowed by the increased pacing count. Since flow control is adequately addressed by 
the FC-PH level buffer-to-buffer crediting function, IU pacing isn’t a flow control mechanism. Instead, IU 
pacing is a mechanism intended to prevent I/O operations that might introduce large data transfers 
from monopolizing access to Fibre Channel facilities by other concurrent I/O operations.

In essence, IU pacing provides a load-sharing or fair-access mechanism for multiple, competing channel 
programs. While this facility yields desirable results, ensuring more predicable I/O response times on 
heavily loaded channels, it produces less optimal results for long-distance deployments. In these cases, 
increased link latencies can introduce dormant periods on the channel and its Wide Area Network 
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(WAN) link (Flam & Guendert, 2011). Dormant periods occur when delays waiting for anticipated 
command responses increase to the point where the pacing window prohibits the timely execution of 
CCWs that might otherwise be executed to ensure optimal performance.

The nominal IU pacing window for 1, 2, 4, and 8Gbit/sec FICON implementations permits no more than 
16 IUs to remain uncredited. Pacing credits can be adjusted dynamically from these values by control 
unit requests for specific protocol sequences; however, the channel isn’t bound to honor control unit 
requests for larger IU pacing windows.

Persistent IU pacing is a method for allowing FICON channels to retain a pacing count that may be used 
at the start of execution of a channel program. This may improve the performance of long I/O programs 
at higher link speeds and long distances by allowing the channel to send more IUs to the control unit, 
thereby eliminating the delay of waiting for the first command response. The channel retains the pacing 
count value, presented by the control unit in accordance with the standard, and uses that pacing count 
value as its new default pacing count for any new channel programs issued on the same logical path 
(Flam & Guendert, z/OS Global Mirror Emulation vs. Persistent IU Pacing, 2011).

Persistent IU pacing is described by modifications to the following functions specified in FC-SB-3. The 
changes relevant to persistent IU pacing are summarized below:

• Establish Logical Path, Logical Path Established, and Status-Parameter Field: The Establish Logical 
Path (ELP) function was modified with definitions for optional features for bits in the link-control 
information field. In particular, bit one(1) was modified for persistent IU pacing. When bit one of 
the link-control information field is set to zero in the ELP IU, persistent IU pacing is not supported. 
When bit one of the link control information field is set to one in the ELP IU, persistent IU pacing is 
supported. This change is also reflected in the Logical Path Established (LPE) function. 

Bytes 2 and 3 of word 0 of the status header (the status-parameter field) was also modified for 
persistent IU pacing. This is a 16-bit field that may contain a residual count or IU pacing parameter. 
If the conditions are such that neither the residual count nor an IU pacing parameter is to be 
presented, the control unit shall set the status-parameter field to zero, and the channel receiving the 
status DIB shall ignore the status-parameter field. The modifications made deal with the residual 
count, and the IU pacing parameter.

• Residual Count: The residual count is a 16-bit unsigned binary number that represents the difference 
between the CCW count for a command and the quantity of data actually transferred either from 
or to the device for that command. For write commands, the residual count shall be equal to the 
difference between the CCW count of the current CCW for the command and the number of bytes 
actually written to the device. For read commands, the residual count shall be the difference between 
the CCW count for the current CCW for the command and the number of bytes actually read from the 
device and transferred to the channel. The residual count is meaningful only when the residual-count-
valid (RV) bit is one. 

• Persistent IU Pacing Parameter Valid: When persistent IU pacing is enabled and the residual-count-
valid (RV) bit is set to zero, the persistent IU pacing parameter valid bit is provided in the status 
parameter field bit 0. When set to one, this bit indicates that the IU pacing parameter is valid. When 
set to zero, this bit indicates that the IU pacing parameter is not valid, is ignored by the channel 
and shall not change the persistent pacing credit at the channel for the logical path. This bit is only 
meaningful when persistent pacing is enabled. 

• IU Pacing Parameter: The IU pacing parameter is an eight bit value that is carried in the least-
significant byte of the status-parameter field. The use of the IU pacing parameter in the status 
parameter field depends on whether or not persistent IU pacing is enabled. When persistent IU 
pacing is not enabled, the IU pacing parameter is provided in the status-parameter field when 
status is presented for the first command of a channel program that is executed as an immediate 
operation or when presenting device end in order to reconnect when the chaining condition is set 
(Flam & Guendert, Demystifying Extended Distance FICON AKA Persistent IU Pacing, 2011). When 
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persistent IU pacing is enabled, the residual-count-valid (RV) bit is set to zero and the persistent 
IU pacing parameter valid bit is set to one, the IU pacing parameter shall be provided in the status 
parameter field. The IU pacing parameter shall be sent by the control unit to indicate to the channel 
the maximum number of IUs a channel may send on a given outbound exchange until it receives a 
command response IU that was sent because the CRR bit was set to one, on the existing inbound 
exchange. An IU pacing parameter of zero indicates that the control unit wishes to leave the default 
value of the IU pacing credit unchanged. 

Functionality and Operation of IU and Persistent IU Pacing
At the time of the February 2008 IBM announcement, the Extended Distance FICON capability was 
available only on the System z10 coupled with the DS8000 running Licensed Machine Code (LMC) level 
5.3.1 or later.. Today, it’s supported on the System z196 and the System z10 processors running Driver 
73 with MCL F85898.003, or Driver 76 with MCL N10948.001. EMC supports persistent IU pacing 
with the Enginuity 5874 Q4 service release (i.e., requires the VMAX DASD array). HDS also supports 
persistent IU pacing with its USP-V. Persistent IU pacing is transparent to the z/OS operating system 
and applies to all the FICON Express2, Express4, Express8 and Express8S features carrying native 
FICON traffic.

Each FICON channel provides an IU pacing credit initialized at either the start of each channel program 
or at reconnection to continue the execution of a channel program. The IU pacing credit is the maximum 
number of IUs a channel may send on a given outbound exchange before it receives a command-
response IU. 

A FICON channel may operate in the default IU pacing mode or in the persistent IU pacing mode. A 
FICON channel operates in persistent IU pacing mode on each logical path for which both the channel 
and control unit indicate support for the persistent IU pacing optional feature. On any logical path for 
which the persistent IU pacing optional feature isn’t supported, a FICON channel operates in the default 
IU pacing mode. When a FICON channel is operating in default IU pacing mode, the IU pacing credit 
in effect at the start of a channel program is set to a model-dependent (DASD array-specific) value no 
greater than the default value of 16. When a FICON channel is operating in persistent IU pacing mode, 
the IU pacing credit is initialized with the current pacing credit in effect for the logical path [FC-SB-4].

When a control unit is operating in default pacing mode, the control unit may request that the IU 
pacing credit be increased by the FICON channel at the start of a channel program or each time the 
control unit reconnects with device-end status. At the start of a channel program, the control unit 
may request that the IU pacing credit be increased by providing an IU pacing parameter in either the 
command response or in the status sent in response to the first command of a channel program. When 
reconnecting with device-end status, the control unit may request that the IU pacing credit be increased 
by providing an IU pacing parameter in the status DL/I Interface Block (DIB). A modified pacing credit 
then remains in effect for the duration of the outbound exchange. 

When a control unit is operating in persistent IU pacing mode, the control unit may request that the 
IU pacing credit for the logical path be modified at the start of a channel program. Any modification of 
the IU pacing credit will take effect at the start of the next channel program on the logical path and 
persist until changed again by the control unit, or until a system reset is performed for the logical path 
(Brocade Communications Systems, 2011). The control unit may request that the IU pacing credit be 
modified by providing an IU pacing parameter in either the command response or in the status sent in 
response to the first command of a channel program. A control unit may increase, decrease, or reset 
the pacing credit to the default value. A pacing parameter value of zero has the effect of resetting the 
credit to the default value of 16. 

To avoid resetting the pacing count to the default value, the control unit must retain its desired setting 
and include this value in the pacing parameter for all command response IUs and status IUs in which 
the pacing parameter is valid. This must be done for all device operations on the same logical path. 
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If the control unit sets the IU pacing parameter to a value less than or equal to the default value, the 
FICON channel won’t increase the IU pacing credit above the default value. If the control unit sets the 
IU pacing parameter to a value greater than the default value, then the FICON channel may increase the 
IU pacing credit by any amount up to the value indicated by the IU pacing parameter [FC-SB-4].

At the start of a channel program or at each reconnection, the FICON channel shall send a model 
dependent number of IUs to the control unit. The number of IUs sent shall not exceed the IU pacing 
credit value. Prior to or at the last command IU sent, the FICON channel shall request a command 
response to be returned by setting the CRR bit in a command or command-data DIB. The selection 
of the command or command-data DIB for the setting of the CRR bit shall be such that the remaining 
IU pacing credit (that is, the number of additional IUs the FICON channel is allowed to send before it 
receives a command-response IU) does not prevent the transmission of all of the IUs for a CCW. For 
example, if the FICON channel has not set the CRR bit since the command or command-data DIB for 
which the last command response was received and the remaining IU pacing credit is less than the 
number of IUs required to transfer all of the data indicated by the CCW count field in a command-data 
DIB, then the CRR bit shall be set to a one in the command-data DIB; otherwise, the FICON channel 
shall be unable to proceed with the channel program. When a command response is received, it shall 
indicate which CCW is currently being executed, and therefore, the number of IUs that have been 
processed since the start of the channel program or since the IU for which the previous command 
response was received. Upon receipt of the command response, the FICON channel is then permitted 
to send an additional number of IUs beyond the current remaining credit equal to the number of IUs 
indicated as having been processed (Flam & Guendert, Demystifying Extended Distance FICON AKA 
Persistent IU Pacing, 2011).

When a control unit sends a data IU containing a status DIB, the control unit shall discard all command 
IUs with the SYR bit set to zero and data IUs that are received subsequent to the IU for which the 
status was sent. When a data IU containing a status DIB is received, the FICON channel sets its 
remaining IU pacing credit to a value equal to the IU pacing credit for the exchange; the number of IUs 
a FICON channel is then permitted to send, including and subsequent to the IU sent in response to the 
status, is equal to the IU pacing credit. When an IU that closes the inbound exchange is received, a 
FICON channel is allowed to respond to the IU without regard to IU pacing credit.

IU pacing highlights and suggested best practices 

• The intent of the IU pacing function is to prevent data-intensive channel programs, such as a channel 
program performing a data archive operation, from unfairly utilizing all of the resources of a control 
unit. IU pacing is not intended to be a means of flow control.

• A control unit may return a Control Unit Busy status if resource limitations prevent the control unit 
from accepting all of the IUs sent by a channel during the initiation of a new exchange pair.

• The IU pacing function is defined only for transmissions from the channel to the control unit. It is not 
required for control unit to channel transmissions since resources are allocated in the channel prior 
to execution of the channel program.

• A preferred channel implementation makes use of the IU pacing parameter provided by the control unit.

• A preferred control unit implementation provides a means by which the IU pacing parameter may be 
modified based on operating conditions.

An IU pacing credit greater than 16 is recommended for link speeds above 1Gbits/sec. For distances of 
up to 100 KM, the IU pacing credit should double as the link speed doubles above 1Gbits/sec.

Brocade z/OS Global Mirror Emulation
The IBM z/OS Global Mirror application for mainframe is one of the most comprehensive disk 
replication offerings available for z/OS environments. z/OS Global Mirror (formerly known as XRC) is a 
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coordinated communications and mirroring solution that spans storage controllers and a host-based 
system data mover. The system data mover controls the mirror and is responsible for reading a copy of 
all modified data located on primary storage, as well as maintaining a copy on secondary storage. For 
Business Continuity and Disaster Recovery (BC/DR), the primary and secondary storage are typically 
geographically separated. The unique Brocade FICON emulation feature provides capabilities for 
extending the primary Direct Access Storage Device (DASD) over virtually unlimited distances, giving 
enterprises maximum flexibility in geographic placement.

The IBM z/OS Global Mirror for System z (zGM) operates on two basic types of commands (Flam & 
Guendert, z/OS Global Mirror Emulation vs. Persistent IU Pacing, 2011):

• Read Track Sets (RTSs) are used to read entire tracks during a synchronization phase.

• Read Record Sets (RRSs) are used to read records that have been modified on the primary DASD.

In zGM applications, high performance depends on the efficient execution of lengthy chains of the RRS 
channel programs. Since these channel programs can ultimately chain hundreds of RRS commands 
together, IU pacing may impose unnecessary performance constraints on long-distance and high-latency 
WANs. In these applications, the outbound flow of commands or command-data IUs to the device may 
be interrupted, due to delays in the timely receipt of required command response IUs from the device.

The Brocade z/OS Global Mirror emulation process serves only this uniquely formatted channel 
program. Within this single channel program type, it seeks only to alleviate the dormancy that may be 
introduced by the effect of IU pacing over long distances and increased latency. Latency is introduced 
by several mechanisms, including intermediate buffering delays, signal propagation delays, and, finally, 
bandwidth restrictions imposed by WAN links with lower bandwidth than the Fibre Channel media (one 
or two gigabits). Additionally, since the IU pacing mechanism has no means of predicting the actual 
number of data bytes solicited by input (RRS) operations, the resulting small inbound IUs raise the 
opportunity to increase periods of link dormancy.

Brocade zGM emulation yields performance increases over non-emulating protocols based on the 
combination of all of the factors already mentioned. It is important to appreciate the impact of these 
factors, in order to adequately assess the impact of zGM emulation. Methods of developing such 
information prior to deployment include data reduction of traces of the system data mover’s active 
channel programs with primary volumes. Additionally, information about the average propagation delay 
and total average bandwidth must be obtained from the WAN link provider.

In order to alleviate the excessive latency introduced by IU pacing across a WAN link, a zGM RRS 
emulation algorithm is implemented. RRS channel programs are differentiated from other channel 
programs via a unique prefixed Define Subsystem Operation (DSO) command called Command-Data IU. 
Information contained in the data buffer associated with this command carries both the number and the 
buffer size of all subsequent RRS Command IUs. Only channel programs associated with this unique 
DSO command are subject to the emulation process. All other channel programs and their associated 
information units are shuttled across the WAN link without any further processing. Thus, the emulation 
issue addresses only the performance issues associated with the Channel Command Words (CCWs) 
that are involved in RRS operations. All other supported functions are subject to the effects of WAN link 
latency to some degree (Brocade Communications Systems, 2011).

Performance and Architecture Planning Considerations
The second variable in addition to IU pacing that can have an effect on FICON performance over 
long distances is the actual structure of the channel programs. Comparing the operation and format 
between an ESCON and a FICON channel program helps illustrate how and when device emulation is 
advantageous. The three objectives in extension of a FICON channel are:

1. Protect the integrity of the transaction
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2. Keeps the FICON channel busy doing useful work

3. Reduce the number of round trips for any channel transaction

The device emulation employed in Brocade FICON extension products enables the solution to meet 
these objectives. The actual emulation will result in entire channel programs being executed on both 
the local and remote ends of the network and to eliminate IU pacing from the emulated channel 
sequences. The resulting operations localize many exchanges that would otherwise have gone end-to-
end between the host and control unit. This is not indiscriminate emulation, but rather a well-planned 
set of emulation rules which protect the integrity of the channel program. 

z/OS Global Mirror (formerly XRC) configurations such as that shown in figure 11 (Brocade 
Communications Systems, 2011), typically use channel extension technology between the remote 
host and the primary controller. The channel extension technology typically uses advanced 
emulation/acceleration techniques to analyze the CCW chains and modify them to perform local 
acknowledgements. This avoids throughput performance degradation (commonly known as data droop), 
which is caused by extra round trips in the long distance environment. This technology is typically an 
additional software license added to the channel extension hardware and may cost extra. Persistent 
IU pacing produces performance results similar to XRC emulation at long distances. It doesn’t really 
extend the distance supported by FICON, but can provide the same benefits as XRC emulation. In other 
words, there may be no need to have XRC emulation running on the channel extension hardware. 
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Figure 11. Frame, sequence, and exchange relationship.

Figure 12 shows persistent IU pacing performance comparisons for a sequential write workload. The 
workload consists of 64 jobs performing 4KB sequential writes to 64 data sets with 1,113 cylinders 
each, which all reside on one large disk volume. There are four enhanced System Data Movers (SDM) 
configured. When turning the XRC emulation off, the performance drops significantly, especially at 
longer distances. However, after the persistent IU pacing functionality is installed on the DASD array, 
performance is nearly returned to where it was with XRC emulation on. 
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Figure 12. Frame, sequence, and exchange relationship.

This has been achieved for the z/OS Global Mirror SDM “Read Record Set” (RRS) data transfer from a 
DASD array that supports persistent IU pacing to the SDM host address space. The control units that 
support persistent IU pacing can increase the pacing count. The pacing count is the number of IUs 
“in flight” from a channel to a control unit. FICON supports IU pacing of 16 IUs in flight. Persistent IU 
pacing increases this limitation for the RRS CCW chain to permit 255 IUs in flight without waiting for 
an acknowledgement from the control unit, eliminating handshakes between channel and control unit. 
Improved IU pacing with 255 IU, instead of 16 will enhance utilization of the link. 

High performance for z/OS Global Mirror can be achieved by ensuring that the storage subsystems 
have adequate resources, including cache, NVS, and path connections to handle the peak workload 
that is associated with remote copy sessions (and coexisting concurrent copy operations). The System 
Data Mover (SDM) software requires adequate processor MIPs, multiple processors, and real storage 
to accomplish its function in an efficient and timely fashion. The SDM, without adequate resources, 
may not be able to drain the storage control cache rapidly enough under peak workload conditions. 
Based on the workload, if this continues for an extended period of time, the cache could become 
overcommitted, and ultimately this could affect the performance of your primary systems.

When a z/OS Global Mirror solution is implemented over and extended distance, the entire solution 
must be architected to accommodate the worst case I/O scenarios. The solution needs to be able to 
handle end-of-month, end-of-quarter processing loads. The solution must be able to handle processing 
large I/O’s (half track of full track updates) and also online transaction processing characterized by 
much smaller sized I/O’s. Traditionally, it is the periods high volumes of small updates that will cause 
Global Mirror to have performance issues. Figure 12 is intended to represent the high volume of OLTP 
type transactions and is important because it reflects a worst-case type scenario (Flam & Guendert, z/
OS Global Mirror Emulation vs. Persistent IU Pacing, 2011). 

When looking at the data in figure 12 shown above, each test scenario depicted shows three data 
points; Brocade emulation on, Brocade emulation off, and Brocade emulation off with pacing.  The test 
cases of Brocade emulation off reflect what performance of z/OS Global Mirror are without “Extended 
Distance FICON” and also with not Brocade emulation enabled.  One can see that there network latency 
has a significant impact on I/O rates. The other two observations that should be made are (Flam & 
Guendert, Demystifying Extended Distance FICON AKA Persistent IU Pacing, 2011):
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1. Prior to the release of the “Extended Distance FICON” feature, z/OS Global Mirror required 
emulation in the network to function acceptably when there was moderate to high network latency. 
With the increased I/O rate that “Extended Distance FICON” has with Global Mirror, a customer may 
not need the Brocade emulation feature. The I/O rate increase that “Extended Distance FICON” 
provides may be good enough for the customer production environment

2. With the “Extended Distance FICON” feature and the Brocade emulation feature combined, the peak 
I/O rate that z/OS can sustain can be increased over what can be achieved with just the “Extended 
Distance FICON” feature and no Brocade emulation. The Brocade emulation feature can help a 
customer address the worst-case I/O rate scenarios. 

Persistent IU pacing, AKA “Extended Distance FICON” does not increase the distance support for 
FICON. Rather, it enhances the performance of FICON traffic going over long distance by increasing the 
number of information units (IUs) that can be in flight between a channel and control unit, and allowing 
that increased number of IUs to persist for longer than one exchange. This performance enhancement 
is intended primarily for use with z/OS Global Mirror (formerly known as XRC). This technology does 
not alter anything with respect to the amount of buffer credits needed to support long distance FICON 
data transmission. Hence, it does not change the need for FICON directors and/or channel extension 
hardware used for multi-site disaster recovery/business continuity architectures. However, persistent 
IU pacing can eliminate the need for XRC emulation technology on the channel extension hardware and 
this may reduce the cost of this hardware (Flam & Guendert, Demystifying Extended Distance FICON 
AKA Persistent IU Pacing, 2011).

CONCLUSION
This chapter gave an overview of remote data replication (RDR) for DASD in mainframe environments. 
We discussed the basic modes of DASD RDR (synchronous and asynchronous) as well as the methods 
of DASD RDR (host based and DASD array based). We then discussed DASD vendor specifics, with a 
more detailed focus on IBM technology since that is the basis for most of the mainframe DASD RDR 
used by all DASD vendors. Finally, we discussed the new Extended Distance FICON functionality, which 
is also known as persistent IU pacing. We discussed the Brocade XRC emulation technology, and 
finished the chapter with a comparison of persistent IU pacing and Brocade XRC emulation.

Chapter four will cover tape remote data replication. 
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INTRODUCTION
For years, enterprise IT has been faced with a variety of challenges that are almost mutually exclusive: 
support and enable business growth while reducing costs, increase data protection while improving 
global data access, and meet shorter recovery objectives while managing growing amounts of data, 
to name a few. To meet these and other business objectives, IT personnel require new approaches, 
new technologies, and new infrastructure architectures. Many are exploring the use of or are currently 
using electronic remote tape backup and remote virtual tape as a cost-effective approach for improved 
disaster protection and long-term data retention. However, given the sequential nature of tape 
operations, can tape be effectively extended over distance (Larsen, 2008)? This chapter focuses on 
the mainframe enterprise and leveraging of FICON-attached tape media over long distance to meet 
data retention and Disaster Recovery (DR) needs. It explores the business requirements, technological 
challenges, techniques to overcome distance constraints, and considerations for solution design.

This chapter continues our discussion of remote data replication; however, it focuses exclusively 
on remote replication for mainframe tape technologies. The discussion includes both native tape 
and virtual tape. The chapter starts with some general concepts and a discussion of the Brocade® 
Advanced Accelerator for FICON’s mainframe tape read and write pipelining technology. The second 
part of the chapter briefly looks at the different storage vendor native tape and virtual tape mainframe 
offerings and examines remote replication specifics for those offerings. A particular emphasis is on the 
Brocade-IBM Integrated TS7700 Grid Network solution.

Every company in the world has information that keeps its business afloat, whether is it billing 
information, order information, assembly part numbers, or financial records. Regardless of its size, 
every company has critical information that keeps its business in operations. The data that is deemed 
critical varies from company to company, but most agree that information on an employee’s workstation 
is less critical than the data stored in a DB2 application. It is that ranking of criticality to application 
and data that determines the most cost-effective means to protect it.

There are many different methods that can be applied to protect information in offsite locations. These 
range from physically moving tape cartridges to a secure location to synchronized disk replication 
over distance for immediate failover of operations. Depending on what Recovery Point Objective 
(RPO) and Recovery Time Objective (RTO) is applied to specific information, different solutions can be 
implemented to meet those objectives and contain costs for items such as additional equipment and 
Wide Area Network (WAN) charges.

RTO and RPO assignments can help in classifying applications or data to a level of protection and 
solution type to use (Larsen, 2008). Figure 1 shows the guidelines used by a large financial institution 
to help it decide on how to best protect its various applications. The institution determined that five 
classes of data existed and that each classification would use a certain type of recovery or Business 
Continuity method. Once an application was classified, the institution did not have to revisit which 
protection method to use.
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Figure 1. RPO and RTO assignment to protect applications.

In addition to Disaster Recovery needs, some businesses have specific requirements that must be met 
for retaining information. For instance, consider a company located in the Central U.S. that does credit 
card processing and billing for several large financial institutions and is mandated to retain records 
for no less than seven years. This company determined that tape was the most cost-effective media 
to use. It had three processing centers located as far as 1,800 miles from one another and wanted 
to electronically move tape traffic to its main data center, where all the media management could 
take place. Its application processing was done with a mainframe host in each location and utilized a 
FICON-based virtual tape subsystem that extended the physical tape attachment over a WAN to its main 
processing center. Even though this was not deployed for Disaster Recovery, it did provide DR benefits, 
such as reduced risk of lost tapes due to handling. It also allowed centralized tape management and 
provided immediate access to tape data that was as current as the most recent backup.

USING TAPE IN A REMOTE STORAGE SOLUTION
If a remote electronic tape solution becomes the method of choice to secure data in another location, 
users can be confident that it can be done at the performance levels required. Mainframe tape 
solutions have been a solid platform to use in local and remote situations for a number of years. In 
the late 1990s, ESCON tape was being extended from the host across metro and long distances over 
Wavelength Division Multiplexing (WDM) and dedicated leased Telco circuits. Long-distance solutions 
required specialized systems that would help maintain performance, since the ESCON protocols could 
not sustain performance beyond 10 miles. As technology evolved from ESCON to FICON, the distances 
supported have increased but still require specialized technology to reach across long distances and 
outside the “circle of disaster.”

Revisiting the “Tiers of Disaster Recovery”
Recall the earlier discussion on the SHARE Technical Steering Committee’s white paper on the “Tiers of 
Disaster Recovery.” Tape technology has an important place in that discussion.
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Tier 1 and Tier 2: Physical Transport
The vast majority of customers today use a traditional method of creating tapes nightly and then 
transporting them to a remote site overnight. This method is known unofficially within the industry as 
the Pickup Truck Access Method (PTAM) (Kern & Peltz, 2010).

• Tier 1: Tier 1 users send the tapes to a warehouse or “cold” site for storage.

• Tier 2: Tier 2 users send the tapes to a “hot” site where the tapes can be quickly restored in the 
event of a disaster.

Various schemes have been developed to improve the process of offloading data nightly from 
production sites and production volumes to tape. Some of these solutions provide full integration 
with various databases (Oracle, DB2, UDB, and so forth), as well as applications, for example, SAP. 
Numerous names have been created to describe these off-line backup solutions, including Serverless 
backup, LAN-free backup, Split Mirroring, and SnapShot.

Tier 3: Electronic Vault Transport
Today there are two ways to accomplish electronic tape vaulting. Both replace the physical transporting 
of tapes, with the tradeoff being the added expense for telecommunication lines.

• The first method is to write directly from a primary site to a tape storage subsystem located at a 
remote secondary site. 

• A second method is introduced with the TS7700 Grid Tape replication solution, or similar offerings 
from Oracle, EMC, and Luminex. With IBM tape replication, a host writes data to a tape locally in the 
primary site. The TS7700 Grid hardware then transmits the data to a second TS7700, located at 
the secondary site. The TS7700 actually supports more than one target location in a grid. Various 
options are provided as to when the actual tape copy takes place, for example, during tape rewind/
unload or asynchronously after rewind/unload (Kern & Peltz, 2010).

FICON-Capable Tape
Mainframe tape options vary from vendor to vendor, but for the most part there are a variety of 
standalone drives, automated libraries, or virtual tape subsystems that leverage internal disk to house 
tape data before actually exporting to a real physical media. Selecting the right product for operational 
needs is a matter of fitting the requirements of the enterprise.

Since all the drives use the FICON standard, techniques needed for long-distance deployment have 
been tested with the major vendors, so interoperability issues should be minimal. The FICON standard 
has evolved along with the Fibre Channel standard, because the two use the same lower-level protocols 
at Layer 1 and Layer 2 of the protocol stack. In addition to the advancements of FICON/FC port speeds, 
there has been a move toward using IP as the transport of choice for long-distance connectivity. FICON 
over IP is based on the Fibre Channel over IP (FCIP) standard but is uniquely modified to support the 
mainframe channel protocol.

Write operations can be expected to comprise the larger percentage of I/O operations for tape devices 
(for archival purposes), but given today’s requirement for data retrieval and shorter recovery times, read 
operations are becoming more and more critical. Both write and read operations are necessary for 
standalone tape extension or remote virtual tape solutions. Virtual tape configurations have a peer-to-
peer relationship between the virtual tape controllers and replicate data between them. Peer-to-peer 
deployments can also be clustered, which requires host access to both the primary and secondary 
virtual controllers. In a clustered virtual tape configuration, write and read operations work together to 
enhance data access and improve flexibility of system administration. A clustered configuration can 
take advantage of a primary and secondary subsystem failover, allowing for more effective management 
of maintenance windows. Without both write and read performance enhancements, users cannot 
leverage the failover capability and maintain operational performance (Larsen, 2008).
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Handling FICON Tape Protocol
Improved FICON protocol efficiencies reduce the number of end-to-end exchanges required to support 
tape operations, as compared with FICON’s predecessor ESCON and parallel channel implementations. 
However, many legacy access methods generate small channel programs consisting of as little as 
a single read or write Channel Command Word (CCW), normally preceded in a chain by an operating 
system-supplied mode-set command and, in some cases, a terminating no-op command. Therefore, 
small channel programs that support tape operations are still serialized on a device basis by the 
command-data-status exchanges that typify tape read and write operations.

While these end-to-end exchanges may be considered trivial in native FICON-attached tape 
implementations, they can become a significant impediment to acceptable I/O access times and 
bandwidth utilization for WAN supported FICON configurations. In addition to the command-data-status 
exchange required to support tape operations, the effect of IU pacing may also introduce additional 
undesirable delays in FICON-attached tape devices accessed through WAN facilities, particularly for 
tape write operations, where outbound data frames figure significantly in the IU pacing algorithm. The 
Brocade suite of emulation and pipelining functions reduces the undesirable effects of latency on these 
exchanges and improves overall performance for WAN-extended FICON-attached tape and virtual tape 
devices (Brocade Communications Systems, 2008).

Tape pipelining refers to the concept of maintaining a series of I/O operations across a host-WAN-
device environment, and it should not be confused with the normal FICON streaming of CCWs and data 
in a single command chain. Normally, tape access methods can be expected to read data sequentially 
until they reach the end of-file delimiters (tape marks) or to write data sequentially until either the data 
set is closed or an end-of-tape condition occurs (multivolume file). The tape pipelining/emulation design 
strategy attempts to optimize performance for sequential reads and writes while accommodating any 
non-conforming conditions in a lower performance non-emulating frame shuttle.

Tape emulation features exist as an extension of the previously developed zGM emulation functions, 
and much of the existing zGM emulation infrastructure has been exploited. In fact, it is possible for 
the code to concurrently support both the zGM emulation functions and the tape emulation functions, 
provided that their separate control units are dynamically switched. As with zGM emulation, the tape 
emulation techniques apply to the Fibre Channel frame level and not to the buffer or command level. 
As with zGM emulation, the only parts of the tape access to be emulated are those associated with 
standard writes and reads and possible accompanying mode-sets or no-ops, which constitute the bulk 
of the performance path for tape operations. All other control functions are not emulated, and the 
emulation process provides no surrogate control unit or device image to the host and no surrogate host 
image to the device (Brocade Communications Systems, 2012).

Tape Pipelining Overview
Pipelining is designed to reduce the number of host-to-device command and data sequences over 
distance. The WAN could be hundreds or thousands of miles, so that reducing latency is what pipelining 
addresses. In order to reduce the effect of latency, the host must be “virtually” extended to the remote 
site, and the tape Control Unit (CU) must be “virtually” extended to the host location. If the systems can 
be virtualized (or emulated) to be in each location, the data and control signals are responded to as if 
they were local, allowing data to be continuously sent without the impact of latency. When the host and 
tape CU is virtualized, the impact of latency is overcome. Pipelining also provides increased flexibility for 
storage placement, allowing tape resources to be located where needed, regardless of distance.

Pipelining does remove the latency of the network; however, application performance is still a matter 
of having the bandwidth necessary to move the required data. When going through the design phase 
of a remote tape solution, proper planning and research needs to be done to design the right solution 
for today and tomorrow. It is highly recommended to work with the storage and network infrastructure 
vendors to help balance business objectives, performance, scalability, and cost (Larsen, 2008). The 
following items should be discussed throughout the planning cycle:
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• Dual or multisite connectivity: Recovery and data access

• Recovery scenarios: How to bring production back

• Attributes required for deploying successfully

 – Performance: Can pipelining techniques be used?

 – Flexibility: Can this solution scale as needed?

 – Network optimization: Can compression techniques be used?

 – Network resilience: Alternate network routes to remote storage
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Performance Gains with Device Emulation
When discussing emulation, the term “shuttle mode” is often used for purposes of comparison. Shuttle 
mode refers to the behavior of extending FICON, in which every operation goes from end to end, and 
performance is directly impacted by the propagation delay of each operation. Two tests were conducted 
using Brocade 7800 extension devices.

First, tests were run against a single extended IBM Virtual Tape Controller (VTC) with one 32 KB 
block size tape job, using the Brocade 7800 Extension Switch or the Brocade FX8-24 Extension Blade 
technology. Read and write pipelining performance versus shuttle mode performance was captured for 
various link latencies. The results show that read emulation performance is lower than that of write 
operations and is limited by the VTC. However, the performance improvement that FICON emulation 
provides relative to shuttle mode is pronounced for both reads and writes (Brocade Communications 
Systems, 2008). 
 

Figure 4. Brocade emulation performance advantage with one tape job.

In the second test, read pipelining performance was measured using eight concurrent tape jobs. The 
results show that read pipelining improves throughput from 25 percent to a massive 10x improvement 
over long distances. Even without emulation, better utilization of the WAN link is achieved when 
scaling the number of VTCs and concurrent tape jobs. When there is only one (or there are a few) tape 
jobs, FICON read emulation is critical, in order to obtain better utilization of the WAN link and higher 
throughput on the tape job (Brocade Communications Systems, 2008).
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Figure 5. Brocade emulation performance advantage with eight tape jobs.

The Brocade FICON extension feature set includes emulation support for the IBM Virtual Tape Server 
(VTS), TS7700 Virtualization Engine, the Oracle Virtual Storage Manager (VSM), EMC DLm, and read 
and write pipelining for extended FICON tape operations (Brocade Communications Systems, 2012).

A wide range of configurations are supported for flexible Disaster Recovery implementations, which can be 
deployed in a variety of switch environments, including FICON Cascade. These configurations include:

• Extension between host and remote tape controller (front-end extension)

• Extension between local tape controller and remote tape library (back-end extension)

• Extension between clustered systems for High Availability (HA) 
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STORAGE VENDOR MAINFRAME NATIVE TAPE OFFERINGS
There are two primary storage native tape vendors in the mainframe space: IBM and Oracle 
(StorageTek). An overview of these offerings follows.

IBM Mainframe Native Tape Offerings

IBM TS3500 Tape Library and TS1140 Tape Drives
The IBM TS3500 Tape Library supports IBM System z when used with the IBM 3953 Tape System, the 
IBM Virtualization Engine TS7740, or the IBM System Storage Tape Controller for System z with its 
embedded library manager. These systems enable System z hosts to access the TS3500 Tape Library 
cartridge inventory and allow connection to TS1140, TS1130, TS1120, and IBM 3592 Model J1A tape 
drives. The TS3500 Tape Library can support up to four 3953 tape systems, up to eight Virtualization 
Engine TS7740 subsystems per physical library, and up to 16 System Storage tape controllers for 
System z per logical library (IBM, 2013).

The System Storage Tape Controller for System z offers IBM FICON attachments of TS1140 tape drives 
in a TS3500 Tape Library or rack and reduces hardware and infrastructure requirements by sharing tape 
drives with FICON hosts. It can also add tape drives non-disruptively, which helps enhance configuration 
flexibility and availability. The TS1140 tape drive supports the System Storage TS3500 Tape Library and 
IBM racks that enable standalone installation. The TS1140 features three options for Type C media. The 
3592 Advanced data tape cartridge, JC, provides up to 4.0 terabytes (TB) of native capacity, and up to 
4.0 TB are provided by the 3592 Advanced WORM cartridge, JY. A limited capacity of up to 500 gigabyte 
(GB) economy cartridge, JK, offers fast access to data. The TS1140 tape drive can also read and write on 
previous media, type B (JB and JX) and read only on type A (JA, JW, JJ and JR). IBM also continues to offer 
the TS1130 and TS1120 tape drives for System z environments (IBM, 2013).

To help optimize drive utilization and reduce infrastructure requirements, the TS1140 tape drives can be 
shared among supported open system hosts on a Storage Area Network (SAN) or between IBM FICON 
mainframe hosts when attached to a System Storage Tape Controller Model C07 for IBM System z.

Oracle StorageTek Mainframe Native Tape Offerings

StorageTek SL8500 Modular Library System and T10000D Tape Drive
The StorageTek SL8500 modular library system is extremely scalable and is deployed in many 
mainframe environments around the world. The SL8500 accommodates growth up to 857 petabytes 
(PB) native (or 2.1 Exabyte [EB] with 2.5:1 compression), making it an extremely flexible and compact 
option for intelligent archiving of vital corporate information. Connect up to 32 library complexes for up 
to 67 EB of storage, behind a single library control interface (assumes 2.5:1 compression on T10000D 
tape drives). 

To meet the high performance needs of your enterprise datacenter, each StorageTek SL8500 library is 
equipped with four or eight robots working in parallel to provide a multithreaded solution. This reduces 
queuing, especially during peak work periods. As the system scales, each additional StorageTek 
SL8500 library added to the aggregate system comes equipped with more robotics, so the performance 
can scale to stay ahead of your requirements as they grow. Additionally, with the StorageTek SL8500 
modular library system’s unique centerline architecture, drives are kept in the center of the library, 
alleviating robot contention (Oracle, 2013).

The StorageTek SL8500 modular library system can be shared across heterogeneous environments, 
such as Oracle’s Solaris, Linux, AS/400, mainframe, UNIX, and Windows NT environments, so you 
can easily match the library configuration to your backup requirements. Also, with Oracle’s StorageTek 
Virtual Storage Manager (VSM), you can use your library in a virtual enterprise mainframe environment.

The StorageTek T10000D tape drive delivers a potent combination: Native capacity of up to 8.5 TB and 
a maximum compressed data rate of up to 800 megabytes per second (MBps) (up to 252 Mbps with 
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1:1 compression). Because the StorageTek T10000D tape drive offers both 16 gigabytes per second 
(Gbps) Fibre Channel and 10 Gbps Fibre Channel over Ethernet (FCoE) connectivity, you can easily 
transition across these environments as network architectures change. 

STORAGE VENDOR MAINFRAME VIRTUAL TAPE OFFERINGS
Virtual Tape Libraries (VTLs) have been popular in the mainframe domain since the first virtual tape 
system, the IBM Virtual Tape System (VTS), was launched by IBM in 1996, followed in 1998 by 
StorageTek’s Virtual Storage Manager (VSM). A VTL subsystem typically contains a tape library, a server 
with storage (external or internal) that acts as a cache buffer for the library, and host management 
software. At retrieval, files are loaded from the tapes to the disk storage to allow for fast data transfer 
between the host and VTL. The files on the disk are written in tape format, and after modifications 
(compression, and so forth) they are staged to physical tape. To the mainframe host, the VTL appears 
to be the usual tape library. 

Below is a list of benefits/advantages of VTLs that have led to their adoption in most large 
mainframe sites:

• Requirement for fewer physical tape drives

• Smaller tape libraries (fewer physical drives = fewer slots in the library)

• More efficient usage of tape media

• Lower energy requirements and costs

• Lower storage management costs

• Improved performance (data transfer to disk)

• Ease of migration to new tape drive technology as it becomes available

• Applications that can support legacy tape formats on state of the art new tape drive technology

• No waiting for tape drives due to the large pool of virtual tape drives

Physical tape is an ever-increasing concern in mainframe data centers, where IT resources and budgets 
are limited, and DR is a vital concern. The challenges with physical tape include the delays and costs 
associated with physical tape media, storage, offsite shipping, end-of-life support, and drive and library 
maintenance. All of these issues lead many businesses to search for a virtual tape solution that 
provides better performance and reliability at a lower Total Cost of Ownership (TCO). There are four 
primary vendors for mainframe virtual tape: EMC, HDS/ Luminex, IBM, and Oracle (StorageTek). 

EMC Mainframe Virtual Tape: Disk Library for Mainframe (DLm)
The EMC Disk Library for mainframe family of products offers IBM System z mainframe customers the 
ability to replace their physical tape systems. DLm8000 is the EMC enterprise virtual tape solution 
for replacing physical tape in the mainframe environment, and it is unique with its support of true 
synchronous replication to a secondary site. The DLm8000 comes with RAID 6 protected disk storage, 
hot-standby disks, tape emulation, hardware compression, and Symmetrix Remote Data Facility (SRDF) 
replication capabilities. The DLm8000 is EMC’s third-generation Disk Library for mainframe systems 
(EMC Corporation, 2013).

EMC Disk Library for mainframe systems include one or more Virtual Tape Engines (VTEs) to perform 
the tape emulation operations, mainframe channel connectivity, and a variety of internal switches, as 
well as back-end disk storage. Depending on the DLm system model and configuration, the back-end 
storage can consist of either primary storage, deduplication storage, or both, to store the actual tape 
volumes. The base components of the DLm all reside in a single cabinet, and additional cabinets 
are configured depending on storage capacity requirements. The DLm8000 may be configured with 
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two to eight VTEs, depending on the required number of drives, scale, throughput, and overall system 
performance requirements. 

The DLm8000 is available with the following product features (EMC Corporation, 2013):

• From two to eight Virtual Tape Engines (VTEs)

• EMC enterprise-class VMAX storage

• True, real-time synchronous replication using Symmetrix Remote Data Facility (SRDF)

• Management option using EMC z/OS Storage manager (EzSM) for both tape and  
Direct Access Storage Devices (DASDs)

• Up to 2,048 virtual tape devices that are supported

The DLm8000 incorporates the latest EMC virtual tape emulation software (EMC Virtuent 7). Virtuent is 
a tape-on-disk software application that runs on a base hardware controller, which provides two FICON 
connections to the mainframe. The Virtuent software provides the controller emulation supporting 
model 3480, 3490, or 3590 tape drives.

The DLm8000 VTE appears to the mainframe operating system as a set of standard IBM tape drives. 
The mainframe manages this set of tape drives as one or more virtual tape libraries. Existing mainframe 
software applications use the virtual drives of the VTE (IBM 3480, 3490, and 3590 drive types) just as 
they would any mainframe-supported physical tape drives. No application modifications are required to 
integrate them into the existing mainframe environment. The VTEs are connected to the mainframe host 
via FICON channels. Each VTE includes two FICON channels for connection to the mainframe host. The 
VTEC cabinet can support from two to eight VTEs for a maximum of 2.7 GB/second throughput, 2048 
virtual tape drives, and 16 FICON channel attachments. Each VTE can support up to 256 total virtual tape 
drives across a total of 64 active Logical Partitions (LPARs) (EMC Corporation, 2013). 
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Figure 7. The EMC DLm8000 VTEC.
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The DLm8000 uses the EMC VMAX enterprise-class storage as its storage system, and it inherits 
features and functions of the VMAX platform, including:

• Synchronous copies of tape data between local sites

• Asynchronous copies of data to out-of-region data center(s)

• Zero RPO for tape data

• Two- and three-site replication and recovery

• Consistent point-in-time copies of tape data without requiring application changes

The DLm8000 VTEs process the arriving mainframe tape volume and write it as a single file on the DLm 
storage. Each mainframe tape is stored as a single file whose filename matches the tape VOLSER. The 
file consumes only as much space as is required to store it (no wasted storage space). This allows the 
virtual tape to be easily located and mounted in response to read or write requests. All disk drives within 
the DLm8000 are protected with a RAID 6 configuration and hot spare drives for each RAID group.

The DLm can be managed using the System z DFSMS functionality, and it supports all CCWs for tape. 
Therefore, DFHSM, backups, and other client applications continue to work without any changes being 
necessary. These operations are also no longer dependent on a specific tape drive range, and tape 
processing is done at disk speed. This reduces the time it takes for recycle/recall operations to complete.

The DLm8000 utilizes SRDF for replication of virtual tape. The DLm8000 supports Disaster Recovery 
solutions using SRDF/Synchronous (SRDF/S) and SRDF/Asynchronous (SRDF/A). The SRDF/S option 
maintains a real-time mirror image of data between the VMAX arrays. Data must be successfully stored 
in VMAX cache at both the primary and secondary sites before an acknowledgement is sent to the 
production host at the primary site. The SRDF/A option mirrors primary site data by maintaining a 
dependent-write consistent copy of the data on the secondary site at all times. SRDF/A session data 
is transferred from the primary site to the secondary site in cycles. The point-in-time copy of the data 
at the secondary site is only slightly behind that on the primary site. SRDF/A has little or no impact 
on performance at the primary site, as long as the SRDF links contain sufficient bandwidth and the 
secondary system is capable of accepting the data as quickly as it is sent across the SRDF links (Negro 
& Pendle, 2013). 

HDS, Luminex Mainframe Virtual Tape (MVT), and Channel Gateway X
Luminex was founded in 1994 with a focus on corporate data storage solutions. In 2000, Luminex 
acquired and merged the Data|WARE product line and technical staff into the Luminex family. Then 
again in 2002, Luminex acquired and merged the Polaris product line and technical staff into the 
Luminex family. These acquisitions, coupled with intensive investment in R&D, has enabled Luminex to 
deliver a formidable family of mainframe storage and connectivity solutions, backed by nearly 30 years 
of continuous mainframe engineering and technical support. Luminex mainframe solutions are OEM’d, 
certified and/or resold by every major mainframe manufacturer. 

Luminex Channel Gateway X (CGX) and MVTe
Luminex Channel Gateways are Mainframe Virtual Tape (MVT) control units that enable enterprise storage 
systems, such as NAS, FC, and internal storage from HDS, IBM, HP, EMC, EMC Data Domain, Oracle, 
NetApp, FalconStor and others to be used for terabytes or petabytes of virtual tape storage capacity. 
These disk-based virtual tape solutions are application transparent and can be configured for entry-to-
large mainframe data centers. Luminex’s latest and enhanced version, Channel Gateway X, was the 
industry’s first control unit to use 8 Gb FICON connectivity to achieve mainframe tape I/O throughput at 
wire speed. Channel Gateway virtual tape solutions have been used to replace tape drives, tape libraries, 
and limited virtual tape cache products since 2006. In most cases, customers use the solution for batch 
processing, HSM/archiving, backup and remote DR. Typically, the gateways are deployed at the customer’s 
production site and a remote DR site (an internal or third-party DR site). RPOs and RTOs are achieved 
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and significantly improved by using remote replication of virtual tape data, eliminating the limitations 
that physical tape imposes on Disaster Recovery planning, testing, and execution. High-availability 
configurations with no single point of failure are available (Luminex Software, Inc., 2013). 

CGX presents terabytes to petabytes of DASD storage as a range of standard mainframe tape devices. 
CGX is application-transparent, requiring no changes to existing tape applications. Using CGX, all 
mainframe tape data is stored and secured using the disk system’s RAID data protection technology. 
There are also additional optional encryption features available on CGX. No tape data is actually stored 
on CGX; the data simply passes through it and is stored as disk files, while retaining the original tape 
VOLSER numbers. Tape data is sent to and from the System z through the use of virtual tape drives 
or devices. Each virtual tape drive can logically mount a virtual tape. Once mounted, the mainframe is 
in control of the operations performed on the device. Data written by the mainframe is received by the 
CGX’s virtual tape drives and written to the attached DASD subsystem. When data is requested by the 
mainframe, the data is retrieved from the storage subsystem and presented to the mainframe.

Luminex MVTe includes multiple CGX virtual tape control units, which essentially function as a virtual 
tape library and replication control mechanism. 

As data centers make the transition to tapeless environments, the traditional method of cataloging, 
packing, shipping, and warehousing physical tapes is being replaced with more efficient and cost-
effective IP-based replication to a remote DR or bunker site. Luminex Replication operates over both 
IP and Fibre Channel connections to one or more remote locations and only sends compressed, 
block-level changes to minimize network bandwidth requirements. Luminex Replication also provides a 
comprehensive set of features and options to further enhance data protection and Disaster Recovery 
processes for tapeless mainframe data centers. In contrast to shipping physical tapes off site on a 
daily or weekly basis, Luminex Replication continuously transmits tape data to the remote DR site, 
ensuring that even the most recently written data is protected and available there. Enterprises can 
now meet and improve backup windows and Service Level Agreements (SLAs), as well as RPO and 
RTO requirements—with minimal operator intervention and without the costs and risks of handing off 
valuable data to a third party for transit or vaulting. With tape data always available at DR, testing times 
are reduced, allowing for more frequent and/or more extensive testing events. Additionally, recovery 
and testing success is improved, since there is no risk of missing, mislabeled, or damaged physical 
tapes. Flexible policy configurations allow selective replication at the tape range and/or device range 
(logical library) level, so only the required data is replicated. For enterprises that require a third copy of 
tape data, multisite replication provides the ability to cascade replication from DR to a third mainframe 
data center or bunker site automatically without operator intervention (Luminex Software, Inc, 2013). 
Luminex also offers synchronous replication through their SyncCopy option. Luminex SyncCopy enforces 
tape data consistency across replicated storage systems. Local write operations complete at the 
primary mainframe only when the replicated copy is validated to be available at the secondary location. 
This ensures that data centers keep their tape catalog synchronized at a remote location, the tape 
catalog is current, and the tape data is consistent and usable if needed.

HDS and Luminex
Hitachi Data Systems (HDS) offers mainframe virtual tape solutions to help mainframe users eliminate 
or reduce the costs and hassles of physical tape, meet recovery objectives, and improve data security. 
These solutions integrate Luminex Channel Gateways (CGX) with the Hitachi Virtual Storage Platform 
(VSP) in IBM System z mainframe environments. CGX presents Hitachi storage systems as a range of 
standard mainframe tape devices. The solution is truly application-transparent, requiring no changes 
to existing tape applications. The solution also provides unmatched scalability, as CGX control units 
can easily be added to increase throughput, and additional Hitachi storage can be added to increase 
capacity, without disrupting tape activity.

Figure 8 (Hitachi Data Systems, 2013) shows a virtualized storage environment with Hitachi Unified 
Storage (HUS) behind VSP. Replication is provided by Hitachi Universal Replicator (HUR) for both primary 
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disk and virtual tape data. 
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Figure 8. HDS-Luminex virtualized storage configuration.

Hitachi Data Systems mainframe virtual tape solutions immediately replicate virtual tape data to 
remote Disaster Recovery sites, eliminating delays related to shipping and lost or damaged tapes. Both 
Luminex Replication and Hitachi Universal Replicator provide vastly improved Disaster Recovery plans 
and preparedness, faster, more convenient Disaster Recovery testing, and shorter backup windows, 
which enable more frequent full-volume backups.

Hitachi Virtual Storage Platform for DASD adds the ability to replicate mainframe disk and tape data 
with HUR, providing mainframe data consistency for Disaster Recovery. And Luminex RepMon provides 
real-time status monitoring and logging for mainframe virtual tape replication at the VOLSER level, for 
both Luminex Replication and HUR.

Oracle StorageTek Virtual Storage Manager (VSM) System
Oracle’s StorageTek Virtual Storage Manager System 6 Virtual Tape Storage Subsystem (VTSS) was 
announced in November 2012 and is the latest generation of its successful mainframe virtual tape 
system, which has now been on the market for 15 years. VSM 6 supports emulated tape connectivity 
to IBM System z mainframe environments to provide virtual tape device emulation, virtual tape cartridge 
images, and buffer capacity for the IBM mainframe environment. The VSM 6 is a dual-node architecture 
built on Oracle Sun server platforms and the Solaris operation system. The VSM 6 provides a 
multitiered, single point of management storage system for Business Continuity, Disaster Recovery, and 
long term archival requirements. Each StorageTek VSM 6 emulates up to 256 virtual tape transports. 
The system is a dual-node architecture system capable of growth of up to 1.2 PB in a single rack. 
The VSM 6 provides two times the performance and 13 times more disk capacity than the previous 
generation VSM 5 (Moore, 2012). 

The VSM includes the following major subsystems:

1. VTSS hardware and software: The VSM 6 VTSS supports emulated tape connectivity over 8 Gbps FICON 
interfaces to IBM System z hosts, and TCP/IP attachment to other VTSSs and VLEs. The 8 Gbps 
FICON ports are provided by two dual-port Host Bus Adapters (HBAs) per node. There are four ports 
per node, providing a total of (8) 8 Gbps FICON ports for the VSM 6 VTSS. Each FICON port supports 
IBM Control Unit (CU) and IBM Channel Mode (CH) images concurrently. These ports are attached to 
the end user’s FICON SAN. The TCP/IP attachment ports include 2 quad port 1 Gbps Ethernet cards 
per VSM for replication. 
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2. Enterprise Library Software (ELS) and Virtual Tape Control Software (VTCS): ELS is the consolidated 
suite of StorageTek mainframe software that enables and manages StorageTek’s Automated Cartridge 
System (ACS) and VSM hardware. VTCS is a component of ELS that controls the virtual tape creation, 
deletion, replication, migration, and recall of virtual tape images from the VTSS subsystem.
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Figure 9. Oracle StorageTek Virtual Storage Manager VTSS.

The VSM 6 supports multiple sites for Disaster Recovery/Business Continuity (DR/BC). Physical 
tape extension can be used to extend the VSM 6 storage to span onsite and offsite locations that 
are geographically dispersed. Up to 256 VSMs can be clustered together into what Oracle calls a 
Tapeplex, managed under one single point of management as a single large data repository using 
Oracle’s StorageTek Enterprise Library Software suite (ELS). The VSM6 utilizes user-defined policy-based 
management and task automation of tasks that typically were done manually (Oracle, 2012). 

The VSM 6 can also be optionally attached to the Oracle StorageTek Virtual Library Extension (VLE). The 
VLE is a second-tier SAS disk array storage feature, which allows the VSM 6 to support multiple tiers 
of storage (disk and tape) under a single point of management (ELS). The VLE adds a new disk-based 
higher-performance dimension to the VSM 6 architecture, suitable for data that may need to be stored 
on disk longer (45 to 90 days) for speed of accessibility purposes, before the probability of reuse 
diminishes. Without the VLE, there would be more reliance on tape storage for this data, which might 
lead to situations where data is constantly being migrated and recalled back and forth from physical 
tape resources. With the VSM 6 and VLE combination, physical tape drives can be used primarily 
for long-term archiving. As data on the VSM 6 and/or VLE ages, it can be migrated from the disk to 
physical tape libraries such as an attached Oracle StorageTek SL8500. The VLE also can serve as a 
replication engine that migrates data between VLEs, which takes the backup and replication workload 
off of the VSM 6 itself. This frees up the VSM 6 resources to focus on host-related activities. 

The VSM 6 offers several replication methods and provides the capability to make additional copies 
of primary data, keep data in multiple sites in synch, and copy data to offsite and multiple geographic 
locations. VLE to VLE disk replication, synchronous and/or asynchronous node clustering across FICON 
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or Gigabit Ethernet (GbE), Cross-Tapeplex replication (CTR), and real tape drive channel extension for 
remote site physical tape support are all options with the VSM 6 (Moore, 2012).

It should be noted that unlike its predecessor VSM 5, the VSM 6 uses IP links only for Virtual Tape 
Volume (VTV) replication between subsystems. FICON cluster links are not supported on the VSM 6. 

IBM Virtualization Engine TS7700
The IBM Virtualization Engine TS7700 family of products is the latest IBM mainframe virtual tape 
technology solution and the successor to the previously mentioned IBM VTS. The IBM TS7700 
offering has advanced management features that are built to optimize tape processing. By using this 
technology, zEnterprise customers can implement a fully integrated, tiered storage hierarchy of disk and 
tape, and thus can take advantage of the benefits of virtualization.

This powerful storage solution is complete with automated tools and an easy-to-use web-based 
Graphical User Interface (GUI) for management simplification. By using the tools and GUI, your 
organization can store data according to its value and how quickly it needs to be accessed. This 
technology can lead to significant operational cost savings compared to traditional tape operations and 
can improve overall tape processing performance.

The prior-generation IBM Virtual Tape Server (VTS) had a feature called peer-to-peer (PtP) VTS 
capabilities. PtP VTS was a multisite capable DR/BC solution. PtP VTS was to tape what Peer-to-Peer 
Remote Copy (PPRC) was to DASD. PtP VTS to VTS data transmission was originally done by Enterprise 
Systems Connection (IBM ESCON), then FICON, and finally Transmission Control Protocol/Internet 
Protocol (TCP/IP). 

As a Business Continuity solution for High Availability (HA) and Disaster Recovery, multiple TS7700 
clusters can be interconnected by using standard Ethernet connections. Local and geographically 
separated connections are supported, to provide a great amount of flexibility to address customer 
needs. This IP network for data replication between TS7700 clusters is more commonly known as a 
TS7700 Grid. The IBM TS7700 can be deployed in several grid configurations. A TS7700 Grid refers 
to two or more physically separate TS7700 clusters that are connected to one another by using a 
customer-supplied IP network. The TS7700 Virtualization Engine cluster combines the Virtualization 
Engine with a disk subsystem cache (Coyne, Denefleh, Hew, & Newton, 2013).

The virtual tape controllers and remote channel extension hardware for the PtP VTS of the prior generation 
were eliminated. This change provided the potential for significant simplification in the infrastructure that 
is needed for a business continuation solution and simplified management. Hosts attach directly to the 
TS7700s. Instead of FICON or ESCON, the connections between the TS7700 clusters use standard TCP/
IP fabric and protocols. Similar to the PtP VTS of the previous generation, with the new TS7700 Grid 
configuration data can be replicated between the clusters based on customer established policies. Any 
data can be accessed through any of the TS7700 clusters, regardless of which system the data is on, 
if the grid contains at least one available copy. A TS7700 Grid refers to two to six physically separate 
TS7700 clusters that are connected to each other with a customer-supplied IP network. The TCP/IP 
infrastructure that connects a TS7700 Grid is known as the grid network. The grid configuration is used 
to form a high-availability, Disaster Recovery solution and to provide metro and remote logical volume 
replication. The clusters in a TS7700 Grid can be, but do not need to be, geographically dispersed. In 
a multiple-cluster grid configuration, two TS7700 clusters are often located within 100 kilometers (km) 
of each other. The remaining clusters can be more than 1,000 km away. This solution provides a highly 
available and redundant regional solution. It also provides a remote Disaster Recovery solution outside of 
the region (IBM Corporation, 2011).

The TS7700 Grid is a robust Business Continuity and IT resilience solution. By using the TS7700 Grid, 
organizations can move beyond the inadequacies of onsite backup (disk-to-disk or disk-to-tape) that 
cannot protect against regional (nonlocal) natural or man-induced disasters. By using the TS7700 Grid, 
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data can be created and accessed remotely through the grid network. Many TS7700 Grid configurations 
rely on this remote access to further increase the importance of the TCP/IP fabric.

With the TS7700 Grid, data is replicated and stored in a remote location to support truly continuous 
uptime. The IBM TS7700 includes multiple modes of synchronous and asynchronous replication. 
Replication modes can be assigned to data volumes by using the IBM Data Facility Storage 
Management Subsystem (DFSMS) policy. This policy provides flexibility in implementing Business 
Continuity solutions so that you can simplify your storage environment and optimize storage utilization. 
This functionality is similar to IBM Metro Mirror and Global Mirror with advanced copy services support 
for IBM System z customers. IBM System z Operating Systems z/Transaction Processing Facility 
Enterprise Edition (z/TPF), zVirtual Storage Extended (zVSE), and z virtual machine (zVM) support the 
TS7700 Grid. They can use the policies through outboard management within the GUI. These System z 
operating systems do not support DFSMS policy management but require the benefits of replication and 
the IP network (Coyne, Denefleh, Hew, & Newton, 2013).

With increased storage flexibility, your organization can adapt quickly and dynamically to changing 
business environments. Switching production to a peer TS7700 can be accomplished in a few seconds 
with minimal operator skills. With a TS7700 Grid solution, zEnterprise customers can eliminate planned 
and unplanned downtime. This approach can potentially save thousands of dollars in lost time and 
business and addresses today’s stringent government and institutional data protection regulations.

The TS7700 Grid configuration introduces new flexibility for designing Business Continuity solutions. 
Peer-to-peer communication capability is integrated into the base architecture and design. No special 
hardware is required to interconnect the TS7700s. The VTCs of the previous generations of PtP VTS 
are eliminated, and the interconnection interface is changed to standard IP networking. If configured for 
HA, host connectivity to the virtual device addresses in two or more TS7700s is required to maintain 
access to data if one of the TS7700s fails. If they are at different sites, channel extension equipment 
is required to extend the host connections.

The IBM TS7700 Grid offers a robust, highly resilient IT architecture solution. This solution, when used in 
combination with DASD or disk mirroring solutions, provides zEnterprise customers with a Tier 6 level of 
multisite High Availability and Business Continuity. The only higher level, Tier 7, is the IBM Geographically 
Dispersed Parallel Sysplex (IBM GDPS) solution.

A TS7700 Grid network requires nonstop predictable performance with components that have “five-9s” 
availability. A TS7700 Grid network must be designed with highly efficient components that minimize 
operating costs. These components must also be highly scalable to support business and data growth 
and application needs and to help accelerate the deployment of new technologies. Storage networking 
is an important part of this infrastructure. Depending upon electronic devices, storage networks can 
at times fail. The failure might be due to software or hardware problems. Rather than taking big risks, 
businesses that run important processes integrate HA solutions into their computer environments. The 
storage network is crucial to HA environments (Guendert, Hankins, & Lytle, 2012).

Figure 10 shows an example of a two-cluster TS7700 Grid configuration for DR and HA. This figure 
shows the network hardware components of the IBM hardware with a Brocade integrated TS7700 Grid 
solution: the Brocade DCX® 8510-8 FICON director with a Brocade FX8-24 Extension Blade and the 
Brocade MLX® Router.
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Figure 10. Brocade-IBM integrated TS7700 Grid Network solution.

Brocade Network Advisor and the IBM TS7700 Grid
Most IT organizations that use IBM zEnterprise and TS7700 Grid networks face similar challenges in 
managing their networks. These challenges include minimizing downtime and managing application 
Service-Level Agreements (SLAs). At the same time, they must find ways to reduce operational 
expenses. As networks become increasingly complex and critical to business operations, many IT 
organizations rely on multiple-point solutions that address only parts of the network. This network 
complexity leads to cumbersome, error-prone operations. For example, you might have separate 
management tools (and servers) for each of the components that are illustrated in Figure 10. These 
organizations must simplify network management and meet the demands of an evolving data center.

Brocade Network Advisor is the industry’s first unified network management solution for data, storage, 
and converged networks. Brocade Network Advisor supports various networks, including the following 
examples:

• Fibre Channel SANs, including 16 Gbps platforms

• Fibre Channel over Ethernet (FCoE) networks

• Layer 2/3 IP networks, application delivery networks

• Multiprotocol Label Switching (MPLS) networks in service provider environments
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Brocade Network Advisor is an ideal tool to use for managing a TS7700 Grid network. Brocade Network 
Advisor gives the user the ability to manage all of the TS7700 Grid network hardware components from 
a single user interface by using a single server. With Brocade Network Advisor, organizations have a 
single management framework for their entire network infrastructure. Brocade Network Advisor has 
intelligently designed interfaces and full Role-Based Access Control (RBAC) to support the needs of 
different network teams.

Brocade Network Advisor can be used to manage storage and data networks separately or through a 
single instance of the product. This capability enables better coordination between storage and data 
networking administrators that perform provisioning, troubleshooting, and reporting. Brocade Network 
Advisor also helps organizations reduce network downtime through the following capabilities, among 
other types:

• Real-time and historical performance monitoring

• Traffic analysis

• Change management

• Policy-driven remedial actions

Proactive alerts with real-time logging, diagnostic, and fault isolation capabilities help resolve issues 
before they affect SLAs. For more granular performance analysis, Brocade Network Advisor uses the 
hardware-based sFlow technology. The sFlow technology is available on all Brocade IP switches and 
routers. The sFlow technology provides real-time network monitoring and accounting capabilities without 
affecting network performance. The Traffic Analyzer feature provides trend analysis, management, and 
monitoring tools for sFlow reporting, accounting, and presentation for all IP devices.

Brocade Network Advisor also offers open, standards-based interfaces. It provides deep integration 
with a wide range of third-party network monitoring, virtualization, wireless, and security solutions. It 
integrates with leading server and storage automation solutions to bridge operational gaps across 
server, network, and storage administrators. This integration provides end-to-end network visibility 
through frameworks such as the Storage Management Initiative-Specification (SMI-S).

Of substantial benefit to the TS7700 Grid user, Brocade Network Advisor provides support for leading 
data center orchestration frameworks, including IBM Tivoli Storage Productivity Center (TPC). Brocade 
Network Advisor and IBM TPC integration is focused on administrators within the same domain, in this 
case, storage and SAN management. The IBM TPC solution is an industry-leading storage resource 
management solution that helps customers with the management of storage environments. It simplifies 
various tasks that are related to the following capabilities (Guendert, Hankins, & Lytle, 2012):

• Logical Unit Number (LUN) provisioning

• Capacity planning

• Replication

• Reporting

IBM TPC also performs basic SAN management activities for Brocade Fibre Channel infrastructure by 
using the Brocade standards-based SMI-S interface.

Brocade-IBM Integrated TS7700 Grid Network Case Study (Guendert, Hankins, & Lytle, 2012)
The fictional Company A is a large financial services company that is headquartered in the United 
States. This company has been in business for over 100 years and has worldwide business operations 
in over 60 countries around the world, with over 100 million customers. Company A views IT and the 
innovative use of IT as a strategic competitive advantage.
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Company A recently suffered a widely publicized IT and network outage that was costly, both in terms 
of financial costs and lost data. Its brand name and reputation were also damaged. This situation led 
the company to change its approach to its existing Disaster Recovery planning. Now the company is 
focused more on Business Continuity and Continuous Availability (CA) to avoid outages altogether. 
Company A has decided to invest in a highly resilient IT architecture to avoid the financial loss, data 
loss, and damage to its reputation that it suffered during the outage. To accomplish this goal, the 
company determined that it needed to invest in the following areas:

• Implement a TS7700 Grid solution between their two data centers.

• Incorporate an IBM GDPS solution.

• Apply several upgrades to the network to optimize the IT network.

The company performed the following activities to minimize outages:

• It updated to a high-performance, High Availability FICON storage and channel extension network. The 
activity was performed to match the capabilities of their IBM zEnterprise 196 mainframes and IBM 
DS8800 DASD arrays.

• It added a replacement for the old IP routers that were used in the mainframe Disaster Recovery 
network, which were identified as the root cause of their failure.

• It simplified the management of the old mainframe storage, channel extension, and Disaster 
Recovery network. This action was accomplished by identifying a solution that might provide more 
synergy between components and require less software.

Figure 11 shows a high-level view of Company A’s architecture before the outage. 
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Figure 11. Disaster recovery network preoutage.
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Figure 12 shows components from various sources, such as the following examples:

• M6140 FICON directors from one vendor

• Channel extension or FCIP switches (for Extended Remote Copy) from two vendors

• IP routers from a fourth vendor

• Dense Wavelength Division Multiplexing (DWDM) devices from a fifth vendor

This effort required five management tools and five servers to host the management software. The 
hardware that is managed by these tools was all older technology, especially in terms of performance 
capability, energy efficiency, and reliability.

Figure 12 shows a high-level view of the architecture after the modifications were completed. 
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Figure 12. Disaster recovery network with new architecture.

Company A now has a much simpler network architecture for their TS7700 Grid network and for z/OS 
Global Mirror and GDPS. Now there is less hardware to manage. The channel extension technology 
for XRC is integrated into the Brocade DCX 8510 Backbones (FICON directors) by using the Brocade 
FX8-24 blade. The DWDM devices and the 6509 IP routers were replaced with the Brocade MLX 
router. The Brocade MLX router provides the IP network connectivity between sites for the TS7700 
Grid, for z/OS Global Mirror, and for GDPS.

This new hardware offers much better performance, is more scalable, and provides better reliability. 
Cost savings are also achieved through better energy efficiency and consolidation of management 
software platforms and servers from five to one with Brocade Network Advisor. Additionally, Brocade 
Network Advisor can be integrated with the IBM Tivoli Storage Productivity Center. This solution gives 
Company A a simpler, higher performing, more cost-effective, and more resilient architecture for their 
TS7700 Grid, z/OS Global Mirror, and GDPS.
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Integrated RDR Networks
One final note: The type of integrated Remote Data Replication (RDR) network described in the previous 
section and case study is not limited to IBM TS7700 Grid Networks. This same integration of Brocade 
FICON/Fibre Channel SAN switches and directors, Brocade FCIP extension devices, Brocade IP routers, 
all managed by Brocade Network Advisor can be implemented for any of the RDR networks discussed in 
this chapter and the preceding chapter. 

CONCLUSION
This chapter covered tape remote data replication, both for native (physical drives) tape and virtual tape 
subsystems. It discussed the native tape offerings from IBM and Oracle. It also discussed the virtual 
tape offerings available from EMC, IBM, HDS, Luminex, and Oracle. A particular focus was placed on the 
connectivity and remote replication network options available for all of these offerings. The chapter also 
discussed how the Brocade Advanced Accelerator for FICON software’s tape read and write pipelining 
work in a System z environment. The last section of the chapter looked at a specific Brocade-IBM 
solution for an integrated TS7700 Grid Network.

Part 4, Chapter 5, which is the next and final chapter of the book, looks at some complex remote data 
replication architectures, such as three-site configurations, and automated solutions such as IBM’s 
GDPS and EMC’s GDDR offerings.
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PART 4:

CHAPTER 5

Chapter 5 concludes part four and the book. This 
chapter will continue our data replication discussion 
by examining more advanced topics with remote data 
replication (RDR). The two primary topics it will address 
are 1) three-site replication and 2) automated business 
continuity and disaster recovery solutions. The primary 
emphasis on these topics will be on DASD replication. 

Multi-site and Automated 
Remote Data Replication 
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INTRODUCTION
This chapter will discuss more advanced topics with remote data replication (RDR). The two primary 
topics it will address are 1) three-site replication and 2) automated business continuity and disaster 
recovery solutions. The primary emphasis on these topics will be on DASD replication.

THREE-SITE REPLICATION
This section will discuss how three-site replication works, it will look at the two most common types of 
three-site replication architectures in use today, and will conclude by examining some vendor specifics 
for three-site replication from EMC, IBM, and HDS.

Three-Site Replication Basics
Recall from Part Four Chapter Three that with synchronous DASD RDR, the source and target sites are 
usually within a short distance of each other (typically 50 km or less). As we discussed in Part Four 
Chapter Three, this is primarily due to application response time considerations. If a regional disaster, 
such as a hurricane, earthquake, terrorist incident, etc. occurs, both the source and target sites could 
be impacted and therefore become unavailable. This could lead to extended RPO and RTO because 
the last known good copy of data would then need to come from another source. For example, from an 
offsite tape library/vault.

When using asynchronous replication, the source and target sites are typically much further apart, 
often on the order of hundreds or thousands of kilometers. Therefore, with asynchronous replication, 
a regional disaster will typically not affect the target site. If the source site fails, production can be 
shifted to the target site; however, there is no further remote protection of data until the failure at the 
primary/source site is resolved.

Three-site replication architectures mitigate the risks identified in two-site replication. In these 
architectures, data from the source site is replicated to two remote sites. Replication can be 
synchronous to one of the two sites, providing a near-zero RPO solution, and it can also be replicated 
asynchronously to the other remote site, providing a greater, but finite RPO. Three-site DASD RDR is 
typically implemented in 1 of two ways (EMC Educational Services, 2012): either in what is commonly 
called a cascade/multihop configuration, or in a triangle/multitarget configuration. 

Three-Site DASD RDR Cascade/Multihop Configurations
In a cascade/multihop three-site RDR configuration, data is sent from the source to the intermediate 
target DASD array in the first hop. This intermediate DASD array is typically referred to as a bunker. 
From the bunker, the data is sent to another DASD array at another remote site via the second hop. 
Replication typically will be done synchronously between source and bunker, and then asynchronously 
from the bunker to the remote site.  The remote replica in the bunker acts as the source for 
asynchronous replication to the remote site’s DASD array. 

The RPO at the remote site is usually on the order of minutes for this implementation method. This 
method requires a minimum of three DASD arrays (including the source). The other two DASD arrays are 
the array containing the synchronous replica in the bunker, and the array containing the asynchronous 
replica at the remote site. 

If a disaster occurs at the source/primary site, production operations are failed over to the bunker site 
with zero or near-zero data loss. The difference with a two site configuration is that you still have remote 
protection at the third site. The RPO between the bunker and third site will typically be on the order 
of a few minutes. If a disaster occurs at the bunker site, or if there is a RDR network failure between 
the source/primary and bunker sites, the source site continues normal operations, but without any 
remote replication. This is very similar to a remote site failure in a two site replication architecture. The 
updates to the remote site cannot occur due to the failure at the bunker site. Therefore, the data at the 
remote site keeps falling behind, however; if the source fails during this time period, operations may 
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be resumed at the remote site (EMC Educational Services, 2012). The RPO at the remote site depends 
upon the time difference between the bunker and source site failures.

In a three-site cascade/multihop configuration, a regional disaster is similar to a source site failure in 
two site asynchronous RDR configurations. Operations are failed over to the remote site with an RPO on 
the order of minutes. There will be no remote protection until the regional disaster is resolved. 

If a disaster/outage occurs at the remote site, or if the RDR network links between the bunker and 
remote sites fail, the source/primary site continues to function as normal with protection provided at 
the bunker site. 
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Figure 1. Three-site RDR cascade/multihop architecture.

Three-Site DASD RDR Triangle/Multitarget Configurations
In a three-site triangle/multitarget replication architecture, data at the source/primary DASD array 
is concurrently replicated to two different DASD arrays located at two different sites. An example is 
shown in Figure 2. The bunker site (aka target 1), typically is located in close geographic proximity to 
the source/primary site. Therefore, the source to bunker site replication is synchronous, with a near 
zero RPO. The source to remote site (aka target 2) replication is typically performed asynchronously 
with an RPO on the order of minutes. The distance between the source/primary site to the remote site 
could be thousands of miles. The triangle/multitarget configuration does not depend on the bunker site 
for updating data on the remote site since data is asynchronously copied to the remote site directly 
from the source. The triangle/multitarget configuration also provides a very consistent RPO unlike the 
cascade/multihop configuration in which the failure of the bunker site results in the remote site falling 
behind with an ever increasing RPO.

The real key benefit of the three-site triangle/multitarget architecture for replication is the ability to 
failover to either of the two remote sites in the case of a source site failure with protection between 
the bunker and remote sites (EMC Educational Services, 2012). Resynchronization between the two 
surviving target sites is incremental and disaster recovery protection is always available of any one-site 
failure occurs. 

During normal production operations, all three sites are available and the production workload is at the 
source site. At any given instant, the data at the bunker and source is identical. The data the remote site 
is behind the data at the source and the bunker. There are replication network links in place between 
the bunker and the remote site, but they will not normally be in use. Therefore, during normal operations, 
there is no data movement between the bunker and remote DASD arrays. The difference between these 
arrays is tracked so if a disaster occurs at the source site, operations can be resumed at the bunker or 
the remote site with incremental resynchronization between the two arrays at these sites. 

A regional disaster in three-site triangle/multitarget replication configurations is similar to a source site 
failure in two-site asynchronous replication (Smith, Callewaert, Fallon, & Egan, 2012). If a failure occurs, 
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operations failover to the remote site with an RPO within a few minutes. Until the regional disaster is 
resolved, there is no remote protection. 

Finally, it should be noted that a failure of the bunker or the remote site is not actually considered a 
disaster because the operation can continue uninterrupted at the source site while remote disaster 
recovery protection is still available. A RDR network link failure to either the source-bunker or source-
remote site does not impact production at the remote site while remote disaster recovery protection is 
still available with the site that can be reached. 
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Figure 2. Three-site RDR triangle/multitarget.

DASD Vendor Three Site Replication Specifics
This section will look at specifics from EMC, HDS, and IBM as they pertain to three site DASD RDR.

EMC Three Site DASD RDR Specifics
EMC offers several options for three site DASD RDR. The options we will briefly discuss are SRDF/
Cascaded, Concurrent SRDF, and SRDF/Star.

SRDF/Cascaded
SRDF/Cascaded is a three-way data mirroring/recovery solution from EMC that synchronously replicates 
data from a primary site to a secondary site. The data is then asynchronously replicated from the 
secondary site to a tertiary site. Cascaded SRDF introduced the concept of a dual-role R2/R1 device, 
which EMC calls an R21 device. Prior to EMC Enginuity 5773 (microcode level), an SRDF device could 
be either a source device (R1) or a target device (R2); however, the SRDF device could not function in 
both roles simultaneously. The R21 device type is unique to SRDF/Cascaded implementations (Negro & 
Pendle, 2013).

Concurrent SRDF/Asynchronous
Concurrent SRDF/A is a feature that was new with EMC Enginuity 5875. Concurrent SRDF/A offers the 
ability to asynchronously replicate from a single production EMC Symmetrix subsystem to two unique, 
remote Symmetric subsystems. It does this by enabling both legs of an R11 (source/primary Symmetrix 
controller) to participate in two SRDF/A relationships. This approach has helped EMC customers 
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minimize some of the performance impact to production applications in multi-site SRDF environments. 
It also provides the users of SRDF/S and SRDF/A implementations with the ability to change the 
synchronous mode operation to asynchronous mode during peak workload times in order to minimize 
the impact of SRDF/S round trip response time to the applications (Smith, Callewaert, Fallon, & Egan, 
2012). This ensures that the host applications are not gated by the synchronous performance of the 
subsystems and network alike.

Concurrent SRDF and SRDF/Star
SRDF/Star provides EMC customers with advanced multi-site business continuity protection that 
augments concurrent SRDF and SRDF/A operations from the same primary volumes. At the same time, 
it provides the ability to incrementally establish an SRDF/A session between the two remote sites in 
the event of a primary site outage. SRDF/Star is a combination of mainframe host software and EMC 
Enginuity microcode functionality. 

The concurrent configuration option of SRDF/A provides EMC customers with the ability to restart an 
environment at long distances with minimal data loss while simultaneously providing a zero-data-loss 
restart capability at a local site. This type of configuration provides data protection for both a site 
disaster and a regional disaster, while minimizing performance (response time) impact and loss of data. 

EMC customers can also run in a Concurrent SRDF/A configuration without SRDF/Star functionality. 
In this type of configuration the loss of the primary site (site A) would normally mean that the long 
distance RDR would stop and data would no longer be propagated to site C. Therefore, the data at 
site C would continue to age as production was resumed at site B. Resuming SRDF/A between sites 
B and C would require a full resynchronization to re-enable disaster recovery protection. However, this 
consumes both time and physical resources and is a lengthy period of time to go without having normal 
BC/DR protection.

SRDF/Star changes this. SRDF/Star provides for a rapid reestablishment of cross-site protection in the 
event of a primary site (site A) failure. Rather than providing a full resynchronization between sites B 
and C, SRDF/Star provides a differential site B to site C synchronization. This dramatically reduces the 
time to remotely protect the data at what is now the new production site in this scenario. SRDF/Star 
also provides a mechanism for the user to determine which site (B or C) has the most current data in 
the event of a rolling disaster affecting site A (Smith, Callewaert, Fallon, & Egan, 2012). However, the 
EMC customer retains the choice of which site to use in the event of a failure. 
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Figure 3. SRDF/Star configuration example.
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HDS Three and Four Site DASD RDR Specifics
HDS provides a choice of 3 site cascade or multi-data-center configurations for both open and 
mainframe environments. HDS also enables advanced 4-data-center implementations of 2 sites within 
a short distance using TrueCopy (TC) synchronous and 2 long distance sites using Hitachi Universal 
Replicator asynchronous replication. 

A 3DC HDS configuration consists of a primary site and two other sites, and is used to perform remote 
copies from the primary site. By allocating copies to three different sites, the 3DC configuration 
minimizes the chances of losing data in the event of a disaster. TrueCopy is used to perform operations 
for nearby sites, and Universal Replicator is used to perform operations for distant sites (Hitachi Data 
Systems, 2013).

There are five types of 3DC HDS configurations:

1. 3DC Cascade (TCxUR) configuration

2. 3DC Cascade (URxUR) configuration

3. 3DC Multi-Target (TCxUR) configuration

4. 3DC Multi-Target (URxUR) configuration

5. Delta Resync configuration

The 3DC Cascade (TCxUR) configuration
A 3DC Cascade (TCxUR) configuration performs TrueCopy and Universal Replicator operations from the 
primary site to the nearby intermediate site, and from the intermediate site to the distant remote site. 
This enables the secondary host to use no-data-loss data at the intermediate site during maintenance 
or in the event of a relatively small-scale regional disaster. If a wider area disaster occurs, the 
secondary host can use data on the distant remote site (Hitachi Data Systems, 2013).

3DC Cascade (URxUR) configuration
A 3DC Cascade (URxUR) configuration consists of three Universal Replicator sites, in which Universal 
Replicator is used to perform a remote copy from the primary site to the intermediate site, and from 
the intermediate site to the remote site. Performing journal-based asynchronous copying (by using 
Universal Replicator) between sites can reduce the I/O load on the host. In addition, because Universal 
Replicator operations are performed via the intermediate site, remote sites can be placed at more 
distant locations than those in a 3DC Cascade (TCxUR) configuration. This reduces the risk of damage 
to all the sites if a disaster occurs.

3DC Multi-Target (TCxUR) configuration
The primary site in a 3DC Multi-Target (TCxUR) configuration performs normal TrueCopy and Universal 
Replicator operations, as well as remote copy operations to apply application data to a nearby local site 
and a distant remote site.

3DC Multi-Target (URxUR) configuration
A 3DC Multi-Target (URxUR) configuration consists of three Universal Replicator sites, in which Universal 
Replicator is used to perform a remote copy from the primary site to two remote sites Using Universal 
Replicator to perform an asynchronous remote copy can reduce the I/O load on the host. Unlike the 
3DC Cascade (URxUR) configuration, data can be remotely copied to two sites at the same time without 
using an intermediate site. This reduces the time lag of data between sites. Figure 4 (courtesy of HDS) 
shows an example of a 3DC Multi-Target (URxUR) configuration (Hitachi Data Systems, 2013).
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Figure 4. HDS 3DC multitarget (URxUR) configuration example. 

The HDS Delta Resync configuration
The Delta Resync configuration creates a Universal Replicator copy pair (Delta Resync pair) between the 
local and remote sites in a 3DC Multi-Target (TCxUR) configuration. Delta Resyncs can be executed to 
synchronize the Delta Resync pair by copying to the remote site only the differential data between the 
local and remote sites. This enables operations to continue temporarily in a Delta Resync configuration 
with the local site as the origin with very little downtime, even when the primary site host stops (Hitachi 
Data Systems, 2013).

4x4 configuration
This configuration performs DASD RDR from multiple storage subsystems on the primary site to 
multiple storage subsystems on the secondary site using Hitachi Universal Replicator to preserve 
consistency.

4x4x4 Cascade configuration
This HDS configuration is a combination of the 4x4 configuration and a 3DC Cascade (TCxUR) 
configuration. Between the primary and intermediate sites, a TrueCopy copy group is used. Between 
the intermediate site and the remote site, the Universal Replicator copy group that defined an extended 
consistency group (EXCTG) is used. This configuration preserves consistency across multiple storage 
subsystems in an EXCTG. Figure 5 (graphic courtesy HDS) is an example of the 4x4x4 Cascade 
configuration.
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Figure 5. HDS 4x4x4 cascade configuration example.  

4x4x4 Multi-Target configuration
This HDS configuration is a combination of a 4x4 configuration and a 3DC Multi-Target (TCxUR) 
configuration. Between the primary site and the local site, a TrueCopy copy group is used. Between 
the primary site and the remote site, the Universal Replicator copy group that defined an extended 
consistency group (EXCTG) is used. Although the 3DC Multi-Target (TCxUR) configurations cannot 
preserve consistency across multiple storage systems, the 4x4x4 Multi-Target configurations can 
preserve consistency across multiple storage subsystems in an EXCTG. Figure 6 (graphic courtesy 
HDS) shows a 4x4x4 Multi-Target configuration (Hitachi Data Systems, 2013). 
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Figure 6. HDS 4x4x4 multitarget configuration example.  

IBM Three Site and Four Site DASD RDR Specifics
IBM offers several three site and four site DASD RDR solutions. This section will give a brief summary 
of these IBM offerings.

IBM Metro/Global Mirror
Metro/Global Mirror is a 3-site multi-purpose replication solution for both System z and Open Systems 
data. As shown in Figure 7 (Cronauer, Dufrasne, Altmannsberger, & Burger, 2013)(graphic courtesy IBM), 
Metro Mirror provides high availability replication from local site (Site A) to intermediate site (Site B), 
while Global Mirror provides long-distance disaster recovery replication from an intermediate site (Site 
B) to a remote site (Site C).
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Figure 7. IBM Metro/Global Mirror.

Metro/Global Mirror is a DASD RDR solution that is designed for installations that take advantage of a 
short distance Remote Copy solution (Metro Mirror): When there is a disaster or a problem at the local 
site, the applications and systems can be recovered immediately at the intermediate site. The solution 
also takes advantage of a long-distance Remote Copy solution (Global Mirror): When there is a disaster 
at the local and intermediate sites, the applications can be restarted at a long-distance site. Metro/
Global Mirror design is based on the features and characteristics of Metro Mirror and Global Mirror, 
except for cascading. Cascading is a capability of DS8000 storage systems where the secondary 
(target) volume of a Global Copy or Metro Mirror relationship is at the same time the primary (source) 
volume of another Global Copy or Metro Mirror relationship. You can use cascading to do Remote Copy 
from a local volume through an intermediate volume to a remote volume.

IBM Metro/Global Mirror Incremental Resynchronization
In a Metro/Global Mirror environment, data is copied from the local site to the intermediate site and 
then cascaded from the intermediate site to the remote site. Obviously, if there is a storage failure (or 
disaster) at the intermediate site, or even a loss of connectivity between the local and intermediate 
sites, data cannot be replicated to the remote site. However, when additional physical connectivity 
between the local and remote sites exists, a Global Mirror can be established from the local site to 
the remote site. Incremental Resync offers the capability to establish the Global Mirror relationship 
between the local and remote sites without needing to replicate all the data again.

IBM z/OS Metro/Global Mirror
z/OS Metro/Global Mirror uses Metro Mirror to replicate primary site data to a location within Metro 
Mirror distance limits, and z/OS Global Mirror to mirror primary site data to a remote location. This 
solution provides a 3-site high-availability and disaster recovery solution. This solution covers the 
following scenarios (Cronauer, Dufrasne, Altmannsberger, & Burger, 2013): 

1. Local site disaster: Production can be switched to the intermediate site. This switch can occur 
in seconds to minutes with GDPS type automation. Mirroring to the remote site is suspended. If 
operation with the intermediate site disks is expected to be long term, the intermediate site can be 
mirrored to the remote site with the appropriate communications connectivity.
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2. Intermediate site disaster: Local and remote sites continue to operate normally. When the 
intermediate site returns to normal operation, the intermediate site can be resynchronized quickly to 
the local site. 

3. Local site and intermediate site disasters: The remote site can be brought up to the most recent 
consistent image with some loss of in-flight updates. A FlashCopy copy of the consistent image 
disks (X’) should be taken to preserve the original recovery point. Production can be started at the 
remote site by using either set of local disks (X’ or X”), depending on your configuration.

4. Remote site disaster: Local and intermediate sites continue to operate normally
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Figure 8. A three-site configuration with z/OS Metro/Global Mirror.

z/OS Metro/Global Mirror Incremental Resync
In the 3-site configuration that is shown in Figure 8 (graphic courtesy IBM), you can implement 
automatic failover (using HyperSwap) from the primary storage P to the Metro Mirror secondary P’. 
If such a failover occurs, and after the production is running on the P’ volumes, there are updates 
to these volumes that are not transferred to the z/GM target X’. Therefore, your disaster protection 
becomes outdated. To obtain up-to-date DR data on X’, you must reconfigure the z/GM part of the 
solution to replicate from P’ to X’. Traditionally, this replication required a full z/GM copy, resulting in 
much traffic on the long-distance links, and a long time without a recent DR copy. Only the old copy, 
from before the P to P’ switch, is available during this time, if it was backed up by the FlashCopy X’. 
With the Incremental Resync feature of z/MGM, you can avoid a full z/GM copy. Incremental Resync 
tracks the updates that happen to P’ after the P to P’ switch. Thus, it is possible to transfer only the 
updated data from P’ to X’ upon the restart of z/GM.

4-site scenario with Metro/Global Mirror and Global Copy
This IBM solution combines DS8000 synchronous and asynchronous replication techniques to provide 
4-site replication by using Metro/Global Mirror together with Global Copy at the disaster recovery 
site. This solution can be used in Open Systems and System z environments. As shown in Figure 9 
(Cronauer, Dufrasne, Altmannsberger, & Burger, 2013) (graphic: IBM), you establish Metro Mirror (MM) 
relationships between both production data centers (local site). From the Metro Mirror secondary 
volumes, you establish Global Mirror (GM) to replicate the production data asynchronously to the 
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disaster recovery (remote) site. At the recovery site, you establish Global Copy (GC) between the Global 
Mirror secondary volumes and the second data center at the remote site.
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Figure 9. A four-site replication solution combining Metro/Global Mirror and Global Copy.

With this 4-site solution, you avoid the situation where you do not have a synchronous copy while you 
run production at the remote site. If there is a disaster at the production site, you convert the Global 
Copy relationships at the remote site to Metro Mirror. Thus, you can restart the production environment 
with the same high availability and disaster recovery features you had available at the local site.

AUTOMATED BUSINESS CONTINUITY AND DISASTER RECOVERY SOLUTIONS
This section of the chapter will give a brief overview of two automated BC/DR solutions implemented by 
many Brocade customers around the world. We will discuss EMC’S Geographically Dispersed Disaster 
Restart (GDDR) solution, and then IBM’s Geographically Dispersed Parallel Sysplex (GDPS) offering.

EMC GDDR
EMC Geographically Dispersed Disaster Restart (GDDR) is a software product that runs on the IBM 
z/OS operating system to automate business recovery following both planned outages and disaster 
situations, including the total loss of a data center. EMC GDDR achieves this goal by providing 
monitoring, automation, and quality controls to the functionality of many EMC and third-party hardware 
and software products required for business restartTo achieve the task of business restart, EMC GDDR 
automation extends well beyond the disk level and into the host operating system (Smith, Callewaert, 
Fallon, & Egan, 2012). It is at this level that sufficient controls and access to third-party software and 
hardware products exist to enable EMC to provide automated recovery capabilities.

GDDR does not provide replication and recovery services itself, but rather monitors and automates 
the services provided by other EMC products, as well as third-party products, required for continuous 
operations or business restart. GDDR facilitates business continuity by generating scripts that can 
be run on demand; for example, restart business applications following a major data center incident, 
or resume replication to provide ongoing data protection following unplanned link outages. Scripts 
are customized at the time of invocation by an expert system that tailors the steps based on the 
configuration and the event that GDDR is managing (Smith, Callewaert, Fallon, & Egan, 2012). Through 
automatic event detection and end-to-end automation of managed technologies, GDDR removes human 
error from the recovery process and allows it to complete in the shortest time possible. The GDDR 
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expert system is also invoked to automatically generate planned procedures, such as moving compute 
operations from one data center to another.

GDDR overview
EMC GDDR can be implemented in a variety of configurations involving two or three-sites, SRDF/S, 
SRDF/A, ConGroup, AutoSwap, SRDF/EDP, and SRDF/Star. In the mainframe environment, GDDR is a 
requirement for a SRDF/Star configuration (Negro & Pendle, 2013).

GDDR can manage environments that are comprised of the below elements In each configuration, 
GDDR provides specific capabilities tailored to that configuration. However, the major features of GDDR 
are common across all topologies.

• Multiple z/OS systems

• Multiple Sysplexes

• Multiple Symmetrix controllers

• Intermix of CKD and FBA/FBAM DASD and BCVs

Since GDDR manages production systems following disasters, it does not reside on the same servers 
that it is seeking to protect. GDDR resides on separate z/OS systems from the host servers that run 
your application workloads. GDDR is installed on a control LPAR at each site. These control LPARs are 
referred to as GDDR nodes, Control Systems, or C-Systems. Each GDDR node is aware of the other 
GDDR nodes through network connections between each site. This multi-site awareness allows GDDR 
to detect disasters and identify survivors. In two-site configurations, GDDR can recover business at the 
surviving site. In three-site configurations, GDDR can nominate a control LPAR to assume the leadership 
role for GDDR and recover business at one of the surviving sites.

To achieve the task of business restart, GDDR automation extends well beyond the disk level and 
into the host operating system level where sufficient controls and access to third party software 
and hardware products exist to enable GDDR to provide automated recovery capabilities. GDDR can 
distinguish normal operational disruptions from disasters and respond accordingly. For example, GDDR 
is able to distinguish between network outages (SRDF link drop) and real disasters (Smith, Callewaert, 
Fallon, & Egan, 2012). This awareness is achieved by periodic exchange of dual-direction heartbeats 
between the GDDR C-Systems. GDDR constantly checks for disaster situations and ensures that other 
GDDR systems are healthy. This checking allows GDDR to recognize, and act on, potential disaster 
situations, even if only one GDDR C-system survives. Figure 10 (courtesy EMC) illustrates GDDR 
operation in a SRDF/S with Consistency Group environment.

IBM Geographically Dispersed Parallel Sysplex (GDPS)
IBM Geographically Dispersed Parallel Sysplex (GDPS) is an automated solution that provides various 
levels of IT continuous availability through different implementation levels. GDPS, as a continuous 
availability and near-transparent disaster recovery solution, is based on Parallel Sysplex server 
functionality and disk mirroring that uses Metro Mirror and Global Mirror. GDPS is a family of offerings, for 
a single site or a multi-site application availability solution, with the capability to manage the Remote Copy 
configuration of storage systems, automate System z operational tasks, manage and automate planned 
reconfigurations, and do failure recovery from a single point of control. GDPS is an integrated end to end 
solution that is composed of software automation, software, servers and storage, networking, and IBM 
Global Services to configure and deploy the solution (Dhondy, Petersen, & Raften, 2011).

The benefits of GDPS are a highly reliable and highly automated IT infrastructure solution with a System 
z -based control point, which can provide robust application availability. GDPS is enabled through key 
IBM technologies and architectures. GDPS supports both the synchronous (Metro Mirror) and the 
asynchronous (z/OS Global Mirror or Global Mirror) forms of Remote Copy. GDPS also supports Peer-
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to-Peer Virtual Tape Server (PtP VTS) and TS7700 Grid Networks for Remote Copying tape data. The 
GDPS solution is a non-proprietary solution, working with IBM and other vendors’ storage systems, 
if the vendor meets the specific functions of the Metro Mirror, Global Mirror, and z/OS Global Mirror 
architectures that are required to support GDPS functions (Kyne, Clitherow, & Schindel, 2013).

GDPS automation manages and protects IT services by handling planned and unplanned exception 
conditions. Depending on the GDPS configuration that is selected, availability can be storage resiliency 
only, or can provide near-continuous application and data availability. Regardless of the specific 
configuration variation, GDPS provides a System z –based Business Continuity automation and 
integration solution to manage both planned and unplanned exception conditions. To attain high-levels 
of continuous availability and near-transparent DR, the GDPS solution is based on geographical clusters 
and disk mirroring.

GDPS Components
The GDPS family of System z Business Continuity solutions consists of three major offering categories, 
and each category has several sub-offerings. Each GDPS solution is delivered through IBM Global 
Services, and is tailored to fit a specific set of client recovery requirements, budgetary requirements, 
physical distance and infrastructure, and other factors.

The three major categories of GDPS solutions that are built on DS8000 Copy Services are (Kyne, 
Clitherow, & Schindel, 2013):

1. GDPS/PPRC solutions that are based on Metro Mirror. Metro Mirror was formerly known as Peer-to-
Peer Remote Copy (PPRC). GDPS PPRC comes in two flavors:

a. GDPS/PPRC

b. GDPS/PPRC HyperSwap Manager

2. GDPS/XRC solutions that are based on z/OS Global Mirror. z/OS Global Mirror was formerly known 
as Extended Remote Copy (XRC).

3. GDPS/GM (Global Mirror) solutions that are based on Global Mirror.

These GDPS offerings can also be combined into 3-site GDPS solutions, providing Tier 7 recoverability 
in multi-site environments: 

1. GDPS/zMGM, based on z/OS Metro Mirror Global Mirror

2. GDPS/MGM, based on Metro Global Mirror

IBM GDPS active/active continuous availability is a solution for an environment that consists of two 
sites, which are separated by unlimited distances, running the same applications and having the same 
data with cross-site workload monitoring, data replication, and balancing. Based on asynchronous 
software replication, planned switches can be accomplished with no data loss (RPO 0), and when 
sufficient replication bandwidth is provided, the RPO can be as low as a few seconds in the event of an 
unplanned workload switch (Kyne, Clitherow, & Schindel, 2013).

GDPS/PPRC overview
GDPS/PPRC is designed to manage and protect IT services by handling planned and unplanned 
exception conditions, and maintain data integrity across multiple volumes and storage systems. By 
managing both planned and unplanned exception conditions, GDPS/PPRC can maximize application 
availability and provide business continuity. GDPS/PPRC provides the following attributes:
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• A near continuous availability solution

• A near transparent DR solution

• A Recovery Time Objective (RTO) of less than an hour

• A Recovery Point Objective (RPO) of zero (optional)

• Protection against localized area disasters with a typical distance between sites that is limited to a 
100-km fiber distance

The GDPS/PPRC solution offering combines System z Parallel Sysplex capability and ESS, IBM System 
Storage DS6000, and DS8000 Metro Mirror disk mirroring technology to provide a Business Continuity 
solution for IT infrastructures that have System z at the core.GDPS/PPRC offers efficient workload 
management, system resource management, business continuity or disaster recovery for z/OS servers 
and Open System data, and provides data consistency across all platforms that use the Metro Mirror 
Consistency Group function. The GDPS solution uses automation technology to provide end-to-end 
management of System z servers, disk mirroring, tape mirroring, and workload shutdown and startup. 
GDPS manages the infrastructure to minimize or eliminate the outage during a planned or unplanned 
site failure. Critical data is disk mirrored, and processing is automatically restarted at an alternative site 
if a primary planned site shutdown or site failure occurs. GDPS/PPRC automation provides scalability to 
ensure data integrity at many volumes across hundreds or thousands of Metro Mirror pairs.

PPRC and HyperSwap
The HyperSwap function is designed to broaden the near continuous availability attributes of GDPS/
PPRC by extending the Parallel Sysplex redundancy to storage systems. HyperSwap can transparently 
switch primary Metro Mirror storage systems with the secondary disk systems for a planned or 
unplanned reconfiguration. The HyperSwap function can significantly reduce the time that is required 
to switch to the secondary set of disks while it keeps the z/OS systems active together with their 
applications. HyperSwap can be implemented as part of the full GDPS/PPRC offering, or through the 
GDPS/PPRC HyperSwap Manager offering, which provides HyperSwap functionality without the host 
system management capabilities of the full GDPS/PPRC offering (Dhondy, Petersen, & Raften, 2011).

Since GDPS/PPRC V3.2, the HyperSwap function uses the Metro Mirror failover/failback (FO/FB) 
function. For planned reconfigurations, FO/FB might reduce the overall elapsed time to switch the 
storage systems, thus reducing the time that applications might be unavailable to users. For unplanned 
reconfigurations, FO/FB allows the secondary disks to be configured in the suspended state after 
the switch and record any updates that are made to the data. When the failure condition is repaired, 
resynchronizing back to the original primary disks requires only the copying of the changed data, thus 
eliminating the necessity of performing a full copy of the data. The window during which critical data is 
left without Metro Mirror protection after an unplanned reconfiguration is therefore minimized.

GDPS/XRC overview
z/OS Global Mirror, formerly known as Extended Remote Copy (XRC), is a combined hardware and z/OS 
software asynchronous Remote Copy solution for System z data. z/OS Global Mirror is designed to provide 
premium levels of scalability, reaching into the tens of thousands of System z volumes. Consistency of the 
data is maintained through the Consistency Group function within the System Data Mover. 

GDPS/XRC includes automation to manage z/OS Global Mirror Remote Copy pairs and automates the 
process of recovering the production environment with limited manual intervention, including invocation 
of Capacity Backup (CBU), thus providing significant value in reducing the duration of the recovery 
window and requiring less operator interaction. GDPS/XRC provides the following attributes (Dhondy, 
Petersen, & Raften, 2011):
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• A disaster recovery solution

• An RTO of 1–2 hours

• An RPO of less than 2 minutes, and typically 3–5 seconds

• Protection against localized and regional disasters with unlimited distance between sites

• Minimal Remote Copy performance impact

GDPS/GM (Global Mirror) overview
GDPS/GM is similar to GDPS/XRC in that it supports virtually any distance; GDPS/PPRC is limited to 
100 km. However, because of the differing characteristics of the underlying Remote Copy technology 
(Global Mirror), GDPS/GM extends the Remote Copy support to FB data. GDPS/GM could be viewed as 
a mixture of GDPS/PPRC and GDPS/XRC. Just as GDPS/PPRC is a storage system-based Remote Copy 
technology, GDPS/GM is also disk-based, meaning that it supports the same mix of CKD and FB data 
that is supported by GDPS/PPRC. Also, being disk-based, there is no requirement for a System Data 
Mover (SDM) system to drive the Remote Copy process. And, like Metro Mirror, Global Mirror requires 
that the primary and auxiliary storage systems are from the same vendor; however, Global Mirror is only 
supported by IBM storage systems.

GDPS/GM resembles GDPS/XRC in that it supports unlimited distances between the application and 
recovery sites. Also, GDPS/GM does not provide any automation or management of the production 
systems; its focus is on managing the Global Mirror Remote Copy environment and automating and 
managing recovery of data and systems if there is a disaster. Also, like GDPS/XRC, GDPS/GM supports 
the ability to make Remote Copy copies of data from multiple sysplexes; each GDPS/PPRC license 
supports Remote Copy for a single sysplex.

In addition to its disaster recovery capabilities, GDPS/GM also provides an interface for monitoring 
and managing the Remote Copy configuration. This management includes the initialization and 
monitoring of the GM volume pairs that are based upon policy, and performing routine operations on 
installed storage systems.

GDPS 3-site solution overview
GPDS also supports 3-site configuration solutions by using a combination of the previous GDPS 
solutions. A 3-site solution can combine the advantages of metropolitan distance business continuity 
and regional or long-distance disaster recovery.

GDPS z/OS Metro/Global Mirror
GDPS/PPRC and GDPS/XRC are supported configurations for the 3-site configuration that is shown 
in Figure 11 (graphic:IBM) (Kyne, Clitherow, & Schindel, 2013). The same primary volume for Metro 
Mirror and z/OS Global Mirror can be supported by two different GDPSs, a GDPS/PPRC for metropolitan 
distance and Business Continuity, and a GDPS/XRC for regional distance and disaster recovery. The two 
mirroring technologies and GDPS implementations work independently of each other, yet provide the 
synergy of a common management scheme and common skills. GDPS/XRC supports System z data for 
z/OS, Linux on z/VM, z/VM, and z/VSE. GDPS/XRC and GDPS/PPRC on the same volume is a System z 
solution only.



BROCADE MAINFRAME CONNECTIVITY SOLUTIONS 317

PART 4 CHAPTER 5: MULTI-SITE AND AUTOMATED REMOTE DATA REPLICATION

fig
11

_P
4C

h5

Metro MirrorPrimary Secondary Tertiary

System z
Application

systems

System z
Recovery
system

SDM

1 4

2

5
6

3

Figure 10. A GDPS three-site configuration with GDPS/PPRC and GDPS/XRC.

GDPS Metro/Global Mirror
You can use GDPS/PPRC with GDPS/Global Mirror (GDPS Metro/Global Mirror) to manage the 
configuration across all formats of data, as Global Mirror is not limited to System z formatted data. 
GDPS Metro/Global Mirror combines the benefits of GDPS/PPRC using Metro Mirror, with GDPS/Global 
Mirror using Global Mirror. A typical configuration has the secondary disk from a Metro Mirror Remote 
Copy configuration in turn becomes the primary disk for a Global Mirror Remote Copy pair. Data is 
replicated in a “cascading” fashion. Combining the benefits of PPRC and Global Mirror, GDPS Metro/
Global Mirror enables the following features (Kyne, Clitherow, & Schindel, 2013):

1. A HyperSwap capability for near-continuous availability for a disk control unit failure

2. An option for no data loss

3. Maintenance of a disaster recovery capability after a HyperSwap

4. Data consistency to allow restart, not recovery, at either site 2 or site 3

5. A long-distance disaster recovery site for protection against a regional disaster

6. Minimal application impact

7. GDPS automation to manage Remote Copy pairs, manage a Parallel Sysplex configuration,  
and perform planned and unplanned reconfigurations.

In addition, GDPS Metro/Global Mirror can be use for both System z and open data, and provide 
consistency between them.

CONCLUSION
This chapter discussed complex, three and four site DASD replication. It also discussed automated  
BC/DR offerings from EMC and IBM. It should be noted that HDS offerings are fully compatible with the 
IBM GDPS offerings. These complex and automated configurations are typically used by businesses 
with very strict RPO and RTO requirements such as financial institutions.

The RDR network considerations are the same for these solutions as they are for the earlier DASD RDR 
discussions in Part 4 chapter 4. However, most end users who implement 3 or 4 site architectures 
and/or use GDDR or GDPS will build more redundancy into their RDR networks.
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Mainframe I/O and  
Storage Basics

PART 1:

CHAPTER 2

The primary purpose of any computing system is to 
process data obtained from Input/Output devices. 
Input and Output are terms used to describe the 
transfer of data between devices such as Direct 
Access Storage Device (DASD) arrays and main 
storage in a mainframe. Input and Output operations 
are typically referred to as I/O operations, abbreviated 
as I/O. The facilities that control I/O operations are 
collectively referred to as the mainframe’s channel 
subsystem. This chapter provides a description of 
the components, functionality, and operations of 
the channel subsystem, mainframe I/O operations, 
mainframe storage basics, and the IBM System z 
FICON qualification process.
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